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Abstract
In this thesis work, we present a method for dense visual odometry which
uses depth images registration to compute the transformation between different poses.
The registration algorithm proposed is able to match 3D point clouds
extracted by depth images and can be seen as a variant of the generalized
ICP algorithm based on a plane-to-plane metric. Substantially, we exploit
the structure of the point clouds, in particular we take advantage of the
information given by the surface normals of each point.
A closed form solution is developed for the least-squares estimation problem used to register point clouds with normals.
We developed a very fast implementation of the algorithm doing a fast
computation of the normals by means of particular structures called integral
images. Accepting to lose a bit of accuracy, these images allow the computation of a normal with constant time O(1). Furthermore, we speed up the
data association phase by searching the correspondences in the images where
the point clouds are reprojected. The images structure, rows and columns,
is exploited to make data association reducing in this way the computation
time. Despite a shallower search, the resulting set of correspondences is
good.
We have also implemented a merging method, based on the uncertainty
of the Microsoft c Kinect sensor, useful to reduce the number of points and
the noise accumulated by the registration of multiple point clouds.
Results obtained are showed taking in consideration experiments on different datasets representing different kinds of environment as domestic and
office like environments. All datasets were acquired using a Microsoft c
Kinect or the Asus Xtion sensor.
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Chapter 1

Introduction
In this chapter, we will present the problem addressed by this thesis work
which is the visual odometry extracted, this topic is treated in Section 1.1, its
relevance regarding the robotics research field and applications is discussed
in Section 1.2. Finally, in Section 1.3, we point out the main contributions
of this thesis work with respect to the state of the art.

1.1

Visual odometry

The term odometry is composed from the Greek words hodos (meaning
”travel”, ”journey”) and metron (meaning ”measure”).
In navigation, odometry is the use of data, or measures, from moving
sensors to estimate change in the pose over time. With pose we mean both
position and orientation of the moving object. Odometry is often used in the
case of mobile robots to estimate their position relative to a starting location.
This process is susceptible to errors due to the integration of the velocity
measurements over time to give position estimates. Fast and accurate data
collection, sensors calibration, and processing are required in most cases for
odometry to be used effectively.
Keeping as example the case of a mobile robot, normally the odometry is
reconstructed using the informations retrieved by rotary encoders attached
to wheels. By counting with the encoders the number of rotations of the
wheels it is possible to estimate the motion of the robot.
Unfortunately, while traditional odometry is often used for many kind of
wheeled and tracked vehicles, it can’t be applied when non-standard motion
methods (e.g. legged robots) are used. Moreover there are also issues related
to the wheels since they tend to slip and slide on the floor, this generate
errors on the position estimation because the distance traveled does not
correspond to the one computed with the encoders. Moreover this error is
amplified when the vehicle moves on non-smooth surfaces. Since these errors
accumulates and propagates over time, the odometry becomes hard to be
5

read and for this reasons other odometry techniques were developed.
In robotics and also computer vision the term visual odometry indicates
a particular odometry technique used to determine the pose of a robot by
analyzing the images coming from a visual sensor (e.g. a camera). It is
widely used in robotics applications and one of the most famous is the one
used for Mars exploration. Since visual odometry is independent by the type
of locomotion or by the type of surface, it allows for an enhanced navigational
accuracy in robots or vehicles.
In visual odometry the pose estimation is computed in different ways
depending by the sensor type used. Some of the first algorithms were based
uniquely on RGB images acquired by classical cameras (single, stereo or
omnidirectional), subsequently with the born of laser sensors also depth
images became fundamental datas to make visual odometry.
In the last years, the use of depth sensor like the Microsoft c Kinect,
increased enormously and the main motivation can be found in its low cost.
This allowed the birth of many algorithms that use RGB images in combination with the depth images to reconstruct odometry. This combination of
images is also called RGB-D image.
When using depth images to make visual odometry, one method used to
estimate the pose is the point cloud registration. The Point cloud registration is a technique applied to compute the transformation (translation and
rotation) that maximize the overlap between two point clouds. The transformation superposes the so called current point cloud to the reference point
cloud. A necessary condition for the existence of this transformation is that
the two point clouds share a part of the scenario that they are describing.
Normally common features are extracted from the shared part of the point
clouds and then they are used to compute the final transformation.
Let’s call the sensor used to acquire depth images in a simpler way:
camera. We can also see the registration process as a method that try to
move the camera so that the scene that is seeing is as much as possible
similar to the target scene.

1.2

Applications

Odometry is very useful in robotics, in particular for the special case of
mobile robots applications:
Mobile Robot Navigation
For any mobile robot, the ability to navigate in its environment is a
key point. Avoiding dangerous states such as collisions and unsafe
conditions (temperature, radiation, exposure to weather, etc...) are
prior, but if the robot has a goal that relates to specific places in the
environment, it must find those places. Robot navigation indicates the
robot’s ability to determine its own position in its frame of reference
6

and then to plan and execute a path towards some target location. In
order to navigate in its environment, the robot or any other mobility
device requires representation (e.g. a map) of the environment and
the ability to interpret that representation.
Odometry is considered a very important part of a robot navigation
system, and the more the odometry quality is good the more the navigation tasks will be simpler
Simultaneous Localization and Mapping (SLAM)
SLAM is the process by which a mobile robot builds a map of an unknown environment, or to update a map while using it to compute it’s
own current location in the environment. In the past years rapid and
exciting progress was achieved in solving the SLAM problems and a
lot of significant implementations of SLAM methods was developed.
One of the most famous implementation is the graph based slam. An
initial rough map is composed by looking at the odometry reconstruction. Each measure of the sensor can be represented by a node in the
graph where each node contains the measure itself and its position in
the global coordinate (the transformation is extracted from the odometry). The graph is then expanded adding constraint between the
nodes, those constraints are represented using edge between couples
of nodes. An edge describe a transformation between two nodes (two
measures). Once the graph is built, we can determine the position
of the measures that maximally satisfies the constraints introduced
(edges). As can be seen, the odometry extraction, is a basic process
used by graph based SLAM techniques to generate an initial rough
map to be optimized. Fig 1.1 shows an example of a graph used with
a graph based SLAM method. The edges are the blue lines connecting
different nodes lying on the odometry line path

Fig. 1.1: Example of graph based SLAM.

7

1.3

Improvements

With this thesis work we want to develop a robust algorithm for odometry
extraction by means of point clouds registration. Furthermore we want to
make the approach as fast as possible in order to make it usable also in
real-time applications.
Some of the most important key point of our algorithm are:
• since we want the algorithm to work also in poor illuminations conditions or even pitch black environments, the method presented will not
rely on RGB images
• to make the registration between two point clouds we exploit the intrinsic structure information given by the points, in particular we take
advantage of the surface normals information
• we significantly speed up the normal computation by means of integral
images, letting the normal computation to be made in constant time
O(1)
• the data association computation in the optimization step exploits
the images structures (rows and columns) maintaining a good set of
associations while decreasing the computation time needed to find the
correspondences
• we develop a closed form solution for the least-squares estimation problem used to find the transformation between two point clouds.
• we implemented a merging method to integrate multiple registered
point clouds into a single one, by taking into account the sensor uncertainty

8

Chapter 2

Related work
In this chapter are discussed the most relevant works in the state of the art
for odometry extraction using visual sensors as well as some of the most
used algorithm to make registration between point clouds.
The chapter is organized as follows: Section 2.1 introduces visual odometry reconstruction using RGB image. Section 2.2 presents an other algorithm
for visual odometry but based on RGB-D images. The last, Section 2.3 explain in depth the Iterative Closest Point algorithm (ICP) and some of its
variants used for point clouds registration.

2.1

Visual odometry using RGB images

Fig. 2.1: Example of stereo camera.
Some of the first approaches developed for visual odometry were based
on RGB images acquired using classical cameras. Different kind of cameras
can be used to achieve odometry extraction, in [9] are developed two meth9

ods, one using a single camera and the other using a stereo camera. A stereo
camera is a particular type of camera with two or more lenses with a separate image sensor frame for each lens. This allows the camera to simulate
human binocular vision, and therefore gives it the ability to capture threedimensional images. An example showing a stereo camera is illustrated in
Fig. 2.1.
Also other types of cameras like the omnidirectional ones can be used,
they allow to take images with a field of view of 360 degrees by means of
mirrors that reflect light rays towards the camera sensor. Scaramuzza et. al
in [13] and Corke et. al in [5] show how to use an omnidirectional camera to
make visual odometry. In the left image of Fig. 2.2 it’s showed how this kind
of cameras work, in particular how the light rays are reflected by the mirrors;
the right image depict an example of image took with an omnidirectional
camera.

(a)

(b)

Fig. 2.2: In (a) it’s showed the omnidirectional camera behavior. In (b)
there is an example of image took with an omnidirectional camera.
In general, visual odometry algorithms based on RGB images work as
follows:
• acquire input images from cameras (single cameras or stereo cameras
or omnidirectional cameras)
• the images acquired are corrected applying some sort of image processing technique to remove lens distortion
• extract features from the images and match them between the frames.
The idea is to find common landmark between the frames in order to
have correspondences

10

• compute the optical flow between the frames. The optical flow is a
technique used to represents the pattern of apparent motion of the
objects inside a visual scene caused by the relative motion between
an observer (the camera) and the scene. In general an optical flow is
represented using an image of the same size of the input images with
an arrow drawn on the pixels. In Fig. 2.3 is showed an example of
optical flow, in this particular case there is a rotating observer (the
fly). The direction and magnitude of the optic flow (right image) at
each location is represented by the direction and length of each arrow

Fig. 2.3: Example of optical flow.
• check for possible tracking errors in the optical flow field end remove
outliers from the matched features
• compute the camera motion from the optical flow filed. This can be
done using different methods, one possibility is to find the geometric
and 3D properties of the features that minimize a cost function based
on the re-projection error between two adjacent images. This can be
done by mathematical minimization or random sampling.
• To make sure to have a good feature coverage across the image, a
periodic repopulation of the tracked features is necessary.
The weakness of this standard approach is the impossibility to use it with
poor illumination condition, as in the night or inside closed environments
with no lights. Additional noise can be generated by sudden changes of the
illumination and image blur due to the fact that the camera is moving. This
noise can affect the quality of the odometry since it makes more difficult the
feature association step.
Our approach, since does not use RGB images, is able to work also in
these conditions.
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2.2

Visual odometry from dense RGB-D images

In [16] it’s proposed one of the most recent algorithm for visual odometry
using RGB-D images. To make extract the odometry the algorithm uses
pair of images that are used for the matching, each pair, or alternatively
frame, is composed by an RGB image and a depth image.
The very basic idea behind the algorithm is to compute an image containing the edges of the objects seen by the sensor and then, try to find
the transformation between two frames so that the edges of the two views
coincide. While this algorithm is very fast in terms of computation time it
suffers from some weakness:
• like the previous approach it can’t work under poor illumination conditions since it needs to find edges inside the RGB images
• find too few or too much edges leads the algorithm to fail
• this algorithm works under the assumption that between the frames
to register there is a small displacement. If this assumption is not
satisfied the algorithm easily fails
Our approach overcome these issues since, as previously said, it does
not use RGB, moreover it works also in presence of substantials differences
between the frames pose.

2.2.1

The registration approach

Here follows a short explanation of the steps that the algorithm executes in
order to compute a transformation between two point clouds.
Image preprocessing
The very first operation is a preprocessing of the frames made in order
to remove areas of the images that are not going to be used for the
transformation computation (e.g. pixels with depth values too much
high (too far) or too low (too near)). For particular cases it is possible
to create and use custom masks to remove specific areas from the
matching phase.
Edge extraction
The RGB image is used to extract the edges of the objects that are
inside the scene seen by the depth sensor. An example of edge extraction is illustrated in Fig. 2.4. Let’s call the pixels lying where there
is an edge p = Iij and p0 = Iij0 , respectively for the reference and the
current frame, where ij denote the pixel row and column, and I and I 0
denote the edge images. Iij and Iij0 will be zero where there is no edge,
1 where there is a well defined edge. An edge is defined when the value
12

of p and p0 , in the gradient image, are higher than a given threshold.
This threshold is very important for the algorithm convergence since,
depending on its value, there is the possibility to get too few or too
much edges.

Fig. 2.4: Example of edges extracted from a RGB image.
Edge labelling
The pixels on the edges are labeled with the depth values. Since the
depth values of the edge pixels is known, it is possible to determine
the image projection of a scene from an arbitrary point of view ξ.
Initial guess
After this data manipulation it is possible, if it is available, to apply an
initial known transformation to the current frame. This initial transformation, also called initial guess, is useful because lets the algorithm
to find a solution from a good starting point. To apply a transformation, like the initial guess, the warping operation is defined. Let
the image projection of a scene seen from the position ξ be Iwarp(ξ,i,j) ,
where warp(ξ, i, j) ← (iξ , jξ ) is a function that computes the image
coordinates of a pixel in position i, j as if the camera was located in
position ξ. An example of warped image can be seen in Fig. 2.5 where
the current frame is warped, if the final transformation ξ is good the
warped image will contains only the common regions between the current and reference frame.
Data association
13

Fig. 2.5: Example of image warped to match an other one.
The next step it is to find the correspondences between the two frames
that will be used to find the transformation. The correspondences are
computed looking at the edge of the two frames. To be a correspondence, two pixels pij and p0ij have to be both different to zero, this
means that they are belonging both to an edge. Moreover, their depth
values must be sufficiently similar in order to be considered a correspondence, otherwise, the two pixel are probably lying on different
objects of the scene.
Minimization problem construction and solution
From the correspondences found in the previous step, a set of constraints is derived. For every pixel there will be a constraint in the
energy function that will be minimized with the least-squares method
(see section 2.2.2 for more details). Finally from the minimization
problem a candidate transformation ξ is derived.
Pyramid approach
Given the candidate transformation ξ, the algorithm computes a warped
image Iwarp(ξ,i,j) by applying the transformation to the current frame
image I. If the transform would be correct the images Iwarp(ξ,i,j) and
I 0 would be the same. In general this is not the case but, applying
iteratively this algorithm, it is possible to compute a good final transformation ξ that overlaps the two frames almost perfectly.
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2.2.2

Photoconsistency maximization

The idea behind the least-square estimation problem construction is to create an error function that maximizes the photoconsistency between the two
frames. This means that, once the final transformation ξ is applied to the
current frame, the two RGB images of the two frame have to be as much
similar as possible. Given this definition of photoconsistency, the error function can be defined as the sum of the squared difference, pixel by pixel, of
the two images:
Z
E(ξ) = [I(wξ (x, t1 ), t1 ) − I(x, t0 )]2 dx
(2.1)
Ω

where ξ is the transformation vector (w1 , w2 , w3 , v1 , v2 , v3 ), I is the image,
x is the pixel and wξ is the warping operation. The warping operation, as
said before, is the operation that remaps pixels of the current frame took in
t1 to the reference frame took in t0 applying the ξ transformation. What we
are looking for is the transformation vector ξ that minimize this error.
Supposing that the two images have a sufficient little transformation, it
is possible to linearize the energy function by means of Taylor’s expansion
and derive the error in the new form:

2


Z
 ∂I + ∆I · dπ · dG · MG
El (ξ) =
· ξ  dx
(2.2)
∂t
dG dg
Ω
(x,t0 )

Here π is the re-projection operation that bring points in the 3D space to the
image plane, G is the operation that, given the homogeneous transformation
matrix g, apply it to a point.
Since the linearization it is supposed valid for small twists ξ, a coarse-tofine strategy is applied iteratively on the images, like in a pyramid of layers,
where each layer contains the two frame at a different resolution (image
size). The algorithm is applied starting from the smallest layers and the
result of each layer is then used as initialization for next one (like an initial
guess).

2.3

ICP

In the last years, range images like the ones given by a laser or a Kinect,
are increasingly used in robotics, medical applications or also for 3D object
digital reconstruction. The very first issue that arise when using range image
it is due to the occlusions and the sensors range. For example, in object
modeling, occlusions does not let the final user to see the object in all it’s
parts. To solve this problem were necessary to use accurate algorithms to
combine multiple range images in a single one.
15

Though it is possible to use the Global Positioning System (GPS) or an
Inertial Measurement Unit (IMU) to compute approximate displacement,
they are not sufficiently precise to have good results. Moreover they are
not always available since inside places like galleries or underground parking
they are useless. To overcome these problems a lot of applications rely on
range images registration.
The ICP algorithm, also known as Iterative Closest Point algorithm, is
one of the most famous technique used for registration of 2D scans and 3D
point clouds. Besl and McKay in [2], one of the most mentioned analysis
of this algorithm, deal with matching of 3D shapes modeled geometrically
or using point clouds. At the same time [4] exploit the fact that almost all
range data it’s locally planar and they proposed a point-to-plane variant of
the ICP.

(a)

(b)

Fig. 2.6: Example of ICP correspondences. In (a) it’s showed the resulting
correspondences for the classical methods. In (b) it’s illustrated the result
when the distance constraint is applied.
Many ICP variants are good because they are simple and, if they use the
kd-trees structures to find the closest point when searching the correspondences, they are also fast. One of the implicit assumption made by these
methods is that the points of the clouds are took from a known geometry
structure. In reality the points are measured by a sensor, this introduce
a discretization error that makes impossible for the points of two views to
overlap perfectly. The second assumption made it’s that the shapes will full
overlap, but due to the sensor errors or also because of occlusions this is
never the case. This means that does not make sense try to match each
point of the two cloud since this would generate a lot of outliers. Zhang in
[20] introduce a new robust method to eliminate outliers, in its proposal, are
presented two different ways to improve the correspondences selection step
of the algorithm. The first one, the simplest, is a maximum tolerance for
the distance, practically to have a correspondence between two points, the
distance between the two can’t be bigger than a given threshold. The second
constraint is the orientation consistency, computing the surface normal or
the curve tangent it is imposed that the angle between the two orientation
16

vectors has to be smaller than a given value. This last constraint was not
used for for the 3D matching due to the heavy computation load of the normals. In Fig. 2.6 are showed two examples of range images correspondences
where the matching scans share only a part of the curve due to occlusions
or sensor movements. The left image shows how the correspondences would
be assigned without the distance constraint introduced by [20]. The right
image lets to understand the goodness of this constraint since it’s clearly
visible how the outliers are rejected.
Our point cloud registration algorithm that we use for odometry reconstruction improves the ICP since it exploit the image structure (rows and
columns) when searching for correspondences, this speed up significantly
the data association step while still having a good set of correspondences.
Furthermore, our method, with respect to the classical ICP, exploit also the
structural information given by the normals of the points.

2.3.1

Classical ICP

The standard ICP algorithm has two fundamental steps:
1. compute pair of correspondences between the two point clouds
2. compute the transformation T that minimizes the distance between
corresponding points
These steps are repeated iteratively and in general this results in a convergence toward the final desired transformation.
The Algorithm 1 shows a slightly modified version of the classical ICP.
The difference with the standard procedure is that it is introduced the distance threshold dmax when looking for the correspondences. This threshold,
as said before, is used in order to take in account that the clouds can’t fully
overlap and so not all the points will have a correspondence (e.g. occluded
points or points of one cloud that are out of the field of view of the other
cloud). The value of dmax is very important for the convergence of the algorithm, indeed if it is too low this can result in a bad convergence, if it is too
high can generate bad correspondences that bring the final transformation
away from the right one. The term wi in the algorithm is a weight that
will have value equal to 1 if a correspondence is found, 0 otherwise. N is
the total number of points inside the point cloud B and T is an homogeneous transformation matrix. In general it is supposed that the algorithm
has converged when the error between the two aligned cloud is lower than
a given threshold or when a maximum number of iteration is reached. Usually the error is defined as the sum of the distance between the points of the

17

correspondences.
Data: Two point clouds: A = {ai } and B = {bi }
Result: The final transformation T that aligns A and B
T ← T0 ;
while not converged do
for i = 0 to N do
mi ← FindClosestPointInA(T · bi );
if kmi − T · bi k ≤ dmax then
wi ← 1;
else
wi ← 0;
end
end
P
T ← argmin{ i wi kT · bi − mi k2 }
T

end
Algorithm 1: Standard ICP algorithm
The point-to-plane variant proposed by [4] it’s similar to the one illustrated in the Algorithm 1. That variant improves the results of ICP using
the surface normals information. What it is minimized, is the error along
the surface normals:
X
T ← argmin{
wi kni · (T · bi − mi )k2 }
(2.3)
T

i

where ni is the surface normal at mi .

2.3.2

Generalized ICP

Segal et al. in [14] propose a new model of ICP based on a probabilistic
framework. The classical ICP and the point-to-plane version are merged together to make a more robust and accurate algorithm. This method changes
only the minimization step of the algorithm 1 in order to keep the whole
system simple and fast. Indeed the correspondences are still computed using the euclidean distance, in this way it is still possible to use the kd-trees
structures to find the closest point keeping fast the algorithm.
Let’s assume that the correspondences are already been found so that
the two point clouds, A = {ai }i=1,...,N and B = {bi }i=1,...,N , are indexed.
In other words this means that ai is associated to bi . It is also supposed
that the correspondences which does not satisfy the distance constraint are
already removed.
In the probabilistic model it is assumed the existence of an underlying
set of points Â = {âi } and B̂ = {b̂i }. These points generate the sets A and
B through a multivariate normal distribution of dimension k = 3:
ai ∼ N3 (âi , CiA )
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(2.4)

bi ∼ N3 (b̂i , CiB )

(2.5)

where CiA and CiB are the covariance matrices of the measured points.
(T ∗ )
Defining the distance di
= bi − T ∗ ai , where T ∗ is the correct transformation and considering that ai and bi are supposed to be generated from
independent Gaussians, by applying equation b̂i = T ∗ âi , it is possible to
write:
(T ∗ )

di

∼ N3 (b̂i − (T ∗ )âi , CiB + (T ∗ )CiA (T ∗)T )
= N3 (0, CiB + (T ∗ )CiA (T ∗ )T )

(2.6)

and T is computed iteratively using the maximum-likelihood estimation
(MLE):
Y
X
(T )
(T )
T = argmax{ p(di )} = argmax{
log(p(di ))}
(2.7)
T

T

i

i

that can be further simplified to
X (T )T
(T )
T = argmin{
di (CiB + (T ∗ )CiA (T ∗ )T )−1 di }
T

(2.8)

i

To improve the performances of the algorithm, also the structure information given by the two point clouds it is used. As explained in [4], it can
be assumed that the dataset is locally planar. Each measured point gives a
constraint along it’s surface normal, to model this information each sampled
point it is distributed with an high covariance along its local plane and low
covariance along its surface normal. For example a point with the surface
normal along its e1 direction will have a covariance matrix of the form:


ε 0 0
0 1 0 
(2.9)
0 0 1
In the previous matrix, ε is a small value representing the covariance along
the normal of the point. In other terms, this matrix says that there is an high
confidence in knowing where the point lies along the normal direction, and
there is high uncertainty on its position inside the plane. Each point ai and
bi is modeled following this distribution. This is done rotating the above
covariance matrix so that the ε represents uncertainty along the normal
direction. To make an example, given µi and νi the normals of the points bi
and ai respectively, then the covariance matrices are computed as follows:


ε 0 0
CiA = Rµi · 0 1 0 · RµTi
(2.10)
0 0 1
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CiB


ε 0 0
= Rνi · 0 1 0 · RνTi
0 0 1

(2.11)

where Rµi and Rνi are the rotation matrices that transform the basis vector
e1 to µi and νi respectively.
The Generalized-ICP allows for the addition of outlier terms, measurement noise, and other probabilistic techniques to increase robustness while
keeping the speed and simplicity of classical ICP. This algorithm can be seen
as a plane-to-plane variant of the ICP since it exploits the surface normals of
both point clouds. A 2D example of how it works can be seen in Fig. 2.7, the
ellipsoids represent the covariance matrices and so the uncertainty along the
x and y directions. In this case all the associations along the horizontal part
of the green scan are correct since the normals direction is consistent; all the
points in the vertical part of the green scan are incorrectly associated to a
point in the red scan. The summed covariances terms of the bad association
will be isotropic. This means that they will form a very small contribution to
the minimization function with respect to the thin and sharply covariances
generated by the good correspondences.

Fig. 2.7: Example of generalized ICP correspondences.
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Chapter 3

Basics
In this chapter it’s provided a theoretical background of the relevant topics
needed to understand the work presented in this thesis.
In Section 3.1 it’s introduced the pinhole camera model. Section 3.2
presents an overview of the Microsoft c Kinect sensor used in this thesis. In
Section 3.3 it’s explained how to extract a point cloud from a depth image.
Section 3.4 shows how the normals of a surface composed by points can be
computed and finally Section 3.5 briefly points out what is and how it’s
defined a least-squares estimation problem.

3.1

Pinhole camera model

Fig. 3.1: Pinhole camera abstraction.
To understand how vision might be modeled computationally and replicated on a computer, it is necessary to understand the image acquisition
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process. The role of the camera in machine vision is similar to that of the
eye in biological systems. A camera is a mapping between the 3D world
(object space) and a 2D image. This mapping of three dimensions onto two,
is called perspective projection and perspective geometry is fundamental to
any understanding of image analysis.
The pinhole camera, as widely explained by R. Hartley et al. in [6], is
the ideal and simplest model of camera function. With the term pinhole
camera, we denote a simple camera without lens and with an infinitesimally
small single aperture. It can be seen as a light-proof box with a small hole
in one side. Light coming from a scene goes through the hole and projects
an inverted image on the opposite side of the box. This abstraction can be
seen in Fig. 3.1 where the candle in the scene is projected reverted in the
back side of the box used to model the pinhole camera.
The geometry of the pinhole camera is illustrated in Fig. 3.2. Let the
center of projection, also called camera aperture, be the origin O of an
Euclidean coordinate system, and consider the plane X3 = −f , which is
called the image plane or focal plane. f > 0 is the focal length and it is the
distance between the center of projection and the image plane. The point
in the object space with coordinates P = (x1 , x2 , x3 ) is mapped to the point
Q = (y1 , y2 ) which is the intersection point of the image plane with the line
passing through the point P and the camera aperture O.

Fig. 3.2: Pinhole camera geometry model.
Looking at Fig. 3.3 two similar triangles can be identified, both having
parts of the projection line (green) as their hypotenuses. The catheti of the
left triangle are and f and −y1 , the catheti of the right triangle are x1 and
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x3 . Since the two triangles are similar, assuming x3 > 0, it follows that:
f x1
−y1
x1
⇒ y1 = −
=
f
x3
x3

(3.1)

in a similar way looking in the negative part of the X1 axis gives:
−y2
x2
f x2
⇒ y2 = −
=
f
x3
x3
this can be summarized in a more compact form:




f
y1
x1
=−
y2
x2
x3

(3.2)

(3.3)

this is the relation that describes the transformation of a point in 3D coordinates to its 2D image coordinates.

Fig. 3.3: Pinhole camera geometry model seen from the X2 axis.
To make things simpler, the pinhole camera is modeled by placing the
image plane between the focal point of the camera and the object, so that
the image is not inverted. In this case the image plane it’s called virtual
image plane which provides a pinhole camera model simpler to analyze than
the previous one. The model with the virtual image plane cannot be implemented in practice. In this case the relation mapping 3D points to the 2D
image plane is similar to equation 3.3 with the difference that there is not
the minus sign:




f
y1
x1
=
(3.4)
y2
x2
x3
Since these equations are non-linear, if the world and image points are
expressed in homogeneous coordinates, it is possible to rewrite the relation
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as a linear mapping



x1
 x2 



 x3  7→
1

via matrix multiplication:


 x1
y1
f x1
f 0 0 0 
x2
y2  =  f x2  =  0 f 0 0 
 x3
y3
x3
0 0 1 0
1











(3.5)

The matrix in the previous equation can be written as diag(f, f, 1)[I|0] where
diag(f, f, 1) is a 3x3 diagonal matrix, I is the 3x3 identity matrix and 0 is
a 3x1 zero vector. This matrix is also known as camera projection matrix.
Since the resulting vector (f x1 , f x2 , x3 )T is the image point expressed in
homogeneous coordinates, if x3 6= 1, the entire vector has to be divided for
x3 to obtain (y1 , y2 , 1) = (f x1 /x3 , f x2 /x3 , 1) that, without considering the
third coordinate, is the same result of equation 3.4.
In the relation 3.5 it is assumed that the origin of the coordinates in
the image plane coincides with the principal point R. The principal point
is defined as the intersection of the image plane with the optical axis X3.
Usually this is not the case and the mapping relation assumes a more general
form:



 

f
y1
x1
px
=
+
(3.6)
y2
x2
py
x3
where (px , py )T are the coordinates of the principal point R. As before
this equation can be rewritten in a linear mapping using the homogeneous
coordinates:




 x1

 
 
x1
y1
f x1 + x3 px
f 0 px 0 
 x2 


 7→  y2  =  f x2 + x3 py  = 0 f py 0  x2  (3.7)
 x3 
 x3 
0 0 1 0
y3
x3
1
1
as for the simpler case seen before, being the result of the previous equation
expressed in homogeneous coordinates it has to be divided for x3 to get
(y1 , y2 , 1) = (f x1 /x3 + px , f x2 /x3 + py , 1).
From the matrix in the equation 3.7 it is possible to extract the camera
calibration matrix K:


f 0 px
K =  0 f py 
(3.8)
0 0 1
this matrix will be widely used to manipulate data took with the Microsoft c
Kinect sensor.

3.2

Microsoft c Kinect sensor

The Microsoft c Kinect is a motion sensing input device projected for the
Xbox 360 video game console and Windows PCs. It brings the gamers to
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a totally new level of interaction with the game, indeed it enables users to
control and interact with the Xbox 360 console without the need to use a
physical game controller, but through a more natural interface using gestures
and spoken commands.
Though the Kinect was built for game purposes, it is now widely used in
many field of research like robotics and artificial intelligence. For example,
it can be used for Human-Robot Interaction (HRI) or, like in the case of
this thesis, as sensor for a mobile robot which is gathering informations of
the environment where the robot is moving. For example these informations
can be used to build a map of the environment where the robot is moving
(SLAM).
Before the Kinect coming, almost all the other sensors have been, and
still remain, unaffordable to the average consumer since they are too expensive. Going from several hundreds to several thousands of dollars, they
are out of the possibility of the consumers who have the will, the skill, and
the desire to work with this kind of devices. The disposability of Kinects
at $ 150 retail changes the situation, now the masses can have access to a
powerful sensor with a simple interface which can be used in hundreds of
applications.

Fig. 3.4: The Microsoft c Kinect sensor.
As showed in Fig. 3.4, the Kinect sensor is an horizontal bar connected
to a motorized base that gives to the Kinect a degree of freedom on the
tilting direction. The tilt angle is the one that lets to rotate the head of the
Kinect up or down while keeping its horizontal axis constant. The device
also features an RGB camera, a depth sensor, a multi-array microphone and
an accelerometer.
The depth camera is the most important device featured by the Kinect
and one of the main reasons of its success discussed before. Based on the
technology of a range camera developed by PrimeSense, an Israel company
committed to the research and development of control systems graspable25

device independent, it consists of two different components: an infrared laser
emitter and a monochrome CMOS laser receiver. The transmitter projects
laser beams following a well defined pattern (see Fig. 3.5), at this point comes
into play the laser receiver that captures the rays when they are reflected
back by the objects in the scene. The depth of the 3D space computed by
the receiver depends by the time of flight of the beams, or better, the time
needed for a ray to hit an object and then travel back to the Kinect. Using
depth information, as explained in the section 3.3, it is possible to have a
good 3D reconstruction of the scene seen by the Kinect. Furthermore, it is
fundamental to say that this sensor, unlike the RGB camera, can operate
under any condition of light even pitch black environments. The output
resolution of the depth camera is 640x480 pixels with with 16-bit depth and
a frequency of 30 Hz.

Fig. 3.5: The laser emitter pattern projection of the kinect.
The RGB camera operates at a frequency of 30 Hz and it generates
images at 640x512 pixels with 11-bit depth, which provides 2048 levels of
sensitivity. The Kinect also has the possibility to switch the camera to an
higher resolution, running at 15 frames per second (fps), but in general is
more like 10 fps at 1280x1024 pixels. Usually the resolution is imposed
to be equal to the resolution of the depth camera, hence VGA resolution
(640x480 pixels) and 1280x1024 pixels are the outputs that are sent over
USB. The camera has also a great set of features as color saturation, flicker
avoidance, color saturation, defect correction, automatic white balancing
and black reference.
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The tilting head is a motor with some gearing to drive the head up and
down. Unfortunately the Kinect can’t determine what position the head is
in; that’s why it has the accelerometer. An accelerometer is a device that
measures acceleration. In the case of the Kinect, which is a fixed system,
this device can be used to recognize which way is down by measuring the
acceleration due to gravity. This allows the system to set its head to exactly
levels and to calibrate it to a value so that the head can be moved at specific
angles.
The microphone array features four microphone capsules and operates
with each channel processing 16-bit audio at a sampling rate of 16 kHz, the
incoming voices or sound it’s filtered out in order to remove background
noise. The microphone array can be used to calibrate the environment
through the analysis of the sound reflections on walls and objects.

3.3

Depth image to point cloud

In the previous section was said that from Kinect informations, in particular
from its depth camera, it is possible to reconstruct a 3D scene of what the
Kinect is actually seeing. Here it will be explained how to compute the point
cloud representing the depth image given by the Kinect. First of all, two
concepts have to be defined: depth image and point cloud.

(a)

(b)

Fig. 3.6: In (a) is illustrated a grayscale image while in (b) there is the
correspondent depth image.
The depth camera of the Kinect gives in output the depth map of the
field of view of the Kinect. A depth map is an image or image channel that
contains informations related to the distance of the surfaces of scene objects
from a viewpoint (in this case the Kinect one). The term comes and may be
analogous to Z-buffer. The ”Z” in these latter terms relates to a convention
that the central axis of view of a camera is in the direction of the camera’s
Z axis, and not to the absolute Z axis of a scene. Each one of these images
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is also called: depth image, an example can be seen in Fig. 3.6 where nearer
points are darker. Each pixel of the depth image contains the value of the
distance (expressed in millimeters) of the object associated to the pixel.
The resolution of the depth camera changes depending on the distance at
which the objects seen by the Kinect are. As reference point, consider that
at 50 cm distance the resolution it’s about 1.5 mm, at 5 meters distance it’s
about 5 cm. This means that the more the object is close to the Kinect the
more will be the number of points that will belong to the object. Similarly,
the more the object is far from the Kinect the fewer will be the number of
points that will belong to the object. Given these informations, it’s clear
that the resolution of the depth camera decreases so fast when the distance
grows. For this reason, it is considered that the depth camera has good
results between 0.5 and 5 meters.
The second concept to introduce it’s the point cloud. A point cloud is a
set of vertices in the 3D euclidean space. In general the vertices are expressed
by x, y and z coordinates and usually the z coordinates are representative of
the external surface of the objects in the scene. An example of point cloud
representing the depth image showed in Fig. 3.6 can be seen in Fig. 3.7. In
the image, points that are nearer to the point of view of the camera are
colored in red, the other points are colored with a gradient depending by
the depth value. The farthest points are depicted in blue.

Fig. 3.7: Point cloud computed from the depth image shoed in Fig. 3.6.
Like all cameras, also the RGB and depth camera of the Kinect can
be modeled using the pinhole camera model described in section 3.1. This
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means that both the cameras will have their own camera calibration matrix.
It’s exactly this matrix that allows the transformation from a depth image
to a point cloud.
Recalling the pinhole camera model explained in section 3.1 and how
the camera calibration matrix is defined 3.7, the points in the 3D euclidean
space can be easily computed just using the inverse of the camera calibration
matrix:


f 0 −f px
1
K−1 = 2  0 f −f py 
(3.9)
f
0 0
f2
The 3D reconstruction can be obtained just using K−1 3.7 and premultiplying the image coordinates for the depth value:



 



y1
x1
(y1 − px )x3 /f
y1
 y2  7→  x2  =  (y2 − py )x3 /f  = K−1 x3  y2 
(3.10)
1
x3
x3
1
where the premultiplication it is needed since the vector (y1 , y2 , 1) is obtained
by dividing (y1 , y2 , y3 ) with x3 .
The entire point cloud represented by a depth image can be computed
applying the equation 3.10 to all the pixels of the depth image that are
different from zero. All pixels with zero value will collapse to the origin and
therefore they are not valid.

3.3.1

Uncertainty characterization

As said before, one of the weakness of the Kinect it’s the resolution, indeed
it decreases when the distance grows. This is not the only critical issue, the
depth data of the Kinect sensor is also known to suffer from quantization
error, that increases as the range to the object increases. The distance
between two possible consecutive depth values determines the quantization
error. It can be easily seen that the quantization step size increases with
the range because of the reduction in the depth resolution. An example of
the noise induced by this error is showed in Fig. 3.8. The figure represents
multiple scans of a wall, it’s clearly visible how the point cloud it’s not flat
as it should be.
For classical stereo systems, like RGB-D and stereo cameras, the depth
value of the points in a scene is retrieved using at least two projection of
the points in the image planes. This means that at least two observers are
needed in order to have at least two points of view of the scene. For a stereo
camera are used exactly two cameras and the correspondences between the
two points of view are found by means of a stereo matching algorithm. In
the case of the Kinect, which is a RGB-D camera, the laser emitter and
the laser receiver can be seen as the two observers. Using this pair of laser
sensors makes the correspondences more robust and easier to find.
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Fig. 3.8: Noise example due to the quantization error.
The displacement between two projections of the same point in the two
image planes is called disparity and is measured in sub-pixels. Since the
depth is inversely proportional to the disparity, the more the depth grows
the more the quantization error affects the disparity when estimating the
depth value. For a normal stereo system, the cameras are calibrated so that
the rectified images are parallel and have corresponding horizontal lines. In
this case, as discussed in [8] and by M. Ruhnke et al. in [11],the relationship
between disparity and depth is given by:
z(d) =

qpix · B · f
d

(3.11)

where B is the horizontal baseline between the cameras (in meters), f is
the focal length of the cameras (in pixels), d is the normalized disparity (in
sub-pixels) and qpix is the sub-pixel resolution of the device used to compute
the disparity. The baseline is the horizontal distance between the center of
the two cameras. At zero disparity, the rays from each camera are parallel,
and the depth is infinite.
Manipulating this relation it is possible to derive the equation of the
disparity d in function of the range z:
d(z) =

qpix · B · f
z

(3.12)

for the Kinect case qpix = 8 and the baseline B it’s equal to 0.075 meters.
At this point the quantization error can be assumed to be uniformly
distributed according to the following equation:


qpix · B · f
1
1
·
−
(3.13)
eq (z) =
2
Rnd(d(z) + 0.5) Rnd(d(z) − 0.5)
where the width of the distribution depends on the sensed range. The quantization error can be seen in Fig. 3.9, in the graph the orange line represents
the theoretical quantization error whereas the black line it’s the standard
deviation computed from real Kinect data.
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Fig. 3.9: Quantization error of the Kinect.

3.4

Normal computation

In geometry, an object like a vector or a line perpendicular to an other object
is called normal. In the two dimensional euclidean space, the normal vector
to a curve in a certain point is the vector perpendicular to the tangent line
to the curve at the considered point. While in the 2D space it is possible to
identify a normal with respect to a line, in the 3D euclidean space a normal
is better defined with respect to a surface since for a line an infinite number
of normals may be found. Indeed, chosen a point on a 3D line, ∞1 normals
originate from that point, one for each possible direction.
Since this thesis work is heavily based on normals with respect to surfaces
lets define this concept: given a point P belonging to a surface, the surface
normal n to the point P is the perpendicular vector to the tangent plane
to that surface at P. A surface normal is not unique because does not have
only one direction, the normal vector in the opposite direction is always a
surface normal. In Fig. 3.10 are showed two examples of surfaces normals,
in the left one is used a plane and obviously the tangent plane at the point
P it’s the surface itself. In the right image, there is a more complex example
with a curved surface, here also the tangent plane at P it’s visible.
There are different ways to compute the normals of basic geometric surfaces, for instance the surface normal for a convex polygon (like triangles,
rectangles, etc...) can be found doing the vector cross product between two
(non parallel) edges of the polygon. For a plane given by the equation:
ax + by + cz + d = 0

(3.14)

the vector (a, b, c) is a surface normal for this plane. There is also the
possibility to compute the surface normals of a non flat surface if it is parameterized by a system of curvilinear coordinates x(s, t) with s and t real
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(a)

(b)

Fig. 3.10: Examples of surface normals. In (a) it’s illustrated the normals
for a plane surface. In (b) there is an image showing the normal to a curved
surface, here the normal in the opposite direction is not depicted.
variables. In this case the surface normals are identified by the cross product
of the partial derivatives:
∂x ∂x
×
(3.15)
∂s
∂t
The problem with those methods is that they apply only to particular cases, indeed, in most of the cases, the working surfaces have complex
structures. In these cases can be quite impossible to describe the all scene
with a convex polygon, a plane or with curvilinear coordinates. One way to
overcome this problem is to subdivide the surfaces into small patches that
have the shape of a convex polygon and then compute the normals on each
polygon. An example that shows this technique is illustrated in Fig. 3.11
where triangles were chosen as convex polygon patch.
A point cloud is an example that represents exactly the situation described before since there are not surfaces expressed as planes or convex
polygons, there are only points. The technique showed in Fig. 3.11 could
be used to compute the normals for every point of the cloud. This would
introduce a new, heavy, preprocessing layer of the data which means more
computation time. It is possible to avoid this new layer following the approach described by R.B. Rusu in [12] and J. Berkmann et al. in [1]. The
idea is to use the surrounding points P k of a query point pq to approximate
the surface to which pq belongs. One of the simplest proposed method for
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Fig. 3.11: Example that shows how a complex surface can be subdivided
in convex polygons.
normal estimation in 3D range data, is the one based on the first order 3D
plane fitting. A said before, the problem of computing the normal to a point
on a surface is addressed by estimating the normal of a plane tangent to the
surface. Working with a neighboring P k the problem becomes a least-square
plane fitting estimation problem. The least-square estimation problem will
be explained more in detail in the next section, for now it is sufficient to
know that it is an optimization technique that minimize an error function.
The plane is represented with a point x and a normal vector n, the
distance between a point pi ∈ P k and the plane is defined as di = (pi −x)·n.
The values for x and n that minimize the sum of the distances di are found
using the least square estimation. In Fig. 3.12 it’s showed an example of
neighborhood of a point belonging to a planar patch.
Let’s define the query point pq which is the red one, and consider the
neighboring points pki within a certain radius r which are depicted in violet,
by taking:
k
1 X
x=p= ·
pi
(3.16)
k
i=1

Pk,

that is nothing but the centroid of
it is showed that the solution for
n is given by a simple analysis of the eigenvalues and eigenvectors of the
covariance matrix C ∈ <3x3 of P k . The covariance matrix can be computed
using the classical formula:
C=

k
1X
ξi · (pi − p) · (pi − p)T
k
i=1
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(3.17)

Fig. 3.12: Example of neighboring points (purple) for a query point (red).
where ξi is a possible weight for pi and normally it is equal to 1. The
eigenvectors vj and the eigenvalues λj have to satisfy the relation:
C · vj = λj · vj , j ∈ {0, 1, 2}

(3.18)

By definition, C is symmetric, positive semi-definite and its eigenvalues
are real number λj ∈ <. Intuitively the eigenvectors of C represent a measure of how the points change in three different orthogonal directions. Since
it supposed to be working on surfaces, it is also expected that the eigenvector corresponding to the smallest eigenvalue will show the direction of
the normal. It is easy to understand the reason of this result, indeed, on a
surface, points vary along two direction and there is almost no variation in
the third direction (the normal one). More formally the eigenvectors form
an orthogonal frame corresponding to the principal components of P k and
assuming 0 ≤ λ0 ≤ λ1 ≤ λ2 the eigenvector v0 corresponding to the smallest
eigenvalue λ0 is the approximation of n. An example of principal components of a multivariate Gaussian distribution is showed in Fig. 3.13, in the
case of a surface will be very similar since the third component, the one in
the normal direction, is very small.
Unfortunately computing the normals using the Principal Component
Analysis (PCA) does not ensure that the normals of a point cloud will be all
in the same direction. Since the data it is acquired from a single view point
vp (in this case the view point of the Kinect), it is possible to express all
the normals ni consistently towards the viewpoint. A normal ni , computed
on a point pi , is oriented toward the viewpoint if it satisfies the following
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Fig. 3.13: Example of principal components for a multivariate Gaussian
distribution.
relation:
ni · (vp − pi ) > 0

(3.19)

if the relation is not satisfied, the normal has to be inverted and this can be
accomplished just changing the sign of the components of the normal.
In Fig. 3.14 can be seen on the left image an example of bad orientation
of the normals, whereas on the right, the normals were re-oriented using the
previous relation.

(a)

(b)

Fig. 3.14: Example of surface normals orientation. In (a) the normals are
inconsistently oriented. In (b) the normals are all re-oriented in direction of
the view point.
At this point, it is also easy to compute the curvature of the surface at
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which the query point pq belongs. It is indeed possible to use the eigenvalues λ0 , λ1 and λ2 of the covariance matrix, as an approximation of the
surface variation around the point pq . Naming λ0 the lower eigenvalues the
curvature σpq can be computed as follow:
σpq =

λ0
λ0 + λ1 + λ2

(3.20)

The ratio between the lower eigenvalue and the sum of all the eigenvalues
is an estimation how much change the curvature in the neighborhood P k
of the point pq . When σpq is near to zero means that all the points in the
neighborhood belong to the tangent plane at the surface. In other words low
values of the curvature indicate that pq lies on a plane surface, high values
indicate that it lies on a corner.

3.4.1

Integral images

In the normal computation there is an operation that increase the computation time heavily. Finding the neighboring points for each point of the cloud
it’s the slowest operation in the normal computation. Loosing a bit of accuracy on the calculated normals, it is possible to speed up the computation
by using a structure called integral image. The integral images are used as
a fast and powerful technique to compute the sum of the values in a given
region of a matrix.
To create an integral image what have to be done is basically to generate
a Summed Area Table. In this table, which is nothing more than an other
matrix, each element (x, y) will contains the sum of all the elements in the
upper left rectangular block including the original element value at (x, y).
The summed area is showed in Fig. 3.15.

Fig. 3.15: Example showing the summed area contained by a given element
(x, y).
The power of the integral images is that the Summed Area Table can
be computed scrolling a single time the input matrix. This is easy done
knowing that an element of the table as value equal to:
s(x, y) = i(x, y) + s(x − 1, y) + s(x, y − 1) − s(x − 1, y − 1)
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(3.21)

where s(x, y) indicates the value of the element of the table in position (x, y)
and i(x, y) is the value of the element in the original matrix at coordinates
(x, y). Clearly if the coordinates become negative the value of s has to be
imposed to zero. A clear example of integral image is illustrated in Fig. 3.16,
on the left there is the original matrix and on the right the correspondent
integral image which is equal to the Summed Area Table.

(a)

(b)

Fig. 3.16: Example of integral image. In (a) is showed the original matrix.
In (b) there is the computed integral image.
Once the table is constructed, it is possible to know the sum of a square
or rectangular block of the original matrix by querying the integral image.
Not only, this operation can be done in constant time, in O(1) complexity,
this is the speed up given by this structure.

Fig. 3.17: Example of region query of the integral image.
Only four values of the integral image are needed in order to compute
the summed area of a region:
s(A, B, C, D) = s(A) + s(D) − s(B) − s(C)

(3.22)

where s(A, B, C, D) is the summed area value of a particular rectangular
region, of the original matrix, defined by the vertices A, B, C and D. s(A)
is the value of the integral image at the element defined by the vertex A,
and similarly for the other terms.
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Taking an example, looking at the region highlighted in Fig. 3.17, to
compute the correspondent summed area just apply the previous equation:
s(A, B, C, D) = s(A) + s(D) − s(B) − s(C) = 16 + 64 − 32 − 32 = 16 (3.23)

(a)

(b)

(c)

(d)

Fig. 3.18: Here are showed the summed region for the verteces A, B, C
and D.

3.5

Least square estimation

The least-squares method is a standard technique used to compute approximate solutions of overdetermined systems (e.g. sets of equations where
there are more equations than unknowns variables). ”Least-squares” has the
meaning that the solution found has to minimize the sum of the squares of
the errors generated in the results of every single equation.
Data fitting is one of the process where the least-squares are most used.
The best fit, in the least-squares sense, minimizes the sum of squared residuals. A residual is the difference between an observed value and value provided by a model.
Least squares problems can be divided into two categories:
• Linear or ordinary least-squares
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• Non-linear least-squares
A least-squares problem can be linear or non-linear depending if the residuals
are linear in all the unknowns variables or not. The linear least-squares
problem has a closed-form solution. A closed-form solution is any formula
that can be evaluated in a finite number of standard operations. Conversely
the non-linear problem has no closed-form solution and is usually solved
by iterative refinement approximating the system with a linear one at each
iteration. This make the core calculation similar in both cases.
Summarizing the least square method can be described as an optimization technique that allow to find a function, also called regression curve,
that is near as much as possible to a set of data (data fitting problem). In
particular, the function found has to be the one that minimize the sum of
the square of the distances between the observed data and the data of the
curve represented by the function itself.
We can define the error ei as the difference between the predicted measurement and the actual one:
ei (x) = z0i − zi = fi (x) − zi

(3.24)

where fi it’s the function that maps the state vector x to a predicted measurement z0i . In general, fi (x), is a non-linear function of the state. However
it is possible to approximate it in the neighborhood of a linearization point
x̆ using its Taylor expansion:
fi (x̆ + ∆x) ' fi (x̆) +

∂fi (x)
∂x

· ∆x

(3.25)

x=x̆

where we call Jacobian matrix Ji :
Ji =

∂fi (x)
∂x

(3.26)
x=x̆

Now assuming the error to be zero mean and normally distributed with
an information matrix Ωi , the squared error of a measurement depends only
on the state and it is a scalar value:
ei (x) = ei (x)T Ωi ei (x)

(3.27)

Defined the squared error, what we want to do is to find the state x∗
which minimizes the error of all measurements:
N
X
x = argmin{
ei (x)T Ωi ei (x)}
∗

x

(3.28)

i

Now naming
F (x) =

N
X

ei (x)T Ωi ei (x) =

i=1

N
X
i=1
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ei (x)

(3.29)

end assuming that a reasonable initial guess x̆ of the optimum is given. By
exploiting the Taylor approximation in equation 3.25, it is possible to rewrite
one of the summands in the previous equation:
ei (x̆ + ∆x) = (fi (x̆ + ∆x) − zi )T Ωi (fi (x̆ + ∆x) − zi )
' (Ji ∆x + fi (x̆) − zi )T Ωi (Ji ∆x + fi (x̆) − zi )

(3.30)

(3.31)

recalling that fi (x̆) − zi = ei
= (Ji ∆x + ei )T Ωi (Ji ∆x + ei )

(3.32)

and finally doing the multiplications and grouping the terms:
= ∆xT JTi Ωi Ji ∆x + 2ei Ωi Ji ∆x + eTi Ωi ei

(3.33)

= ∆xT Hi ∆x + 2bi ∆x + eTi Ωi ei

(3.34)

where Hi = JTi Ωi Ji and bi = ei Ωi Ji .
Plugging the equation 3.34 in the equation 3.29 we get the final form of
the function to minimize with the least-squares:
F (x̆ + ∆x) '

N
X

∆xT Hi ∆x + 2bi ∆x + eTi Ωi ei

(3.35)

i=1

= ∆xT

"N
X

#

"

Hi ∆x + 2

i=1

N
X

#
bi ∆x +

i=1

"

N
X

#
eTi Ωi ei

(3.36)

i=1

= ∆xT H∆x + 2b∆x + c

(3.37)

PN

T
i=1 ei Ωi ei .

where c =
The last equation, is the expression of the objective function under a
linear approximation of fi (x), around a neighborhood of the initial guess
x̆. Basically, if the initial estimate is fixed, the value of the function can be
approximated by a quadratic form with respect to the increments ∆x. Now
it is possible to minimize this quadratic form and get the optimal increment
∆x∗ that applied to the current estimate gives a better solution:
x∗ = x̆ + ∆x∗

(3.38)

To compute the optimal increment ∆x∗ it’s sufficient to set the derivative of the function F (x̆ + ∆x) (equation 3.37) to zero and then solve the
corresponding equation. This derivative it’s equal to:
∂(∆xT H∆x + 2b∆x + c)
= 2H∆x + 2b
∂∆x
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(3.39)

and equaling it to zero leads to the linear system to solve:
H∆x∗ = −b

(3.40)

the solution it’s the sought minimum. The matrix H is called Hessian matrix.
If the model function would be linear, the solution would be found in
just one step. Since, as said before, in general this is not the case, it is
necessary to iterate the procedure until there is a sufficient improvements of
the solution. Existing procedures are for example the Gauss-Newton or the
Levenberg-Marquardt minimization algorithms.
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Chapter 4

Surface based depth image
registration
In this chapter, our algorithm for point clouds registration is presented and
explained in details.
Section 4.1 make an introduction to our method showing which is the
idea behind it and why it is better than others. Section 4.2 explains in depth
each part of the algorithm and how it is realized.

4.1

Introduction

The problem addressed by this thesis work is the odometry reconstruction
using depth images and a key point for this kind of problem is the 3D point
clouds registration method. We implemented a registration algorithm with a
big convergence basin improving at the same time its reliability. Improving
the convergence means increase the possibility for the algorithm to find a
good solution for the registration; make it more reliable means reduce as
much as possible the possibility that the noise affect the final wanted result.
Having a good matching algorithm leads to better results in the odometry
reconstruction.
We used the enriched information of a point cloud with normals to compute the transformation. The increased quantity of information given by
the normals lets the algorithm to have the larger convergence basin sought.
Since this methods uses only point with normals to make the registration, and these informations can be fully derived from the depth images,
the RGB or grayscale images are not needed. This implies that issues like
reflections, image blur and poor illumination conditions are avoided letting
the algorithm to work also under these condition.
With respect to the generalized ICP we better exploit the image structure
(rows and columns) for the data association that gives a boost to this phase
in terms of time.
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It is also important to say that:
• we found a closed form solution to determine the transformation between two point clouds with normals
• we have a very fast approach suitable for a GPU implementation (e.g.
TM
CUDA by NVIDIA)
• we are able to characterize the uncertainty of the solution for the
registration algorithm. This can be done looking at the eigenvalues
and eigenvectors of the Hessian matrix of the least-squares estimation
pproblem
• we can integrate several images into a single point cloud by taking
into account the sensor uncertainty, this is better than image-2-image
matching, especially when revisiting for long time the same region.
Revisiting for long time the same region means to accumulate points
in a particular region, since each point generated has an intrinsic error
due to the sensor, this can result in a not correct alignment of the
point. We solve this problem applying a merging of the points

4.2
4.2.1

Overall approach
Data acquisition

The first thing to say about the algorithm, is what type and how many
inputs it takes. Basically are needed at least three inputs: a scene A, a
scene B and, if it exists, an initial transformation T .
Let’s define in details what does it means the term scene. At the very low
level, a scene, is a point cloud, representing a physical environment, captured
by a depth sensor like the Microsoft c Kinect. As introduced in Section 3.2,
the Kinect generates these informations giving in output particulars images
called depth images. We chosen to use the Portable Gray Map (PGM)
format to represents these images for its simplicity and because it is suitable
for the output of the Kinect. Indeed, since the depth images are single
channel images and PGM format its used to represents grayscale graphic
images, they are perfect together. Moreover, using PGM images it is possible
to use 1 or 2 bytes of size for the pixels values. Mainly the 2 bytes option it’s
used because the depth images contain the distances expressed in millimeters
and therefore, values of the order of thousands can be found and 1 byte is
not sufficient to represent this range of values.
More in general a scene can be bigger with respect to a possible view of the
Kinect, in this case it is possible to reconstruct a view just by specifying the
camera pose (basically an homogeneous transformation matrix T ) and the
camera matrix of the depth sensor camera.
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The algorithm, as said before, needs at least two scenes because the
purpose is to make the registration, this is done finding the transformation
that brings one of the scenes to superpose the other one. Supposing that
the scenes are coming directly from the sensor, it is necessary to extract
the relative point clouds from them. This easy process it is accomplished
just applying the equation 3.10 to each pixel of the depth images that are
different from zero. In our system, a point cloud is not represented using a
three channel matrix, but as a vector of points.
The third input, the transformation T , is an initial guess that can be
used from the algorithm. In some particular cases it is available a guess of
the possible transformation that should register the two clouds. An example
comes from mobile robots that usually have an odometry computation during the navigation extracted from rotary encoders values integrations. From
the odometry it can be extracted the estimated transformation between two
poses. In reality the initial guess will be never the right transformation
for the registration because of the errors of the odoemtry, but it helps the
algorithm indicating a good starting point to find the correct final transformation. If the initial guess is good the possibility to do a good registration
increase. Obviously the method works also if the initial guess is not given,
in this case T is imposed to be the 4x4 matrix identity, in other words we
are saying to the solver that we have no idea in which direction (including
orientation) the camera moved between the two frames. Fig 4.1 illustrates
an example of two unregistered point clouds.

Fig. 4.1: Example showing two unregistered point clouds.
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4.2.2

Normal computation

The point clouds previously generated give only information about the position of the points inside the scenes. At this point we have to enrich this
information computing the surface normals for every point in the clouds.
This operation can be done just calculating the covariance matrices of the
points, and extracting the eigenvalues and eigenvectors from these matrices
as explained in Section 3.4.
What we do is to apply the equation 3.17 to all the points. Sacrificing a
bit of accuracy in the normal computing we speed up the computation using
the integral images. As already said, finding the exact neighborhood of a
query point it’s a slow operation, even if are used tree structures like the
kd-trees, because the number of points composing a point cloud is huge. If
instead of considering the exact neighboring of a query points, we consider
a rectangular region of pixels around it, we will introduce some points that
are not neighbor of the point but we will have the possibility to use integral images to compute the covariance matrix. The advantage is all in the
computational cost, indeed finding the nearest point in a kd-tree structure
is an O(log n) operations while using integral images the computation can
be done in constant time that means O(1) complexity.
In order to understand how we used integral images to compute the
covariances of each point we have to manipulate the equation 3.17. Naming
pi = (px , py , pz )T the i-th point of the neighboring P k around the query
point, µ = (µx , µy , µz )T the centroid of these points and imposing all the
weights ξi to 1 we can rewrite the equation as follow:
C=

k
k
1X
1X
(pi − µ)2 =
(pi − µ) · (pi − µ)T
k
k
i=1

(4.1)

i=1

Expanding all the terms:
C=

k
k
1X 2
1X
pi − µpTi − pi µT + µ2 =
pi pTi − µpTi − pi µT + µµT (4.2)
k
k
i=1

i=1

Again expanding the sums over all the terms and bringing out of the sums
the terms not dependent by i:
C=

k
k
k
1X
µ X T X µT
pi pTi −
pi −
pi
+ µµT
k
k
k
i=1

i=1

Remembering that the centroid µ is defined as
tion can be further simplified:
C=

1
k

Pk

i=1 pi

the previous equa-

k
k
1X
1X
pi pTi − µµT − µµT + µµT =
pi pTi − µµT
k
k
i=1

i=1
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(4.3)

i=1

(4.4)

Previously we said that the point cloud are represented with vectors of
points, to know where these points falls in the depth image, we create an
index image. Each element of the index image will contains the index, of
the correspondent point in the depth image, in the point cloud vector. An
example of how the index image works is showed in Fig. 4.2. This kind of

Fig. 4.2: This example shows how the index image works.
structure can be easily expanded to include also possible attributes belonging
to the points like the normals, or an associated color that could be taken
from a correspondent RGB image, or the singular value decomposition of
it’s covariance matrix, in general whatever you need.
Now that we have the covariance C in the form showed in equation 4.4
we created a particular integral image, of the points linked by the index
image, where each element contains a so called point accumulator. A point
accumulator is an ad hoc structure that will contains the number of points
that form the accumulator, the sum and the squared sum of these points.
It can be seen as a structure composed by three elements vector as showed
in Fig. 4.3.
Once the integral image of points accumulators is created, it is easy to
compute the covariance matrix just applying the equation 3.22 on a rectangular region around the element correspondent to the query point.PIn this
way we retrieve the number of points k inside the region, the sum ki=1 pi
P
and the squared sum ki=1 pi pTi of the points in the region. Always recalling
P
that µ is defined as k1 ki=1 pi , we have all the terms necessary to compute
the covariance matrix using the equation 4.4.
All the normals are computed using the eigenvalues and eigenvectors
of the covariance matrices as explained in Section 3.4. Furthermore each
normal is checked, using the equation 3.19, to ensure that it points toward
the point of view of the camera, if the normal is not consistent in that
direction, it is inverted.
Finally also the curvature of each point is computed applying the relation 3.20. Knowing the curvature let us to know if the point belongs to a
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Fig. 4.3: This image illustrates the point accumulator structure. The first
element contains the number of points, the second and third element contain
the sum and the squared sum of the points.
planar patch or is lying on a corner. This information is very important for
the data association part of the algorithm.
In Fig. 4.4 there is a screenshot that shows the normals, of a point cloud,
computed with our algorithm. The normals are the lines depicted in blue,
it is visible how the result is good despite the loss of accuracy introduced by
the use of the integral images.

Fig. 4.4: This image shows the normals computed on a point cloud using
our algorithm.
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4.2.3

Local surface characterization

Once the normals are computed we characterize the local surface around
each point sing the curvature computed with the equation 3.20.
Basically the curvatures are thresholded in order to differentiate local
surface that are planar from high curvature (corners) local surfaces. This
characterization is needed for the data association phase since only point
lying on planar patches are eligible to be a correspondence.
Fig. 4.5 shows a point cloud after the local surface characterization process. The planar surfaces are depicted in green while high curvature surfaces
are red.

Fig. 4.5: This image shows the local surface characterization computed on
a point cloud using our algorithm. Green local surfaces are planar, red local
surfaces are corner

4.2.4

Data association

The fundamental step needed for the least-squares estimation problem is the
data association. The least-squares problem, in order to be solved, needs
associations between the two point clouds. In our case these associations
are represented by pairs of point with normal (p, p0) where p is a point
belonging to the reference point cloud while p0) is a point belonging to the
current point cloud. From now we will refer to the current point cloud as the
cloud to be transformed in order to be superpose onto the reference point
cloud.
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Unlike the ICP algorithm, where the correspondence of a point in the
reference cloud is found by looking at the whole current cloud, we exploit
the image structure of the image (rows and columns). Hence instead to find
the points associations searching inside the point clouds, we do an image
comparison. In other words, instead of looking point to point, we just compare the the elements in the same position of the two images. In this way
we reduct drastically the computation time needed since we don’t need to
generate the kd-trees structures to find, from the current cloud, the closest
point to the query point. The images used to make data association are
the index images, each element gives us the point index in the point cloud
vector.
A pair of points, to be an association or correspondence, has to satisfies
four conditions:
• both points must have a well defined normals, which means that at
least one component of the normal has to be different from zero
• the euclidean distance, computed as the module of the difference of
the two points kp0 − pk, has to be lower than a given maximum distance threshold (it’s very similar to the distance constraint of the ICP
algorithm)
• the angle between the normals of the two points has to be lower than
a given maximum angle threshold. This is checked just verifying that
the dot product between the two normals n0 · n, is sufficiently small
• the two points must lie both on a planar patch
• the two points must lie on a surface with similar curvature, in other
words, the difference between the curvatures σ0 − σ has to be lower
than a given threshold
If a pair of points satisfies all the previous conditions then they are inserted
in the correspondence vector.
In Fig. 4.6 are showed the correspondences found by our algorithm between two unregistered point clouds. The correspondences are the purple
points/lines. The two clouds are two view of a scene where it can be recognized the floor, a piece of wall on the left and part of a closet on the right.
As you can, the correspondences can be divided in three sets, one with pairs
of point connecting the floor, one connecting the wall and one connecting
the closes. Basically, these associations will force the current cloud to stick
the floor with the floor, the wall with wall and the closet with the closet,
letting the current cloud at most to slide along them.
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Fig. 4.6: This image shows the correspondences (purple points/lines) found
by our algorithm between two point clouds.

4.2.5

Least-squares estimation problem formulation

Now that we have the data association we can use it to define the error to
minimize with the least-squares technique. The problem is solved finding
the solution to the system 3.40 as explained in Section 3.5.
Before to show how it is computed the Jacobian matrix needed to create the system to solve, it is necessary to make clear how the points are
represented and also a recall to some properties of the rotation matrices is
mandatory.
Quaternions and rotation matrices
Consider we have a rotation defined through a quaternion q = (qx , qy , qz , qw ),
then we can also define the relative rotation matrix R(q) generated from
that quaternion :


1 − 2qy2 − 2qz2 2qx qy − 2qz qw 2qx qz + 2qy qw
R(q) = 2qx qy + 2qz qw 1 − 2qx2 − 2qz2 2qy qz − 2qx qw 
(4.5)
2qx qz − 2qy qw 2qy qz + 2qx qw 1 − 2qx2 − 2qy2
Now supposing that we are working with normalized quaternions (qw =
1), we can simplify the previous matrix as follow:


1 − 2qy2 − 2qz2 2qx qy − 2qz
2qx qz + 2qy
R(q) =  2qx qy + 2qz 1 − 2qx2 − 2qz2 2qy qz − 2qx 
(4.6)
2
2
2qx qz − 2qy
2qy qz + 2qx 1 − 2qx − 2qy
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Let’s now define the partial derivatives of the rotation matrix R(q) computed in q = (0, 0, 0, 1) = 0:


0 0 0
∂R(q)
= 0 0 −2 = Sx
(4.7)
∂qx q=0
0 2 0


∂R(q)
∂qy

q=0

∂R(q)
∂qz

q=0

0 0

0 0
=
−2 0

0 −2
= 2 0
0 0


2
0  = Sy
0

0
0  = Sz
0

(4.8)

(4.9)

from these matrices, we define an important relation used for the Jacobian
computation in the case of a minimal representation:


0
−2vz 2vy
0
−2vx 
S(v) = (Sx · v|Sy · v|Sz · v) =  2vz
(4.10)
−2vy 2vx
0
where v is a three elements column vector (vx , vy , vz )T .
Point with normal definition and transformation
We decide to represents a point with normal p as a column vector of 6
elements:

T 
T
(4.11)
p = c n = cx cy cz nx ny nz
where the three elements vectors c = (cx , cy , cz )T and n = (nx , ny , nz )T
are the coordinates of the point in the 3D euclidean space and the normal
components respectively.
Now we need an operator ⊕ that allows the transformation of this particular kind of points, in other words we need a way to apply an isometry
3D transformation X to a point with normal in order to translate and rotate
it. In particular, the coordinates c have to be rotated and translated while
the normal components n have to be only rotated since they are expressed
with respect to the point position.
Due to the multiple ways to represent a rotation (e.g. rotation matrices
or quaternions) we can have an extended representation of X defining X :
[R|t], or a minimal representation defining X : [q|t], where t is the 3x1
translation vector, R a 3x3 rotation matrix and q a quaternion.
We would like to represent the remapping of a point with normal:


R·c+t
p̂ = X ⊕ p =
(4.12)
R·n
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as a multiplication between a matrix (an ad-hoc transformation matrix) and
the homogeneous point with normal vector. To do that it is possible to use
the 7x7 matrix T(R, t) defined as:


R 03x3
t
T(R, t) = 03x3 R 03x1 
(4.13)
01x3 01x3
1
that can be seen as an extended version of the classical homogeneous transformation matrix used with homogeneous 3D points.
We can now rewrite the relation 4.12 as follow using homogeneous point
with normal vectors:
 
 
p̂
p
= T(R, t) ·
(4.14)
1
1
Now that we defined the transformation operator we can proceed at the
explanation of the Jacobian matrix computation. Both cases with extended
and minimal representation will be treated. From now, to make the text
more clear, the homogeneous form of the vectors will be omitted, furthermore, all the quaternions will be considered normalized.
Information matrix computing
In the Section 3.5 we introduced the information matrix Ωi needed to computes the terms H and b of the system 3.40.
We chosen to make the information matrix as a composition of two information matrices, one relative to the points coordinates ĉ and one relative to
the points normals n̂. The final information matrix of a point with normal
i looks like:


Ωiĉ 03x3
Ωi =
(4.15)
03x3 Ωin̂
where Ωiĉ is by definition the inverse of the covariance matrix of the point
i:
Ωiĉ = Σ−1
(4.16)
i
while we chosen the term Ωin̂ dependent by the curvature c of the point i:
Ωin̂ = k · I3x3 ·

1
c

(4.17)

In the previous equation k it’s a scaling factor to make the matrix more
smooth and I3x3 is the 3x3 identity matrix. Unfortunately using this definition we could could get into a division by zero. Indeed when we are on a
point lying on a planar patch, we will have a curvature c equal to zero. To
avoid this we introduce a damping factor a:
Ωin̂ = k · I3x3 ·
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c
(a + c)2

(4.18)

in this way when a  c we will have
1
c
and when c  a we will avoid the division by zero
Ωin̂ ' k · I3x3 ·

(4.19)

Jacobian computation using the extended representation
If the transformation is defined using an extended representation we can
define the error as follow:
e(R, t) = T(R, t) · p − p0 = p̂ − p0

(4.20)

Now applying a little perturbation (∆R, ∆t) to the error we get:
e(R + ∆R, t + ∆t) = T(∆R, ∆t) · p̂ − p0

(4.21)

Expanding the last relation we get:
∆r11 ĉx + ∆r12 ĉy + ∆r13 ĉz + ∆tx − c0x
∆r21 ĉx + ∆r22 ĉy + ∆r23 ĉz + ∆ty − c0y
∆r31 ĉx + ∆r32 ĉy + ∆r33 ĉz + ∆tz − c0z
∆r11 n̂x + ∆r12 n̂y + ∆r13 n̂z − n0x
∆r21 n̂x + ∆r22 n̂y + ∆r23 n̂z − n0y
∆r31 n̂x + ∆r32 n̂y + ∆r33 n̂z − n0z

(4.22)

where the terms ∆rij are the elements at the row i and column j of the rotation matrix ∆R and ∆tx , ∆ty and ∆tz are the components of the translation
vector ∆t.
Finally, deriving all the equations 4.22 with respect to each term ∆rij ,
∆tx , ∆ty and ∆tz and computing it in ∆R = I3x3 , we obtain the sought
6x12 Jacobian matrix J as showed below:


∂e(R + ∆R, t + ∆t) ∂e(R + ∆R, t + ∆t)
J=
=
∂∆R
∂∆t
∆R=I,∆t=0


ĉx ĉy ĉz 0 0 0 0 0 0 1 0 0
 0 0 0 ĉx ĉy ĉz 0 0 0 0 1 0 


 0 0 0 0 0 0 ĉx ĉy ĉz 0 0 1 

=
(4.23)
 n̂x n̂y n̂z 0 0 0 0 0 0 0 0 0 


 0 0 0 n̂x n̂y n̂z 0 0 0 0 0 0 
0

0

0

0

0

0

n̂x n̂y n̂z 0 0 0

which can be written in amore compact
 T
ĉ
01x3
 01x3 ĉT

 01x3 01x3
J=
 n̂T 01x3

 01x3 n̂T
01x3 01x3
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and readable form:

01x3
01x3 I3x3 


ĉT


01x3

01x3 03x3 
n̂T

(4.24)

Looking at the Jacobian matrix, the part on the left side of the pipe
is generated from by terms ∆rij while the right side is generated by ∆tx ,
∆ty and ∆tz . It’s easy to understand why in the right bottom part of the
matrix there is a 3x3 matrix of zeros instead of the 3x3 identity matrix.
The motivation is that, unlike the points coordinates, the normals are not
translated.
Jacobian computation using the minimal representation
In case the transformation is defined using a minimal representation like the
one using the quaternions, we can define the error similarly to how we did
for the extended case. The main difference is that the rotation matrix will
be generated (see relation 4.6) and hence dependent by the quaternion q:
e(q, t) = T(R(q), t) · p − p0 = p̂ − p0

(4.25)

Now applying as before a little perturbation (R(∆q), ∆t) to the error we
obtain:
e(R + R(∆q), t + ∆t) = T(R(∆q), ∆t) · p̂ − p0
(4.26)
Now, expressing the transformation matrix T(R(∆q)) using the equation 4.6, and expanding the last relation, we get:
ĉx (1 − 2∆qy2 − 2∆qz2 ) + ĉy (2∆qx ∆qy − 2∆qz ) + ĉz (2∆qx ∆qz + 2∆qy ) + ∆tx − c0x
ĉx (2∆qx ∆qy + 2∆qz ) + ĉy (1 − 2∆qx2 − 2∆qz2 ) + ĉz (2∆qy ∆qz − 2∆qx ) + ∆ty − c0y
ĉx (2∆qx ∆qz − 2∆qy ) + ĉy (2∆qy ∆qz + 2∆qx ) + ĉz (1 − 2∆qx2 − 2∆qy2 ) + ∆tz − c0z
n̂x (1 − 2∆qy2 − 2∆qz2 ) + n̂y (2∆qx ∆qy − 2∆qz ) + n̂z (2∆qx ∆qz + 2∆qy ) − n0x
n̂x (2∆qx ∆qy + 2∆qz ) + n̂y (1 − 2∆qx2 − 2∆qz2 ) + n̂z (2∆qy ∆qz − 2∆qx ) − n0y
n̂x (2∆qx ∆qz − 2∆qy ) + n̂y (2∆qy ∆qz + 2∆qx ) + n̂z (1 − 2∆qx2 − 2∆qy2 ) − n0z

where ∆qx , ∆qy and ∆qz are the components of the normalized quaternion
∆q and ∆tx , ∆ty and ∆tz are the components of the translation vector ∆t.
The sought 6x6 Jacobian matrix J is computed deriving the previous
equations with respect to ∆q and ∆t and then computing the resulting
derivative in (∆q = 0, ∆t = 0):


∂e(R + R(∆q), t + ∆t) ∂e(R + R(∆q), t + ∆t)
J=
∂∆q
∂∆t
∆q=0,∆t=0
where the first block it’s equal to:







2∆qy ĉy + 2∆qz ĉz
2∆qy ĉx − 4∆qx ĉy − 2ĉz
2∆qz ĉx + 2ĉy − 4∆qx ĉz
2∆qy n̂y + 2∆qz n̂z
2∆qy n̂x − 4∆qx n̂y − 2n̂z
2∆qz n̂x + 2n̂y − 4∆qx n̂z

−4∆qy ĉx + 2∆qx ĉy + 2ĉz
2∆qx ĉx + 2∆qz ĉz
−2ĉx + 2∆qz ĉy − 4∆qy ĉz
−4∆qy n̂x + 2∆qx n̂y + 2n̂z
2∆qx n̂x + 2∆qz n̂z
−2n̂x + 2∆qz n̂y − 4∆qy n̂z
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−4∆qz ĉx − 2ĉy + 2∆qx ĉz
2ĉx − 4∆qz ĉy + 2∆qy ĉz
−2∆qx ĉx + 2∆qy ĉy
−4∆qz n̂x − 2n̂y + 2∆qx n̂z
2n̂x − 4∆qz n̂y + 2∆qy n̂z
−2∆qx n̂x + 2∆qy n̂y








and the second block:









1
0
0
0
0
0

0
1
0
0
0
0

0
0
1
0
0
0










Computing both the blocks in (∆q = 0, ∆t =
matrix:

0
2ĉz
−2ĉy
 −2ĉz
0
2ĉx

 2ĉy
−2ĉ
0
x
J=
 0
2n̂
−2n̂
z
y

 −2n̂z
0
2n̂x
2n̂y −2n̂x
0

0), we get the final Jacobian

1 0 0
0 1 0 

0 0 1 

(4.27)
0 0 0 

0 0 0 
0 0 0

We can rewrite it in a more readable form:


−2S(ĉ) I3x3
J=
−2S(n̂) 03x3

(4.28)

where S(ĉ) and S(n̂) are the skew-symmetric matrices defined as in 4.10.
As for the extended case, the left block of the Jacobian matrix has a
3x3 matrix of zeros in the bottom because the normals, unlike the point
coordinates, are not translated.

4.2.6

Solution uncertainty characterization

Fig. 4.7: Example of registered point clouds using our algorithm.
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One important things of our approach, is that we can characterize the
quality of our solution. Indeed the matrix H of the linear system 3.40 can
be used to characterize the uncertainty of the solution.
The eigenvalues of the Hessian matrix H give this information, image
an ellipsoid where the length of its three semi-axes it’s represented by the
values of its three eigenvalues. This ellipse describe how the uncertainty of
the solution is distributed, this means that little eigenvalues give a more
compact distribution space ad hence a lower uncertainty. For example if one
of these eigenvalues is bigger then the others (in terms of ratio), this will
lead to a big uncertainty along the bigger eigenvalue direction.
Fig. 4.7 shows an example of registered clouds while Fig. 4.8 shows the
depth image seen from the reference frame camera position in (a); in (b)
there is the depth image of the current frame warped as if the camera was
in the reference frame pose.

(a)

(b)

Fig. 4.8: In (a) is showed the depth image in the reference frame camera
pose. In (b) there is the depth image of the current frame as if the camera
was in the reference frame pose.

4.2.7

Scene augmentation and merging

As introduced at the begin of this chapter, revisiting for long time the same
region of a scene can generates an error on the points alignment. Due to this
error an object that should have a thin thickness could have a big thickness,
which is not the correct thing.
To solve this problem we apply a technique to merge the points. The
merging is done computing and using a covariance matrix that encode the
uncertainty of a single pixel of a particular depth image.

56

Consider the function f : (u, v, z)T 7→ (x, y, z)T that maps a point of a
depth image identified by it’s image coordinates u and v to its 3D euclidean
space coordinates (x, y, z):
 
 


u
x
uz
(4.29)
f :  v  7→  y  = K−1  vz 
z
z
z
As explained in [15], given a function y = Ax + b where x is assumed to
be distributed according to a normal distribution N (µ, Σ), then it is possible
to approximate it to:
y ∼ N (Aµ + b, JΣJT )

(4.30)

where J is the derivative of the function y with respect to the input vector
x, µ and Σ are the mean values of the input normal distribution.
This means that, since we assume our points to be normally distributed,
the uncertainty of a certain pixel i in the depth image Σuvz i can be computed
as follow:
Σuvz i = JΣJT
(4.31)
where Σ is the covariance matrix of the

z
−1 
0
J=K
0
Now we need only to compute the

σu

Σ= 0
0

point distribution, and

0 u
z v
0 1

(4.32)

Σ matrix that is of the form:

0 0
σy 0 
(4.33)
0 σz

where σx and σy represent the uncertainty, of the point position, along the
u and v coordinates direction in the depth image. In general good values
for them are 1 or 2 pixels, that means, since they are squared value, 1 or 4.
For the last element σz we used the uncertainty formulation of the Kinect
sensor introduced in Section 3.3.1. Consider the equation 3.11 and let’s write
the relation describing the difference between a depth value z and the value
z 0 computed with that equation using z and applying a little perturbation
α:
zf B
fB
=z−
(4.34)
z − z 0 (d(z) + α) = z − f B
f B + zα
+α
z

bringing out the z:




fB
f B + zα − f B
αz 2
z 1−
=z
=
f B + zα
f B + zα
f B + zα
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(4.35)

B and f are defined in Section 3.3.1. The σz value is imposed to be equal
to z 2 that can be found in the last equation.
Now that we have all the necessary terms, it is possible to merge a set
of N points to a single one pµ by just doing:
pµ =

1 N
Σ Ω i · pi
Ωtot i=1

(4.36)

where Ωi is the inverse of the covariance matrix Σuvzi of the pixel i and
Ωtot =

N
X

Ωi

(4.37)

i=1

Basically, given a scene and a camera pose, we re-project the points to
the relative depth image, in this way we have a sort of skin of the scene
(only the superficial points). Now, keeping this skin as reference, we reproject again the points constructing an accumulator in each pixel of the
image. Fig. ?? shows how the points are accumulated in a particular image
containing in each pixel an accumulator. An example of this accumulator
is illustrated in Fig. 4.9, it can be seen as a three element vector containing
the sum of the Ωi , the sum of each Ωi · pi and a bool check value used to
know if the pixel contains at least one point.

Fig. 4.9: This image shows the structure of a point accumulator used for
the merging.
A point to be added into an accumulator has to satisfies two conditions,
this is needed in order to avoid outliers:
• the point must have a well defined normals, which means that at least
one component of the normal has to be different from zero
• the difference between the point on the skin and the candidate point
has to be lower than a given threshold. This is necessary to avoid to
accumulate points that are not correct like the point in the back of a
sphere.
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• the angle between the normals of the point one the skin and the candidate point has to be lower than a given maximum angle threshold.
This is checked just verifying that the dot product between the two
normals n0 · n, is small enough
Once the image of accumulators is computed, the points can be merged
using the values of each accumulators applied to the equation 4.36. An example of depth clouds before and after the merging is showed in Fig. 4.10,
it’s easy to see how the big thickness of the left cloud is significantly reduce in the right one. An other advantage of the merging is that it reduce
also the number of points describing the scene, decreasing in this way the
computational load.

(a)

(b)

Fig. 4.10: In (a) there is a point cloud before the merging process. In (b)
there is the point cloud showed in (a) after the merging process.
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Chapter 5

Experiments
In this chapter we illustrates some experiments on point cloud datasets. In
Section 5.1 we show the experimental setup; in Section 5.2 the algorithm
is applied to a pair of domestic like environment datasets; in Section 5.3
office like environment dataset are used; in Section 5.4 focus on two dataset
describing object with a certain structure from a far and a near point of view;
Section 5.5 shows some numerical performances and Section 5.6 illustrates
the performance improvements given by the merge process.

5.1

Experiment setup

The dataset are all acquired using the Microsoft c Kinect sensor or with the
Asus Xtion sensor.
Here follows the experiments set up for the case of the Kinect which are
principally the camera calibration parameters:
• The Kinect calibration matrix:


 
f 0 px
525 0 319.5
K =  0 f py  =  0 525 239.5
0 0 1
0
0
1

(5.1)

• Kinect base line B = 0.075
• Kinect sub-pixel resolution qpix = 8

5.2
5.2.1

Domestic like environments
Turn of 360 degrees in a room

In this experiment, the Kinect was hand held and followed a rotational
path of 360 degrees around a domestic like room. We executed our visual
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odometry algorithm on the whole sequence of depth images composed by
410 depth images and the result can be seen in Fig. 5.1.
The first row of images in the figure shows intensity images to better
understand what kind of environment are being acquired and which objects
can be found inside it. The second row lets the reader to see the path
followed by the Kinect. As it can be seen, it reproduce almost perfectly a
turn of 360 degrees of the hand held Kinect. The last row gives two different
views of the room reconstructed using just the odometry computed.

(a)

(b)

(c)

(d)

(e)

(f)

Fig. 5.1: In (a) and (b) examples of intensity images of the dataset are
showed. (c) and (d) show the odometry reconstruction. (e) and (f) give an
overview of the room reconstructed using only the odometry
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5.2.2

Random path in a room

In this experiment, the Kinect was hand held and followed a random path in
a domestic like room, in particular the same room of the previous example.
We executed our visual odometry algorithm on the whole sequence of depth
images composed by 311 depth images and the result can be seen in Fig. 5.2.

(a)

(b)

(c)

(d)

(e)

(f)

Fig. 5.2: In (a) and (b) examples of intensity images of the dataset are
showed. (c) and (d) show the odometry reconstruction. (e) and (f) give an
overview of the room reconstructed using only the odometry
Like for the previous case, the first row of images in the figure shows
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intensity images to better understand what kind of environment are being
acquired and which objects are inside the scene. The second row lets the
reader to see the path followed by the Kinect which is validated by the
good room reconstruction obtained using only the odometry. The room
reconstructed is showed on the third row of the figure.

5.3

Office Like Environments

(a)

(b)

(c)

(d)

(e)

(f)

Fig. 5.3: In (a) and (b) examples of intensity images of the dataset are
showed. (c) and (d) show the odometry reconstruction. (e) and (f) give an
overview of the desk reconstructed using only the odometry
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5.3.1

Long revisiting of an office desk

This dataset was taken from the Freiburg University RGB-D standard datasets
database. Here the Kinect was hand held and it acquired depth images of
an office desk revisiting multiple times the same scenes. This sequence contains several sweeps over four desks in a typical office environment. We
executed our visual odometry algorithm on the whole sequence of depth images composed by 595 depth images and the result can be seen in Fig. 5.3.

(a)

(b)

(c)

(d)

(e)

(f)

Fig. 5.4: In (a) and (b) examples of intensity images of the dataset are
showed. (c) and (d) show the odometry reconstruction. (e) and (f) give an
overview of the office reconstructed using only the odometry
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The first row of images in the figure shows intensity images in order for
the reader to understand what kind of environment are being acquired and
which objects can be found inside it. The second row lets the reader to
see the path followed by the Kinect. The good desk reconstruction showed
on the third row of the figure, validates the odometry reconstruction illustrated in the second rows of images. The big quantity of structure in the
dataset (there a lot of objects inside the scene) does not help our algorithm
because of the lack of planar patches, but the approach showed robustness
giving good results. The merge process in this experiments allowed a significant reduction of the point composing the reconstruction and improved the
registration phase.

5.3.2

Random path in a office room

Also in this case, the dataset was taken from the Freiburg University RGB-D
standard datasets database. Here the Kinect was hand held and it acquired
depth images of an office room doing a random path. In this sequence the
Kinect filmed along a trajectory through the whole office. It starts with
the four desks in the previous experiment, continues around the wall of the
room until the loop is closed. We executed our visual odometry algorithm
on the whole sequence of depth images composed by 1360 depth images and
the result can be seen in Fig. 5.4.
As for the other case, first row of images in the figure shows intensity
images to understand what kind of environment are being acquired and
which objects can be found inside it. The second row lets the reader to see
the path followed by the Kinect. Again the resulting odometry (second row
of images) is good and its validation can be seen in the room reconstruction
that use it (third row of images). Also here our approach demonstrates
robustness since like the previous dataset there is a lot of structure in the
room.

5.4
5.4.1

Structured object
Structure I

This dataset was taken from the Freiburg University RGB-D standard datasets
database. The Asus Xtion was moved in one meter height along a zig-zag
structure built from wooden panels. We executed our visual odometry algorithm on the whole sequence of depth images composed by 796 depth images
and the result can be seen in Fig. 5.5.
The first row of images in the figure shows intensity images in order
for the reader to see the structure used. As can be seen in the second
and third rows the odometry reconstruction, and consequently the structure
reconstruction, is very accurate.
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(a)

(b)

(c)

(d)

(e)

(f)

Fig. 5.5: In (a) and (b) examples of intensity images of the dataset are
showed. (c) and (d) show the odometry reconstruction. (e) and (f) give an
overview of the structure reconstructed using only the odometry
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5.4.2

Structure II

This experiment is similar to the previous one with the difference that the
dataset, always took from the Freiburg University RGB-D standard datasets
database, is the distance form the structure. Indeed here the Asus Xtion was
moved in half a meter height along the zig-zag structure built from wooden
panels. We executed our visual odometry algorithm on the whole sequence
of depth images composed by 1057 depth images and the result can be seen
in Fig. 5.6.

(a)

(b)

(c)

(d)

(e)

(f)

Fig. 5.6: In (a) and (b) examples of intensity images of the dataset are
showed. (c) and (d) show the odometry reconstruction. (e) and (f) give an
overview of the structure reconstructed using only the odometry
Again the resulting odometry (second row of images) is very good and
its validation can be seen in the reconstructed scene.
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5.5

Performances

We compared our algorithm with the ICP implemented in the C++ Point
Cloud Library (PCL) and the RGB-D based method presented by Steinbrücker et al. in [16]. The datasets used are the same presented in the
previous section of this Chapter.

(a)

(b)

Fig. 5.7: Performance graphs relative to the experiments on domestic like
environments datasets.
To evaluate the registration between two point clouds we chosen to use
an error metric based on the number of inliers found by a ”dummy” version of our aligner algorithm. This dummy version, after applying an initial guess, computes the inliers between the two cloud without update the
transformation. Recalling that inliers are found comparing element in the
same position of the reprojected clouds. The total number of inliers can be
seen as a measure of the overlapping between the two clouds by setting the
minimum euclidean distance for the inliers to a small value, and using the
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transformations computed by the three algorithms as initial guess.
Fig. 5.7 shows the performance obtained by the three algorithms on the
domestic like environments datasets using the error metric described before.
The red line represents our point with normal algorithm, the green one the
ICP and the blue one the RGB-D method. Both graphs indicate that our
algorithm had better results with respect to the other two.
We got similar results for the experiments on office like environments,
the performances are showed on Fig. 5.8

(a)

(b)

Fig. 5.8: Performance graphs relative to the experiments on office like
environments datasets.
In the last two experiments, the ones relative to the object structure,
ICP showed to have almost the same results of our approach as can be seen
from the graphs in Fig. 5.9. Probably the lesser complexity of this particular
datasets allow the performance of the ICP to improve.
Regards to the computation time, without the need of time tables or
other performance graphs, the RGB-D based method results to be the fastest
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while ICP the slowest.

(a)

(b)

Fig. 5.9: Performance graphs relative to the experiments on object structure datasets.
Moreover, we tested our algorithm on a computer with an Intel i7 processor with 4 physical core. Tests showed good results in terms of time, this
thanks to the structures used in the implementation.
The approach is also enhanced by using the multithreading implementation that gives a boost to the computation time decreasing of ∼4x the time
needed by the algorithm for the registration.
Here follows some time performance of our method:
• normal extraction → ∼40 ms/frame
• reprojection and correspondence computation → ∼3 ms/iteration
• least-squares estimation → ∼2 ms/iteration
The tests made, demonstrate that in the average of the cases, ∼5 iterations are sufficient to get convergence of the algorithm.
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This timings show that it is possible to do, int the average, a registration
each ∼60 ms. This means that it is possible to do ∼15 registrations each
second which is a a good work frequency for real-time applications.

5.6

Merging Contribution

When the merge process comes into play, the odometry extraction can’t be
see anymore as a registration of sequential point clouds. Indeed, by using the
merging process, it is possible to construct good local maps and match new
point clouds against them. The main difference with respect to the standard
standard approach is that a local map has in general more information with
respect to a single point cloud.

(a)

(b)

Fig. 5.10: Merging performance graphs relative to the experiments on domestic like environments datasets.
Being a local map the combination of multiple point clouds, it can have
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more visible points with respect to a single one that have issue like occlusion. Obviously, if the reference frame generated from a local map, it will
have more visible points and therefor more information to be used in the
registration phase.
Given these information, it is expected that the merge process will improve the performances showed by our algorithm. To validate it we did the
same tests made in the previous Section, but this time we compared the
performances of our algorithm with and without the merge process.

(a)

(b)

Fig. 5.11: Merging performance graphs relative to the experiments on office
like environments datasets.
Fig. 5.10 shows the first two tests on the domestic like environments. The
green line represents the performance of our algorithm with (green line) and
without (red line) the merging method. It’s easily visible that the variant
with the merging is for almost all the graph on top of the other one, which
is a clear sign of the improvement given by this technique.
The other tests illustrated in Fig. 5.11 and 5.12 validate the previous
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result showing in the average better performances when using the merge
process.

(a)

(b)

Fig. 5.12: Merging performance graphs relative to the experiments on object structure datasets.
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Chapter 6

Conclusions
For mobile robots, but in general for the robotics research field, having good
odometry allows a better performance on a lot of application. For tasks like
navigation, localization and mapping the odometry is an important feature
that is used as base from each one of these applications. The more the
odometry quality is good the more tasks that are using it will be simpler
and with better results. In some cases odometry is the only navigation
information available for a mobile robot.
In the past years, to make odometry more robust and accurate a lot of
algorithms using different kinds of sensors were proposed. Unfortunately
each method suffer from some sort of weakness. For example, the standard
odometry can’t be applied to robot with non-standard locomotion and it is
sensible to errors when the wheels slip and slide on the floor. For the case of
algorithms based on visual sensor there are issue related to the illumination
in the color images or assumption that force the change of pose between a
measure and an other to be small. Moreover, the algorithms based on 3D
point clouds registration result to be ”slow” in the data association phase.
We implemented an odometry extraction algorithm based only on depth
images in order to avoid illumination and image blur issues affecting the
color image, this choice lets our algorithm to work also in pitch black environments. Moreover we developed a closed form solution for the leastsquares estimation problem used to find the transformation between two
point clouds with normals.
The algorithm we proposed showed to have good results in different kinds
of indoor environment. All the example show a good reconstruction of the
path followed by the Kinect or Xtion sensors used to acquire the datasets.
From the performance tests, our method showed to have better results
with respect to the other algorithms used (ICP and the RGB-D based presented by Steinbrücker et al. in [16])
Experiments highlighted also the following key points:
• a very fast implementation of the normal computation phase thanks
74

to the use of the integral images that let to extract the normals in
constant time O(1)
• as expected, exploiting the image structure to make data association
as showed good results while decreasing the computation time needed
to find the correspondences
• we have a closed form of the Jacobians for the least-squares estimation problem that lets a faster solution computation since numerical
computation methods are avoided
• the merging method implemented allows to reduce the number of
points and the error due to the sensor uncertainty. This improves
the performance of the algorithm when there are long revisiting of the
same scene
• considering the time performances highlighted in Section 5.5, our approach is able to register depth clouds at a frequency equal to 15 Hz
which in general it is enough for real-time applications
• it is possible to characterize the uncertainty of the solution of a registration between two point clouds. The eigenvalues/eigenvectors analysis of the Hessian matrix derived for the lest-squares estimation problem allows to understand when our approach fails.
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Chapter 7

Future works
Some of the possible future works are listed below.
High curvature associations
Since at the moment the data association is made taking in consideration only the planar patch (low curvature), it can be improved finding
a way to exploit also the corner regions (high curvature). Moreover
it can be extended to take advantage of RGB images in case they are
available, in this way, while working in environments with a good illumination the data association will be enhanced by the informations
given by the RGB images
Cylindrical or spherical reprojection
An other important relevant future work it is to change the projection
function. In other words, at the moment the algorithm works projecting the point clouds to a ”flat” image, like the classical depth image.
It would be nice, for example, to extend this concept and project the
point to a ”cylindrical” or ”spherical” image. This would allow point
cloud registration with a range of view of 360 degrees in the case of
the cylinder while for the sphere would mean a registration in all the
possible direction
GPU implementation
The implementation of the method is at the moment only multithreading, this allows a speed up of the computation of ∼4x in the optimization phase. Since the structure used (in particular a lot of matrices)
allows for complete data separation, it would be nice to take advantage
TM
of an implementation exploiting the GPU (e.g. CUDA by NVIDIA).
This would increase significantly the computation time making the algorithm always more suitable for real-time applications. Actually, as
said in Section 6, our method can run at 20 Hz, or, in other words, it
can compute 20 registration each second

76

Chapter 8

Acknowledgments
I’m sorry for all the foreign readers but the acknowledgements must be
written in the most beautiful language of the world: the italian language.
Finalmente sono giunto alla fine di questa avventura che mi ha fatto
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un pasto caldo da mangiare (alta cucina per altro) e la mattina sempre
vestiti puliti da indossare. In particolare se non fosse stato per lei non sarei
neanche vestito in modo decente per questo giorno importante. Anche lei
come mio padre, ha fatto enormi sacrifici per permettermi di arrivare dove
sono oggi e per questo dico di nuovo grazie ad entrambi.
L’ultima persona a cui devo un grande ringraziamento (e che forse pensava ormai mi fossi dimenticato di lei) è la mia ragazza Elena. Essendo la
persona che è stata a contatto con me per più tempo è anche colei che ha
subito maggiormente i miei momenti di stress e tensione. La ringrazio per la
pazienza e la comprensione che ha avuto nei miei confronti sopportandomi in
tutto e per tutto e in ogni momento. Mi ha aiutato nei momenti di difficoltà
confortandomi e se necessario anche aiutandomi in prima persona. Grazie
di cuore amore mio, ti amo.
Jacopo
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