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Abstract

n robotics, the term Simultaneous Localization And Mapping (SLAM)
refers to the ability of a robot to create a map of the surrounding environment, and to localize itself in that map, by using its on-board sensors. SLAM is fundamental for mobile robots that want to efficiently
solve common tasks such as search and rescue, space exploration and
self-driving. Indeed, SLAM allows robots to perform more complex actions and reasoning, and for all these reasons it is considered an enabling technology toward the
construction of truly autonomous mobile robots.
For more than three decades, the robotics research community focused on the problem of localization and mapping. This led to the development of many different SLAM
approaches, and solutions. However, while for 2D indoor applications SLAM reached
stable results, when dealing with large-scale environments, or when extending the problem to 3D data, multiple issues arise. Under such assumptions, indeed, the complexity
and the memory consumption increase significantly, in particular if the robot has to
operate for long periods of time. Despite the recent advancements in the state-of-theart of SLAM, current 3D localization and mapping methods can robustly handle only
scenarios of moderate size (e.g. buildings). Moreover, in order for humans beings to
be safe, novel solutions must be capable to detect and recover from failures, as well as
be able to deal with noise such as dynamics aspects of the environment and perceptual
aliasing.
In the last years the demand for robots capable of helping human beings in their
daily environment, including agriculture and autonomous driving, is constantly growing. As a result of this, researchers concentrate on the development of long term SLAM
systems that are able to cope with indoor/outdoor challenging environments such as
urban scenarios, or underground tunnels. This also means that these systems must
be designed to face sensor limitations, such as data sparsity and perceptual aliasing,
and common noise factors like seasonal changes and moving objects. In this thesis we
present multiple novel solutions that improve the accuracy, efficiency and robustness of
the current state-of-the-art in localization and mapping, under such hard conditions.
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Abstract

Modern SLAM systems are built as the aggregation and connection of multiple independent modules like algorithms for feature/key-point detection (data enhancement),
measurement registration methods and optimization frameworks. A fundamental block
is that one related to loop closures. By detecting areas already visited in the past by
the robot, loop closing allows for a drastic reduction of the error affecting the global
map estimate. Advancing any of these parts has the effect of improving the entire
SLAM system. In this work we focused on developing innovative solutions for some of
the most important modules composing modern localization and mapping approaches.
We present a novel point cloud registration method based on an augmented error
function associated to the alignment problem. Through an extensive experimental
evaluation, our approach demonstrates the ability to outperform other state-of-the-art
algorithms. We detail a robust and effective loop closing search heuristic that, based
on the trajectory followed by the robot, significantly reduces the overall computation
time. Additionally, similarly to visual SLAM approaches, it allows for recovering from
inconsistent global map estimates due to miss detected closures. Such an algorithm is
able to correctly map hard and harsh environments like catacombs. Also, we introduce
a method that exploits 3D sensor data to build highly informative two dimensional
measurements. These measurements are then used for achieving robust indoor/outdoor
2D SLAM. Our algorithm also makes efficient use of memory, making the approach
particularly suitable for large-scale mapping. Finally, we present a very fast method
for computing robust 3D geometric features from sparse sensor data. We demonstrate
the effectiveness of that approach by performing 3D feature based SLAM with an
autonomous car at the MCity test facility.

Chapter 1

Introduction

“Where shall I begin, please your Majesty?” he asked.
“Begin at the beginning”, the King said, gravely,
“and go on till you come to the end: then stop.”
— Lewis Carroll, Alice’s Adventures in Wonderland, 1865

n essential skill for a robot that operates in an unknown environment
is the capability of constructing an internal model of the surroundings
(the map), and be aware of its location in this model. The knowledge
of the location, and of the environment, has to be computed by collecting data with the robot’s on-board sensors. Noise in the measurements
and recurrent patterns in the surroundings makes this estimation problem, known as
SLAM [1], a hard one that has attracted the attention of researchers in the last thirty
years. The need of map generation with robots is mainly concerned with that of indoor
applications. In such cases, indeed, it is not possible to rely on GPS (Global Positioning System) sensors to limit the localization error. Moreover, SLAM represents an
automated alternative to maps manually generated by humans. Thus, it also demonstrates that robots can operate regardless of the presence of an ad-hoc localization
infrastructure.
The robot’s ability of simultaneously building a map of the surrounding environment, and localize itself within that map, enables higher levels of reasoning and allows
the execution of more complex actions. More specifically, SLAM is usually at the
core of complex robotic systems addressing specific tasks such as vacuum cleaning, autonomous surveying, search and rescue, space exploration and self-driving. A global
map limits the drifting error accumulated while incrementally estimating the pose of
the robot. Indeed, it is well known that the odometry of a robotic platform drifts over
time. However, given a reference map, the robot can re-localize itself by detecting already visited areas (denoted loop closure). This has the effect of drastically reduce the
error due to the drift. Additionally, a global map estimate is fundamental for providing
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Figure 1.1: Taxonomy of the components that can be part of a SLAM system.

an intuitive visualization of the robot’s state to human operators who interact with the
mobile platform.
A SLAM system is composed by the aggregation and interconnection of multiple
modules, and each module finds its own application even outside of that system (see
Fig. 1.1). A first group of components that can be found in SLAM is that of data
enhancement. This group has the goal of extracting additional information from raw
measurements generated by the sensors, including descriptors [2][3], features [4][5] and
geometric structure properties [6] of the surrounding environment. Another fundamental part of a localization and mapping system is the one that computes the ego-motion
estimate of the robot. Common techniques used for solving this problem rely on approaches such as dead reckoning [7], and incremental measurement registration [8][9].
Sequences of measurements are eventually aggregated, and merged together, to form
local maps. These local maps are refined by removing possible outliers (i.e. dynamic
objects), and they can be further optimized [10] and stored in memory efficient data
structures [11]. Loop closing, an other fundamental block of a SLAM system, is commonly performed by using algorithms that search, based on appearance similarities, for
places already visited in the past. Loop closing relations, connecting far in time local
maps, are computed by using methods for registering measurements [12][13]. Since just
a single wrong closure can lead the SLAM system to diverge, this group of modules
usually also contains approaches for verifying the correctness of the data association.
The last set of components is the one related to the global estimation of the map.

1.1. Anatomy of a Modern SLAM System
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This set mainly depends on the type of SLAM approach used in the system: Bayesian
filtering [14][15] or optimization [16] on factor graphs [17].
SLAM can be applied in many cases, in particular when a prior reference map is not
available and needs to be generated. For some robotics applications, however, the map
of the environment in which the robot moves is known a priori. As an example, consider
a mobile robot such as an autonomous vehicle, whose given world reference model is an
Open Street Map (OSM) from Google. Localization and mapping represents therefore
a core enabling technology for solving more advanced tasks, and it is “de facto” of
utmost importance toward the construction of truly autonomous robots. For all these
reasons, the solution of such a problem is regarded as the holy grail in the mobile
robotics research community.
Nowadays there is an always increasing request for mobile robots, such as autonomous cars, to operate and to help human beings in their daily environment. The
significantly wider workspace, and human safety concerns, led the research community
to focus on the development of long term robust localization and mapping methods that
are able to cope with large-scale environments. In this thesis we present multiple novel
solutions that improve the accuracy, efficiency and robustness of the current state-ofthe-art in localization and mapping, in such scenarios. We focused on advancing some
of the most important modules that are part of modern SLAM systems, in particular
we present:
• a point cloud registration method based on an augmented error function associated to the alignment problem [18][19];
• a path based loop closing search approach for a 3D SLAM system in hard to
access environments such as catacombs [20][21][22];
• an algorithm for space dimension reduction of 3D sparse laser data for reliable
indoor/outdoor 2D SLAM [23];
• a fast and robust 3D geometric feature extraction method, from sparse data, for
outdoor robot localization and mapping [24].

1.1

Anatomy of a Modern SLAM System

Modern SLAM systems are mainly based on a formulation of the localization and
mapping problem known as graph-based SLAM [17]. The problem is modelled using
a weighted graph where nodes correspond to robot poses or landmarks positions, and
edges represent relation constraints among nodes. The global estimate of the map is
computed by finding the configuration of the nodes that better explains the constraints
generated through the measurements.
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Figure 1.2: Example pipeline of a modern SLAM system. Green, blue and red arrows represent
respectively raw input measurements generated by the sensors, input/output data of macro blocks of
the system, and results produced by internal modules.

A typical pipeline of a graph based SLAM system, and its modules, is depicted
in Fig. 1.2. Raw sensor measurements are first preprocessed in order to extract additional information from the data. This means computing features or descriptors, and
in the case of 3D data also geometric properties such as surface normals or tangents.
In parallel to this, encoder readings and GPS measurements are integrated to compute
an initial estimate of the pose of the robot, denoted dead reckoning. The drift error,
intrinsically encoded in the dead reckoning, is then reduced by performing incremental registrations of the augmented sensor measurements. This is done using common
techniques such as Structure from Motion (SfM) [25], or variants of the Iterative Closest Point (ICP) [26] algorithm. The pose estimate computed by the dead reckoning
is used as initial guess of the alignment, and the output of these modules is referred
to as ego-motion pose estimation. The measurements are then aggregate to form a
bigger data structure called local map, or key-frame. In this phase, possible outliers
such as dynamic objects in scene are removed. Additionally, the local map can be
optimized and modelled using more memory efficient representations. The local map,
and the transform relation with respect to the previous one, are added to the graph.
At this point, the system is capable of generating sequential local maps. However, due
to the accumulating drift error, this is not sufficient for obtaining a consistent estimate
of the global map. In order to re-localize the robot, and further reduce the drifting,
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loop closing is performed. Commonly, based on appearance metrics, an ad-hoc module
search for places (local maps) already visited in the past. The candidate closures are
registered together and validated through consistency checks before being added to the
graph. Optimization frameworks, like the very fast, and open source, g2o library [16],
can be used to optimize the graph and compute the global estimate of the map.

1.2

Leveraging Geometric Properties for Improving SLAM

The problems of generating a global map, and the localization of the robot within that
map, are strictly correlated. Indeed, an accurate model of the world leads to a better
estimate of the robot’s state and, similarly, a good estimate of the current robot’s state
results in the computation of a better global map. Due to this dependency, SLAM is
considered a hard problem to solve.
Besides the case of 2D indoor applications, where the research community reached
stable and accurate results, SLAM is still an open problem. SLAM is such a broad
topic that it can be considered solved only for particular robot and environment combinations. Moreover, the current state-of-the-art in localization and mapping can only
cope with scenarios of moderate size and complexity. When the problem is extended
to outdoor applications, or to 3D sensor data, multiple issues arise. Also, dealing with
large-scale environments, like dynamic cites, poses critical challenges for current solutions. For all these reasons it is always more important to develop methods that can
detect and recover from failures. There is the need to find solutions that are able to deal
with noise such as perceptual aliasing, and dynamics aspects of the environment (i.e.
moving objects, or appearance/geometric changes due to artificial and natural phenomena like seasons). Additionally, from a computation and space complexity point of
view, operating with 3D data in large-scale environments produces a huge jump in the
dimension of the problem. This calls for algorithms designed to be parallelized, as well
as better model representations that store information in more compact forms.
As introduced before, a modern SLAM system is the aggregation of multiple modules such as point cloud registration methods and optimization frameworks. More
specifically, point cloud registration is widely used for reducing the robot’s odometry
drift, and for computing and validating loop closures. Complementing this, optimization procedures are necessary to compute the map and the robot estimate from the
constraints arising by processing sensor data. Since all these sub-systems are interconnected together they can not be considered independent of each other. As a consequence
of this, improving accuracy, robustness and efficiency of any part of the SLAM system,
naturally leads to better and more robust results of the whole system.
The available solutions for localization and mapping, and their sub-systems, do not
completely exploit the underlying geometric structure of the environment surrounding
the robot. In this thesis, we present a set of novel algorithms that leverage geometric
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properties to improve the results, robustness and efficiency of current state-of-the-art
methods for localization and mapping.

1.2.1

Minimizing Surface Normal Difference in Point Cloud Registration

Surface normals, or tangents, are important geometric properties that better characterize the local surface described by a patch of points. Current solutions for registering
point clouds exploit such characteristics only for computing the data association, and
for scaling the error of corresponding points. This has the result of neglecting relevant
clues that indeed play a relevant role during the minimization of the error. Extending
the minimization function with such descriptive geometric properties makes the whole
system more constrained, thus it contributes to enlarge the convergence basin of the
whole system.
Through extensive evaluations and simulations, we show that by including geometric features directly in the minimization function, the convergence of the error is faster
and more robust to outliers. We present and detail a complete incremental point cloud
registration system that additionally exploits the surface normals also in the minimization function associated to the alignment problem. We named the method Normal
Iterative Closest Point (NICP). Moreover, we develop a novel approach for merging
point clouds, which is also capable to cope with relatively small dynamics in the environment. Our point cloud registration system demonstrates to be able to outperform
other current state-of-the-art methods.

1.2.2

Robot Trajectory as Feature for Loop Closing

During ROVINA, the European project that aims at building robots for the exploration,
digital preservation and visualization of archeological sites, we have been committed
of developing the 3D SLAM system used by the robot. In this specific case, the goal
was the exploration of catacombs. Catacombs are networks of narrow tunnels that
can extend for hundreds of meters under the ground, and they are considered hard for
mapping. Indeed, in these sites there is almost no illumination, and the appearance
of the surroundings looks similar nearly everywhere (sensor aliasing). Under such
conditions standard SLAM techniques tend to fail.
In environments like catacombs, the robot movements are very constrained. As a
consequence of this, the path followed by the robot represents a salient descriptor in
and of itself. Thus, it could be used for improving the overall results of the SLAM
system. We propose a method that, by exploiting the geometric shape of the robot’s
trajectory, reduces the search space for finding candidate loop closures. This, significantly decreases the computation time. Moreover, path shape comparisons provide
an additional discriminating factor that contributes to lower the perceptual aliasing
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typical of environments like catacombs. Finally, similarly to methods using bag of
words on RGB features extracted from color images, our system is potentially capable
of recovering from inconsistent global map estimates. We demonstrates the validity of
our SLAM approach on real data acquired in the catacombs of Priscilla in Rome.

1.2.3

Bridging 3D Sensor Data and 2D SLAM

While 3D SLAM is still an open problem, the two dimensional case has been widely
studied and explored. We live in a transition period of time, where the research community focuses on reaching the well established results of current state-of-the-art 2D
SLAM approaches, also in the 3D case. While concentrating in this direction, there is a
natural need of solutions that take advantage of the higher information encoded by 3D
measurements, in current 2D SLAM methods. At the same time, it is also extremely
important, in terms of space and time complexity, to find ways of compressing the
information encoded in 3D sensor data into a 2D descriptive model.
We developed a 2D indoor/outdoor SLAM pipeline, named FLAT2D, where we
exploit the data produced by 3D range sensors (e.g. Velodyne HDL-32E) to generate
rich 2D information. Our method collapses the data into 2D by taking in consideration, and analyzing, the vertical structure contained in the measurements. In this
way, we construct two dimensional laser scans that contain a higher and more informative quantity of information with respect to those generated by pure 2D lasers. We
demonstrated, through experiments in both indoor and outdoor scenarios, how this
information can be used with the most recent and effective 2D SLAM methods. Additionally, FLAT2D shows an efficient management of the memory consumption, that
is of fundamental importance when dealing with large-scale environments like those
encountered in autonomous driving.

1.2.4

Robust 3D Geometric Primitive Extraction from Sparse Data

Enabling localization using sensors that generate 3D sparse data is still an open problem. In such cases, indeed, standard measurement registration techniques fail. The
natural consequence of this is to fall back to the usage of features to determine salient
properties of the surroundings. For this reason, developing methods capable of computing robust 3D geometric features from sparse data to be used to localize the robot
is of fundamental importance. The advantages of such a system are twofold. First, in
terms of costs, the sparser is the data the cheaper is the sensor. Second, it would make
the localization insensitive to noise like the season changes, that usually affect normal
cameras.
Focusing in this direction, and to achieve robust localization and mapping, we
developed an algorithm that exploits base geometric features, extracted from the sparse
data generated by a single Velodyne HDL-32E. In this specific case, we efficiently
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extract clusters from the point clouds that can be well approximated by 3D lines, or
3D planes. The clusters are computed thanks to an efficient pipeline that, despite the
heavy non-uniform and sparse data, is able to compute accurate surface normals. We
showed the validity of our approach with experiments on real data acquired with an
autonomous car in the MCity test facility.

1.3

Thesis Organization

This thesis is organized in four parts: BASICS, POINT CLOUD REGISTRATION,
LOCALIZATION AND MAPPING, and CONCLUSIONS. For completeness, and clarity purposes, we included an additional APPENDICES part. Each part and chapter of
the thesis is structured and organized as follows:
Part I, BASICS: Related work for localization and mapping, feature extraction
and point cloud registration; Main background techniques and theories that are
employed in the thesis.
Chapter 2
Critical analysis and review of the literature related to localization
and mapping, feature extraction and point cloud registration; Analysis of relations among the approaches in literature and discussion
of their limitations.
Chapter 3

Review of the fundamental concepts behind the topics discussed in
this thesis; Introduction of the notations and terminology.

Part II, POINT CLOUD REGISTRATION: Augmented measurements,
point cloud merging, scene update and dynamic object handling for point cloud
registration.
Chapter 4
Least-squares error analysis of a point cloud registration algorithm
based on augmented measurements.
Chapter 5

Algorithm using extended measurements and scene merging for efficient and robust point cloud registration.
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Part III, LOCALIZATION AND MAPPING: Dense and features based localization and mapping methods for ground robots.
Chapter 6
Simultaneous Localization And Mapping system for catacomb exploration.
Chapter 7

Fast method for indoor/outdoor localization and mapping exploiting
2D measurements built from 3D sparse data.

Chapter 8

3D feature based localization and mapping for an autonomous vehicle equipped with a sparse sensor.

Part IV, CONCLUSIONS: Brief discussion and concluding remarks.
Chapter 9
Summary, conclusions and final remarks of the thesis.
APPENDICES: Review of mathematical concepts used by the methods presented
in this thesis.
Appendix A Mathematical and geometric description of the minimal representations for 3D rotations, 3D lines and 3D planes.
Appendix B

Mathematical derivation of the derivative of a 3D rotation matrix
in function of the parameters of a unit quaternion.

Appendix C

Detailed mathematical derivation of the Jacobian used by the point
cloud registration approaches presented in this thesis.

Appendix D

The concept of integral image in detail.
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• J. Serafin, E. Olson, and G. Grisetti, “Fast and Robust 3D Feature Extraction from Sparse Point Clouds”, in Proc. of the IEEE/RSJ Int. Conf. on
Intelligent Robots and Systems (IROS), Daejeon, Korea, 2016, pp. 4105-4112.
DOI: 10.1109/IROS.2016.7759604
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• R. Goeddel, C. Kershaw, J. Serafin, and E. Olson, “FLAT2D: Fast Localization from Approximate Transformation into 2D”, in Proc. of the IEEE/RSJ Int.
Conf. on Intelligent Robots and Systems (IROS), Daejeon, Korea, 2016, pp. 1932-1939.
DOI: 10.1109/IROS.2016.7759305
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2015
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pp. 1-6. DOI: 10.1109/ECMR.2015.7324198

2014
• J. Serafin, and G. Grisetti, “Using Augmented Measurements to Improve
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Symposium “Heritage and Landscape as Human Values”, Florence, Italy, 2014, pp. 578582. ISBN: 9788849530575

2013
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Stachniss, “Exploration and mapping of catacombs with mobile robots”, in
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Sweden, 2013, pp. 1-2. DOI: 10.1109/SSRR.2013.6719380
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Chapter 2

Related Work

“Professor Johnston often said that
if you didn’t know history, you didn’t know anything.
You were a leaf that didn’t know it was part of a tree.”
— Michael Crichton, Timeline, 1999

his Chapter contains an overview of the current state-of-the-art regarding
the main subjects addressed in this thesis. More in detail, in Sec. 2.1
we present a survey of the previous literature for robot localization and
mapping. In Sec. 2.2 and Sec. 2.3, instead, we explore related work
respectively for the problem of feature extraction, and point cloud reg-

T

istration.

2.1

Simultaneous Localization And Mapping

Simultaneous Localization And Mapping is the problem for which a mobile robot can
build a map of the surrounding environment, while at the same time localize itself in
that map. The localization and mapping processes are not independent, and for this
reason SLAM is considered a hard problem to solve. Indeed, it can be seen as the
chicken egg problem. In order to build a good map, it is necessary for the robot to be
correctly localized. At the same time, a correct localization depends on the availability
of a good map.
In SLAM, maps can be classified in sparse and dense maps. The choice of a particular map representation depends on the type of sensors, on the characteristics of the
environment, and on the estimation algorithm used. Sparse maps [27][28][29] are usually preferred in environments where locally distinguishable features can be identified,
and especially when RGB cameras are employed. On the other hand, dense representations [11][30][31][32] are commonly used in conjunction with range sensors like lasers or
depth cameras. Independently of the type of the representation, the map is defined by
15
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Figure 2.1: Examples of map representations. From left to right and from top to bottom: Victoria
Park 2D feature/landmark map (sparse), University of Freiburg campus 3D octree map (dense), Intel
Research Lab 2D occupancy grid map (dense) and University of Freiburg campus 3D point cloud map
(dense). (Images from [11][17])[35][36].

the measurements and the locations where they have been acquired [33][34]. Fig. 2.1
illustrates typical map representations.
The SLAM problem has been studied for more than 30 years. As suggested in the
survey of Cadena et al. [1], this time window can be divided in three different main
periods:
• classical age (1986-2004)
• algorithmic-analysis age (2004-2015)
• robust-perception age (2015-today)
During the classical age the main probabilistic formulations of SLAM have been
introduced. The acronym SLAM and its first definition was introduced by DurrantWhyte et al. in [37], however the first probabilistic SLAM problem born in a series of
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papers by Cheeseman and Smith [27][38]. These works demonstrated that landmark
estimates are all correlated with each other by the common error of the estimated pose
of the vehicle [39].
SLAM algorithms can be classified accordingly to the estimation technique used:
filtering or smoothing. Filtering approaches rely on recursive Bayesian estimation,
also known as Bayes filtering. A Bayes filter is a general probabilistic algorithm for
estimating the current belief of a robot from input measurements and control data. In
SLAM, the term belief indicates the robot’s internal knowledge about the state which
includes all relevant aspects of the robot, and of the environment, that can impact the
future: for example robot poses and landmark positions. The estimate is augmented
and refined by incorporating new measurements as soon as they become available. To
highlight their incremental nature, filtering approaches are usually referred to as on-line
SLAM methods. Dynamic Bayesian Networks (DBN) are a natural representation to
describe filtering processes that can be used to tackle the SLAM problem. Indeed, a
DBN highlights the temporal structure of the process described by the network.
The big issue with the general Bayes filter formulation is that in most of the cases it
is not computationally tractable. A solution to this problem was given by the introduction of a family of recursive state estimators called Gaussian filters. The first Gaussian
filters used for solving SLAM problems are the Kalman (KF) and Extended Kalman
Filters (EKF) [27][40]. The difference between KF and EKF is that the former works
under the assumption that the system is linear, the latter instead can be used also
on non-linear applications. However, both filters require the transition and the sensor
models to be Gaussian distributed. The strength of such methods can be found in the
fact that they compute a fully correlated posterior probability over landmark positions
and robot poses. At the same time, their major weakness resides in the strong assumptions that have to be made on the robot motion model and sensor noise. Indeed, if even
only one of these assumption are violated, these kind of filters easily diverge. Always
in this direction, Paskin [41] solved the SLAM problem using thin junction trees, thus
decreasing the complexity with respect to EKF approaches.
Another type of Gaussian filters widely used in SLAM are the so called Information
(IF) and Extended Information Filters (EIF). The information filter is a variant of the
Kalman filter that uses the canonical parameterization, instead of the moment parameterization, to represent the Gaussians [42]. IF and EIF exhibit properties similar to
Kalman filters, but they can better handle cases where variables are affected by infinite
noise (zero information), or in other words when there is global uncertainty. Whereas
the computational bottleneck in the Kalman filter is the update, in the information filter the expensive step is the prediction. Another issue of the IF is that to retrieve the
mean from the information vector an inversion of the information matrix is required.
On the other hand, the main advantage is that keeping an extended representation for
the states results in a sparse pattern of the information matrix that allows substantial
speedups in the computation. Eustice et al. [14] and Thrun et al. [43] proposed methods
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based on Sparse Extended Information Filters (SEIF). The former showed a technique
to accurately compute the error-bounds in the SEIF framework, reducing in this way
the possibility to become overly confident. The latter, instead, used the inverse of the
covariance matrix to reduce the error on the robot poses.
A third family of Bayes filters is that of Particle filters. Particle filters work by
representing the posterior belief with a set of random state samples drawn from the
posterior distribution itself. Such samples are called particles. This kind of filters
perform three main steps. Firstly, they compute a prediction of the next state for
each particle and, successively, they calculate an importance factor for each of them.
Importance factors are used to incorporate the last measurement into the particle set,
and the weighted particle set represents an approximation of the Bayes filter posterior
belief. Finally, they perform an importance resampling. The algorithm draws and
replace all particles from the current set of particles. The probability of drawing each
particle is given by the importance weight computed at previous step. The resampling
process transforms a particle set into another set of the same size. By incorporating
the importance weights into the resampling process the distribution of the particles
change, and after the resampling they are distributed approximately according to the
posterior belief. Murphy in [44] used Rao-Blackwellized particle filters to solve the
SLAM problem, in this kind of approach each particle represents a possible trajectory
of the robot. This implementation has been extended by Montemerlo et al. [28][29] to
handle SLAM with landmarks. A combination of the work of Hähnel et al. [31] and
Montemerlo was proposed by Grisetti et al. [15][32] where they apply fastSLAM-2 [29]
to the case of grid maps.
Despite all the improvements obtained with several years of research, filtering SLAM
methods suffer of multiple issues. In particular, due to the way they model the localization and mapping problem, the existing families of Bayes filters poorly scale with
the dimension of the state, and of the map. Moreover, they do not smoothly handle
non-linearities. It has also been demonstrated by Strasdat at al. in [45] that, in the
case of visual SLAM, key-frame bundle adjustment [46][47][48] outperforms filtering.
Conversely from filtering methods, smoothing approaches estimate the full trajectory of the robot from the full set of measurements [49][50][51]. These approaches
address the so called full SLAM problem, and they typically rely on least-squares error
minimization techniques. These use an alternative SLAM representation to the DBN
known as graph-based or network-based formulation. Such a formulation highlights
the underlying spatial structure of the problem. More in detail, in graph-based SLAM
landmarks and robot poses are represented by nodes, or vertices. Instead, spatial
constraints among nodes, that result from robot observations or from odometry measurements, are encoded as edges, or factors. Once the graph is constructed the goal is
to find the configuration of the nodes that best satisfies the constraints given by the
edges. An important and challenging aspect of this representation is the computation
of the data association, known also as loop closure detection. The loop closure problem
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Figure 2.2: Examples of factor graphs before (left) and after (right) the optimization. Top: 2D
pose-graph corresponding to the MIT Killian Court dataset. Bottom: 3D pose-graph generated by
simulating a robot moving on the surface of a sphere. (Images from [17]).

aims at finding past robot poses (far in time) that are near to its current position (close
in space). Identifying when a robot has returned back to a previous location allows to
reduce drastically the error on the map, and it increases the robustness of the entire
algorithm. The main drawback of the data association is that even only one incorrect
correspondence can lead the algorithm to terrible mapping results. During a loop closure two kinds of errors could occur: false positive or miss detected matchings. The
former happens when the robot closes a loop with a wrong match. The latter, instead,
is the result of a missed closure due to a failure of the measurement registration.
The graph-based SLAM problem is usually decoupled in two different steps: the
generation of the graph from the raw measurements, and the computation of the most
likely configuration of the nodes given the edges (graph optimization). These two steps
are called respectively front-end and back-end. The former is heavily sensor dependent,
while the latter relies on an abstract representation of the data which is sensor agnostic.

Front-End/BackEnd
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Smoothing methods represent the current state-of-the-art for solving SLAM problems.
Fig. 2.2 shows examples of factor graphs before, and after the optimization.
During the past years many approaches that rely on network-based SLAM have been
proposed. The concept of graph SLAM born in the seminal paper of Lu and Milios [49].
Gutmann and Konolige in [52] developed an efficient method for constructing the graph
and for detecting loop closures while running an incremental estimation algorithm. The
ATLAS framework [53] creates a two-level hierarchy of graphs and employs a KF to
build the bottom level. A global optimization approach is then used to align the
local maps at the second level. Like ATLAS, Estrada et al. proposed Hierarchical
SLAM [54] as a way for using independent local maps. Olson [55] presented a frontend with outlier rejection based on spectral clustering. To perform data association,
statistical approaches such as the joint compatibility [56], or the χ2 error tests are
often applied. Nüchter et al. in [57] built an integrated SLAM system for 3D mapping.
The main goal was to improve the construction of the network, while using for the
optimization a 3D variant of the approach of Lu and Milios [49]. Dellaert et al. [51]
and Ranganathan et al. [58] developed an approach known as square root Smoothing
And Mapping (SAM). With respect to EKF methods, it handles non-linearities better
and it is faster to compute. Moreover, SAM gives an exactly sparse factorization of
the information matrix and it can be used to incrementally acquire 2D and 3D maps.
Successively, Kaess et al. [59] proposed iSAM, an on-line mapping approach. More
recently other full graph-based SLAM systems have been proposed like Kintinuous [60],
RTAB-SLAM [61] and ORB-SLAM [62]. Whelan et al. [63] presented ElasticFusion,
where they use surfels, instead of poses, to populate the graph.
In the so called algorithmic-analysis age, researchers focused on the fundamental
properties of the SLAM problem. These include observability, convergence, and consistency. In this period, the key role of sparsity as a requirement for efficient SLAM solvers
was discovered, and the principal open-source SLAM libraries were developed. Current
SLAM libraries like g2o [16], GTSAM [64], Ceres [65], SLAM++ [66] and iSAM [59]
can solve problems with tens of thousands of variables in few seconds. In coincidence
with these libraries, many approaches for minimizing the error in the constraint network have been proposed. Howard et al. [67] used relaxation to localize the robot and
build a map. Frese et al. in [68] developed a variant of Gauss-Seidel relaxation known
as Multi-Level Relaxation (MLR). The idea behind this approach it to apply relaxation at multiple resolutions. Dellaert and Kaess [51] were the first to exploit sparse
matrix factorization to solve the linearized problem in off-line SLAM. Kaess et al. [59],
in iSAM, use partial reorderings of the variables to compute the sparse factorization.
Recently, Konolige et al. in [69] proposed an open-source implementation of a posegraph method that constructs the linearized system in an efficient way. Olson et al. [50]
developed an optimization approach based on the stochastic gradient descent that is
able to efficiently correct even graphs of large size. Grisetti et al. [70] extended Olson’s
approach to use a tree parameterization of the nodes in both 2D and 3D cases. This
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has the effect of increasing the convergence speed. GraphSLAM [71] applies variable
elimination techniques to reduce the dimension of the optimization problem.

2.1.1

LIDAR-Based Localization

In the literature, the idea of using 2D matching methods for solving 3D tasks is not new.
Thrun et al. [72] developed a 3D map-building system based on 2D scan-matching.
They construct a full 3D polygon map upon the data generated by an additional,
upwards facing sensor. In order to keep a 3D sparse representation, they eliminate
overly similar polygons. However, this system only uses a planar LIDAR for scan
matching purposes, thus missing potentially useful off-plane features. Nobili et al. [73]
directly compared the performance of a 2D SLAM system based on both a planar and
a 3D LIDAR. The conclusion of this analysis is that, while the planar configuration
resulted in a slightly more accurate localization, the maps built with a VLP-16 were
more robust against environmental changes.
Accurate registration of three dimensional data is a significant challenge for 3D
methods. In 2D, Olson, Diosi, and Kleeman [74][75] developed approaches for fast and
accurate alignment of scans. Despite this, in 3D spaces, most applications still employ
some variation of the ICP [26] algorithm. ICP can work well with dense data, but it
performs poorly when dealing with matching between scans consisting of non-uniform
rings of data, as in the case of Velodyne sensors. Extended ICP versions [12] have been
proposed to improve the overall convergence properties of the algorithm. However, they
are still designed to work with dense data in mind, such as that from RGB-D sensors
or depth cameras. Nonetheless, some 3D SLAM variants based on 3D LIDAR exist.
Moosmann and Stiller [76] introduced a SLAM method specifically targeting the
Velodyne HDL-64E sensor. Relative transformations between scans are recovered using
ICP. The authors modify the nearest-neighbor data association search to also take
into account the surface normals at each point, making their search more robust to
errors and outliers. Wolcott and Eustice [77], instead, demonstrated a method for
localization based on a prior 3D ground map. Such an approach exploits the intensity
information to match this prior model against data from a inexpensive monocular
camera. By focusing on ground-only matching, they partially eliminate the need of
storing a 3D dense representation of the prior. This algorithm performs comparably
to purely LIDAR-based methods. However, it does not handle well occlusions due to
dynamic obstacles or weather conditions (i.e. snow or puddles).
To address these issues, Wolcott and Eustice [78] developed a modified version of
the approach proposed in [77]. Dense 3D data is compressed into a 2D grid, where each
cell contains a Gaussian mixture map summarizing the vertical structure. This greatly
reduces the storage needed for the prior map. They extended Olson’s multi-resolution
scan matcher [75] to handle mixture map representations, obtaining scan matches for
maps with a resolution of 20cm, and working frequency of 3-4Hz.
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2.1.2
FAB-MAP

Height-LengthDensity
(HLD)

Camera-Based Localization

Another class of 3D localization methods focuses on extracting high level features rather
than aligning the full scans. For example, Cummins and Newman [79] presented FABMAP, an appearance-based SLAM system. FAB-MAP recognizes previously visited
places based on a visual vocabulary, even in the presence of varying visual conditions.
However, the system is better suited for identifying large-scale loop closures, rather
than precisely localizing the vehicle within the environment.
Sattler et al. [80] developed a method for registering images to a database of 3D
point models. The authors find correspondences between an image, and a model, by
comparing Scale Invariant Feature Transform (SIFT) [81] descriptors extracted from
each. RANdom SAmple Consensus (RANSAC) [82] can be then used to estimate the
camera pose. The method, however, is only sufficient for registering pose within several
meters, and still heavily depends on dense 3D priors.

2.1.3
Strip Histogram
Grid (SHG)

2. Related Work

Extracting 2D Map Information From 3D Data

Korah et al. [83] introduced the Strip Histogram Grid (SHG), a variation of voxel grid
methods, based on polar coordinates, created to improve recognition of structure in
the environment. SHG is able to encode information over larger areas than traditional
voxel-based representations, thus allowing the identification of vertical structure over
larger regions. The authors validate its application to 3D scene segmentation, for dense
models in urban like environments.
Morton and Olson [84] presented the Height-Length-Density (HLD) classifier for
identifying terrain based on 3D LIDAR data. This classifier handles both positive
and negative obstacles by distinguishing cells based on height, slope, and data density.
Additionally, they propagate this information through the map to fill in unobserved
regions. This method is tailored for obstacle detection needed by navigation systems,
but it can be adapted for localization purposes. However, the message-passing part of
the algorithm is expensive, thus posing heavy limitations in high-speed environments.
Stanford’s DARPA Grand Challenge Team [85] extracted obstacle information from
Velodyne data by comparing the distance between the concentric rings generated by
each laser during a complete sweep of the sensor. As the terrain changes, the rings
compress. Measuring the distance between beams, and comparing it with expected
distance values, very small obstacles (on the scale of a curb) can be reliably detected.

2.2

Feature Extraction

Feature extraction is the problem of computing salient descriptors, or key-points, from
a set of input measurements. Such descriptors have the goal of capturing unique and
discriminant local properties of the input data, while at the same time being invariant
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Figure 2.3: Diagram showing the construction of the pyramid of Difference of Gaussians, and the scalespace extrema detection process of SIFT. To build the first octave, the input image is convolved with
Gaussians generated with different standard deviation values of σ. Contiguous Gaussian images are
then subtracted to produce Difference of Gaussians. Once the octave is computed, the source image is
scaled by a factor of 2 and the process repeated. Light pink squares highlight the neighborhood used
for searching local extrema on a candidate pixel (dark pink) over scale and space. (Image from [86]).

to the point of view from which they are observed. Moreover, by defining and using
distance metrics between descriptors, features can be compared between each other.
For more than two decades the research community proposed possible solutions to this
problem, leading to the birth of many different algorithms. These methods can be
divided in classes based on the input data type, namely full point clouds and RGB,
range or RGB-D images.
Among the approaches relying on RGB images, the Scale Invariant Feature Transform algorithm by Lowe [81] is considered one of the major breakthrough for the computation of feature descriptors. SIFT extracts key-points by performing two main steps
designed to make the features invariant to scale and orientation. First of all a scale
filtering is applied to the input image. For computation time reasons, this is done by using Difference of Gaussians (DoG) [87], an approximation of the Laplacian of Gaussian
(LoG) filter [88]. A DoG is obtained through the difference of the Gaussian blurring of
an image computed with two different standard deviations σ1 and σ2 . Using Gaussian
kernels with high σ values lead to the detection of small corners and vice versa. In this
case σ acts as a scaling factor. In order to find blobs belonging to corners of arbitrary
size (scale invariance), for a fixed dimension of the input image SIFT computes DoGs
for different values of σ. This set of Difference of Gaussians is called octave. To further
enhance scale invariance, SIFT performs this process following a pyramidal approach
by computing DoG octaves for different sizes of the input image. At this point local
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Figure 2.4: Example of box filters used in SURF [90]. From left to right: discretized and cropped
Gaussian second order partial derivatives along the y and xy directions, and the associated box filter
approximations. The gray regions are equal to zero. (Image from [90]).

Speeded Up
Robust Features
(SURF)

extrema, or key-points candidates, are computed analyzing neighborhoods of pixels in
the DoGs over scale and space. As an example, one pixel in an image is compared with
its 8 neighbors points and the 9 pixels in the next and previous scales. Fig. 2.3 contains a diagram showing graphically the DoGs and the scale-space extrema detection
process. As a refining step, in order to have more accurate locations of local maxima,
SIFT uses the Taylor expansion of the scale-space function. Additionally, since DoGs
are sensitive to edges, they look at the principal curvature (or the eigenvalues ratio) of
the 2 × 2 Hessian matrix associated to the key-point candidates. To generate the final
descriptor, one first extracts the “principal orientation” of the key-point by means of a
voting scheme applied to the gradient directions. This is done taking in consideration
a neighborhood of the key-point. These gradient directions, normalized with the extracted principal orientation, are then exploited to generate a 128 bins histogram that
reports the distributions of such directions in a number of cells around the key-point.
The highest peaks in the histogram are taken, and any peak above 80% of it is also
considered to calculate the orientation. Note that this can lead to the generation of
key-points with same location and scale, but different directions. This has been shown
to contribute to the stability of the matching phase. SIFT descriptors are reported
to be both robust and accurate, albeit computationally expensive. This makes the
approach hard to be used in real-time applications. Successively Ke and Sukthankar
in [89] extended SIFT to use Principal Component Analysis (PCA). PCA based local
descriptors are more distinctive, more robust to image deformations, and more compact
than the standard SIFT representation.
At the same time, Bay et al. [90] published a new algorithm called SURF (Speeded
Up Robust Features), an extension of SIFT that relies on integral images to perform
image convolution. They further simplify the Difference of Gaussians used in SIFT
with approximations represented by box filters (see Fig. 2.4 for an example). Note
that box filters can be computed efficiently by using integral images, and they can be
evaluated in parallel for different scales. The orientations, instead, are computed by
using wavelet responses along the horizontal and vertical directions of a neighborhood
of the key-points. SURF estimates the principal orientation by taking the sum of the
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Figure 2.5: Schema highlighting the idea behind the Harris corner detector [91]. Left: no change in all
directions (flat region). Middle: no change along the edge direction (edge). Right: significant change
in all directions (corner). (Image from [92]).

responses within a sliding orientation window. Like for box filters, also in this case
integral images are used to enhance the computation time of the whole algorithm.
SURF descriptors need less memory than SIFT and it has been demonstrated they
are 3 times faster while having comparable results. Also, SURF can reject matching
features based on the sign of Laplacian at no additional costs. However, this approach
is not well suited to handle viewpoint and illumination changes.
Rosten and Drummond in [2] developed a corner detector algorithm called FAST
(Features from Accelerated Segment Test), an enhanced version of the original approach
proposed by Harris and Stephens in [91]. Fig. 2.5 shows a graphical example of the
idea behind the Harris corner detector. For each pixel, instead of doing a derivative of
the image, FAST checks the circle of 16 pixels surrounding the query picture element.
If there exists a minimum set of n contiguous pixels, with higher or lower intensity,
then the pixel is added as key-point candidate. Usually n is selected to be 12 so that
the high speed test on the 16 neighboring pixels can be performed. Fig. 2.6 shows the
12 point segment test corner detection used in FAST. However, this kind of features
present some limitations:
• the high-speed test cannot be generalized well for n < 12;
• the efficiency of the detector depends on the choice and ordering of the selected
surrounding pixels, and it is unlikely that the chosen pixels are optimal;
• multiple features are detected adjacent to one another.
To solve these issues Rosten et al. [93][94] developed FAST-ER. In this improved version
of the algorithm, the first 2 problems are addressed by applying a machine learning
approach for determining the best ordering for the chosen neighboring pixels, thus
boosting the computation time. Additionally, to overcome the third point listed above,
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Figure 2.6: The 12 point segment test corner detection used in FAST [2]. The image on the right is
a magnification of a part of the picture on the left. The highlighted squares are the 16 circle pixels
used in the corner detection. The pixel at p is the center of a candidate corner. The arc indicated by
the dashed line passes through 12 contiguous pixels which are brighter than p of more than a certain
threshold. (Image from [2]).
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FAST-ER uses a non-maximum suppression method for rejecting adjacent key-points.
Differently from SIFT and the Harris corner detector, FAST and FAST-ER have shown
to be able to run in real-time at the cost of being more sensible to high levels of noise,
and different parameter values.
More recently, Rublee et al. [4] developed ORB (Oriented FAST and Rotated
BRIEF [3]) features, a faster and more efficient alternative to SIFT and SURF. ORB is a
fusion between FAST and BRIEF (Binary Robust Independent Elementary Features)
descriptors with many modifications for increasing the performance. This method
firstly computes key-points using FAST, and it applies a corner measure to find the
best n point features among them. This is done following a pyramidal approach to obtain scale invariance. One of the problems with FAST features is that they do not have
orientations. ORB solves this issue by computing the centroid of the patch centered at
the located corner. The direction of the vector from this corner point to the centroid
represents the orientation of the key-point. To increase rotation invariance, moments
are computed on a circular region centered in the key-point, of radius equal to the size
of the patch. The features are represented using binary descriptors based on BRIEF.
The main advantage of these kind of descriptors is that they have high variance. High
variance makes a feature more discriminative since it responds differentially to inputs.
On the other hand, BRIEF performs poorly with rotations. For this reason, to enhance
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the descriptors with respect to the orientation, the feature vectors are rotated according
to the orientation of the key-points. Unfortunately, once the rotation is applied, the
BRIEF descriptor properties introduced before do not hold anymore. To overcome this
problem, ORB runs a greedy search among all possible binary tests to find those having
both high variance and low correlation. The result is called rBRIEF. ORB features are
considerably faster than SURF and SIFT, and they show better results with respect to
SURF. ORB is particularly well suited also for low-power systems.
Another class of feature detectors are those that work directly on point clouds. In
this direction, a major contribution was given by Rusu et al. in [95] who developed
the Point Feature Histograms (PFH), an extension of the work of Wahl et al. [96].
PFH formulation tries to encode the geometric properties of the neighborhood of a
point by generalizing the mean curvature around it. This is done by using a multidimensional histogram of values. Such a histogram represents an informative signature
for the feature, and it is invariant with respect to the 6D pose of the underlying surface. Moreover, it is resilient versus different sampling densities or noise levels of the
neighborhood. The PFH descriptor tries to capture the surface variations looking at
all the interactions between the directions of the estimated normals. All pairs of points
inside a 3D sphere centered on a query point pq are taken in consideration. For each
pair of points, a fixed Darboux frame coordinate system is defined on one of the two.
This frame is then used to express the difference between the surface normals. Such a
difference is represented through the pan, tilt and yaw angles that, together with the
Euclidean distance between the points, form a quadruplet. This quadruplet represents
the relation between a pair of points. To create the final PFH descriptor, the set of all
quadruplets is binned into a histogram. The left picture of Fig. 2.7 shows the influence
region diagram for the computation of PFH for a query point pq . While PFH has
shown to be able to produce distinctive descriptors, it has his main drawback in the
computational complexity. Indeed, since a PFH feature is computed as a histogram
of relationships between all pairs of points of a neighborhood, it has a computational
complexity of O(k2 ) with k being the number of points in the neighborhood of pq .
To overcome this issue, Rusu et al. in [97] developed a variant called Fast Point
Feature Histograms (FPFH). FPFH reduces the computational complexity of PFH
from quadratic to linear in the number of neighbor points k. This is done by following
two main steps. First FPFH computes the angle relationships, used in the PFH case,
between the query point pq and all its neighbors. These are called Simplified Point
Feature Histogram (SPFH). Then, for each point, the k neighbors are re-determined
and the neighboring SPFH values are used to weight the final histogram of pq . The
weighting factor is represented by the Euclidean distance between the query point pq
and its neighbors. The right picture of Fig. 2.7 shows the influence region diagram for
the computation of FPFH of a query point pq . FPFH descriptors have shown to be
much faster than PFH features while maintaining a similar level of descriptive power.
Successively Rusu et al. in [98] further extended the FPFH descriptors by devel-
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Figure 2.7: Schema showing the diagram of influence of a k-neighborhood set of points centered at pq
for the computation of PFH (left) and FPFH (right) descriptors. (Images from [97]).
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oping the Viewpoint Feature Histogram (VFH). The VFH combines two factors: a
viewpoint and an extended FPFH component. The viewpoint is mapped by iterating
over all points, and calculating the angle between the surface normals and the direction
between the viewpoint and the centroid of the point cloud. For the extended component, instead, VFH just computes the FPFH at the centroid considering all the points
of the cloud as neighbors. At this point the two histograms are added together. The
main issue with VFH features is that, if fundamental points belonging to the object
are missing due to occlusion or sensor limitations, the computed descriptors can be
very different. To overcome this issue, Aldoma et al. [99] extended VFH by publishing
an enhanced version called Clustered Viewpoint Feature Histogram (CVFH). The idea
behind CVFH is to determine stable regions of the point cloud called clusters. From
the point cloud a new cluster is created from a random point that has not yet been
assigned to any cluster. A point is added to that cluster if there exists a point already
in the cluster whose normal is similar and it is in a direct neighborhood. Clusters
having too few points are simply rejected. More recently, Wohlkinger and Vincze [100]
published the Ensemble of Shape Functions (ESF) features, their idea is to integrate
information from multiple points of views. All these methods, however, show their
limitations when they have to deal with sparse point clouds.
Li et al. [101] adapted the Kanade-Tomasi corner detector [102] to work with 2D
and 3D LIDAR data. One of the main problems with this kind of sensors is related to
the very low density of measurements in the point clouds. Li et al. [103] also published
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Figure 2.8: Left: a NARF descriptor is visualized on the bottom of the magnification of the key-point
highlighted on the left image. Each of the 20 cells of the descriptor corresponds to one of the beams
(green) visualized in the patch, with two of the correspondences marked with black arrows. The red
arrow shows the dominant orientation. Right: construction of RIFT descriptors. Three sample points,
in the normalized patch, map to three different locations in the descriptor. (Images from [5][104]).

a general purpose feature detector using structure tensors of surface normals.
Steder et al. [5] developed the Normal Aligned Radial Feature (NARF). This descriptor is computed directly on a range image that, in case of need, it can be generated
from an input raw point cloud. The idea is to look for regions whose surface is stable,
but that also exhibits substantial change in the neighborhood. For each point NARF
creates a small image patch by looking at it along its normal. The normal is considered
as the z-axis of the image patch’s local coordinate system where the point is at (0, 0).
The y-axis is the same as the one of the world coordinate system, while the x-axis
aligns accordingly. All neighbors within a certain radius around the point are transformed with respect to this local coordinate system. At this point, a star pattern with
n beams having score in the interval [−0.5, 0.5] is projected on the image patch. Beams
will have a high score if there are many changes of intensity in the cells lying under
the beam. This computation is done by comparing each cell with the adjacent one.
Moreover, pixels closer to the center contribute to the score with a higher weight. As
last step, NARF computes the dominant orientation of the patch to achieve invariance
against rotations. The left picture of Fig. 2.8 shows an example of NARF descriptor.
Lazebnik et al. [104] developed the Rotation-Invariant Feature Transform (RIFT)
feature. The particularity of this approach is that it fuses ideas from both the RGB
and the Euclidean space domains. Given a query point, a circular normalized patch
centered in that point is selected. This patch is then divided into concentric rings of
equal width, and a gradient orientation histogram is computed within each ring. RIFT
assigns all neighbors of the query point to a histogram bin according to their distance
and gradient angle position. This angle is the angle between the gradient direction,
and the vector starting from the center and pointing outwards the circle. The right
picture of Fig. 2.8 shows an example of RIFT descriptor.
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Point Cloud Registration

Point cloud registration is the problem of finding the rigid transformation between
two input clouds that maximizes the overlap between them. This problem has been
tackled for more than 20 years, and the available methods can be categorized in two
main groups: sparse approaches (global) that rely on few meaningful points in the
scene, and dense methods (local) that directly operate on the entire set of points.
Sparse approaches compute data association based on the local appearance of points
(features). It is possible to use these methods also when no prior information about
the relative pose between the clouds is available, at the cost of a more complex system.
On the other side, dense approaches align two clouds by considering every point, and
using simple heuristics to perform the data association. Dense methods are usually
faster and easier to implement than sparse approaches, and therefore they are well
suited for many robotics applications, like tracking, that require high frame rate. As
a drawback however, they are more sensitive to wrong initial guesses. Since for the
problems addressed in this work dense (or local) approaches are of utmost importance,
only a brief overview of global methods is given.
When no initial guess is available, the registration aims at solving the full global
problem of finding the best alignment over the 6 Degrees of Freedom (DoF) space of all
possible rigid transforms (rotation and translation). Since rigid transforms are uniquely
determined by 3 non-degenerate pairs of corresponding points, a popular approach is
to use RANSAC [82] to find the registering triplet of point pairs [82][105][106]. Such
methods, however, show their main limitations in the computational complexity that,
in the worst case, is cubic in the number of points. Many variants have been proposed to overcome this problem: non-linear optimization to reduce distance between
scan pairs [107][108], hierarchical representation in the normal space [109], branch-andbound using pairwise distance invariants [110], stochastic super-symmetric tensors to
represent the constraints between the tuples [111] or, as an alternative to RANSAC,
evolutionary game theoretic matching [112][113]. In this category the reference method
has been the 4PCS algorithm by Aiger et al. [114] which proposed to use special four
points instead of triplets as basis in RANSAC. 4PCS brought the computational complexity from cubic to quadratic. Successively, Mellado et al. in [115] developed Super
4PCS an enhanced version of 4PCS.
When point clouds are acquired at nearby locations, or a initial guess is given, local
registration algorithms are usually used to refine their alignment. The Iterative Closest
Point algorithm [26] is one of the earliest and most used dense techniques for registering
point clouds. It is an iterative algorithm that refines an initial estimate of the relative transformation. At each step ICP tries to match pairs of points between the two
clouds starting from the current transform estimate. Once these correspondences are
determined, an improved transformation is usually computed through the Horn [116]
formula that minimizes the Euclidean distance between corresponding points. How-
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ever, multiple optimization strategies have been presented and a good overview is
given by Rusinkiewicz and Levoy in [117]. For simple point distance error metrics,
additional techniques for finding a solution to the alignment problem are the Singular
Value Decomposition (SVD) [118], quaternions [119] and dual quaternions [120]. Other
objective functions for point cloud alignment rely on histogram correlation [121], tensor voting [122], or the Hough transform [81][123]. After its introduction ICP has been
subject of several improvements, and many variants have been proposed. It is possible
to classify these variants depending on modifications to one of the following stages of
the original formulation of ICP:
• input data filters (data enhancement);
• data association (or correspondence search);
• error metric minimization (or optimization).
The input point clouds are usually preprocessed by applying some types of data
filters. These filters try to increase the distinctiveness of the measurements. When using
range images this can mean decimating the points by computing features or descriptors.
As an example, a depth image has a uniform (a grid) distribution of measurements in
the image plane and a one dimensional descriptor (the range) associated to each pixel.
After applying data filters, only few points in the image will be kept as features and the
descriptors are augmented with information from neighboring pixels. In the case of pure
point clouds, a common feature enhancement is the computation of geometric properties
like the surface normal vectors, or feature reduction techniques can be applied for
example to make uniform the density of points in the cloud.
Point clouds can be sparse and not uniformly distributed, moreover the sensor can
produce a huge amount of measurements in a short time window that is impossible to
process in real-time. In the past, several techniques have been proposed for reducing the
number of points and make them uniformly distributed: uniform grids [124][125], random sampling [126][127], octree representations [128][129], bounding boxes [130][131]
and grid projection [127].
Data enhancement is really common among variants of ICP. Range sensors generate
an approximation of the surrounding environment by discretizing it in a set of points.
It is possible to extract multiple differential geometry primitives from smooth regions
of such a representation of the world. Among these primitives we find points (no
derivative), lines and planes (first derivative), curves and quadrics (second derivative).
The first derivative group uses the tangent vector t (i.e. parallel to a line or plane) and
the normal vector n (i.e. orthogonal to a line or plane) to approximate the underlying
surface. Normal and tangent vectors can be seen as a dual representation and the choice
of using one or the other depends by the minimum information required to express the
primitive. For example, in the case of a 3D line, using the tangent vector is more
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Figure 2.9: Complex shapes (gray) approximations as a 1D (top) and 2D (bottom) manifolds. From
left to right and from top to bottom: no derivative (point), first derivative (line), second derivative
(curve), no derivative (point), first derivative (plane), second derivative (quadric). (Images from [133]).

convenient since the normal requires to define a plane perpendicular to that line. For a
surface, instead, it is true the opposite. Another difference between normal and tangent
vector is that the former has a direction while the latter not. The viewpoint is usually
used to compute the direction of the normal vectors. For the second derivative group, a
curve can be parameterized by a scalar curvature k, while in the case of a quadric it is
parameterized by the principal direction vectors tmin , tmax and the principal curvature
scalars kmin , kmax . In theory, higher derivatives could be used for better approximations
of the underlying shape at one point. However, higher derivatives are more sensitive to
noise when applied on real cases. Indeed, as shown by Pomerleau et al. in [132], even
the first derivative requires a large supporting surface to overcome the noise affecting
common range sensors. Fig. 2.9 contains a set of approximations for complex shapes
using 1D and 2D manifolds.
The heuristics proposed in the past for performing data association between two
input clouds are many. The easier and most common correspondence criteria is based
on the Euclidean distance between two points in the clouds [12][127][134][135][136][137].
Other heuristics are those between points and a planes [138] and between quadrics [139].
Distances based on point positions and normal angles is also used by Armesto et al.
in [140]. Also, examples of mixed associations through the application of conversion
functions between geometric and appearance features have been proposed in the past
using surface orientations [141][125], surface orientations and color [142], color [143] and
laser intensities [144][145]. Usually, to find the neighborhood of a point, two different
strategies can be used: KD-tree or image projection. The former obtains more precise
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Figure 2.10: Set of 2D error metrics used in ICP variants. (Image from [133]).

results at the cost of a greater computation time. The latter is based on projecting
the measurements in the image space. The ordered nature of images allow for a less
accurate but faster neighborhood selection.
Most of the ICP variants use a global-rigid error metric. This error metric is
parameterized by translation and rotation parameters leading to 6 DoFs in case of
3D point clouds, or 3 DoFs in 2 dimensions. The most simple metric is the point-topoint error that uses the base primitive introduced before. This metric is used in the
original ICP formulation of Besl and McKay [26], and it has been successively exploited
in [127][134][135][137][144]. Using this metric it is possible that during the registration
geometric primitives of different types are aligned. To overcome this issue, many error
metrics that deviate from the point-to-point schema have been proposed. Fig. 2.10
shows a set of possible error combinations for the 2D space case.
One of the most effective methods for point cloud registration is the one proposed
by Chen et al. [146]. The classical Euclidean distance error metric (point-to-point) used
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Figure 2.11: Left: point-to-point based ICP registration. Right: point-to-plane based ICP registration.
(Images from [150]).

Point-to-plane
error metric

Point-to-line
error metric
Generalized ICP
(GICP)
Plane-to-plane
error metric

Quadric-toquadric error
metric
Dense Visual
Odometry (DVO)

by ICP is replaced in favor of a more robust point-to-plane criterion. This captures
the idea that the points measured by the sensors are sampled from a locally continuous
and smooth surfaces. Fig. 2.11 shows the different behavior between the point-topoint and the point-to-plane based alignment. This error metric has been then reused
in [138][147][148][149]. A closed form solution of its 2D version (point-to-line) has been
presented by Censi in [136], and it is commonly used in robotics [125].
Segal et al. [12] developed a probabilistic version of ICP called Generalized ICP
(GICP). GICP models the sensor noise and utilizes the local continuity of the surface
sampled through the cloud. This algorithm uses higher complexity 3D primitives, and
it is a plane-to-plane variant of ICP that exploits the surface normals when assigning
the weight to each matching correspondence in the objective function. Correspondences
scaled with such weights allow the points to move along the tangent direction at the
surface while they heavy penalize any motion along the normal direction. Fig. 2.12
illustrates the effects of the weights used by GICP. The work developed by Feldmar
and Ayache in [151], is an example of variant of ICP employing a quadric-to-quadric
error metric.
Steinbrücker et al. [13] proposed Dense Visual Odometry (DVO) that takes advantage of the additional light intensity channel available on RGB-D sensors. The main
idea behind this approach is to compute an image containing the neighborhood of the
edges extracted from the RGB image. Thanks to the depth channel these edges correspond to 3D points, and thus they can be straightforwardly reprojected in the image
plane. The transformation is found by minimizing the reprojection distance of the
edges on that plane. The objective function thus minimizes a set of 2D distance and
this further reduces the observability of the transform resulting in a narrower convergence basin. On the other end, thanks to the reduced amount of data considered by
DVO, it can run at high frame rates. This makes the assumption of a good initial
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Figure 2.12: Example showing the effects of the weights assigned by GICP to the correspondences.
(Image from [12]).

guess almost always verified. Unfortunately, DVO suffers from the noise and the blur
affecting moving RGB cameras, and it is sensitive to illumination conditions. In fact,
this is more a limitation of the sensor than of the algorithm, however these issues make
the approach inadequate to operate in scenarios characterized by poor illumination and
robots moving fast. The main advantage of using the RGB channel is that in case of
poor structure in the 3D data (e.g. when looking at a flat wall), the algorithm is still
able to track the camera pose without getting lost if some texture is present.
Newcomb et al. [8] proposed Kinect Fusion (KinFu), which represents a major
breakthrough in dense depth mapping. It is a complete system that combines components of mapping and point cloud registration. The implementation takes advantage
of the brute force of the GPU to effectively update the environment representation.
The camera tracking is a point-to-plane version of ICP that uses image projection to
determine the correspondences. This tracker, however, can easily fail if the sensor is
moved too fast, resulting in ICP to get lost.
Magnusson et al. [152] proposed to represent the points with 3D Normal Distribution Transforms (NDT). The idea behind this method is to model the scene, similarly
to [12], with a set of small Gaussian distributions computed from the neighborhood of
each point. Using this representation it is possible, like in the other algorithms, to apply
standard numerical optimization methods to compute the transformation between the
two point clouds. NDT is reported to be faster and more robust with respect to other
ICP based algorithms for 3D registration. This is possible thanks to the fact that NDT
does not execute data association, thus it does not perform expensive nearest-neighbor
searches. Since there is not a search for correspondences, NDT can not be considered a
variant of ICP. Not less important, by using combined normal distributions to represent
the point clouds, NDT is significantly more efficient in terms of memory consumption.
This is particularly useful when mapping large-scale areas, and when it is necessary to
keep a dynamic map available in memory for long time windows.
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Chapter 3

Fundamentals

“If I were again beginning my studies,
I would follow the advice of Plato
and start with mathematics.”
— Galileo Galilei, 1564 - 1642

n this Chapter we describe in detail some fundamental concepts that
are at the base of the main subjects addressed in this thesis. More in
particular, in Sec. 3.1 we introduce the pinhole camera model; in Sec. 3.2
we describe in detail the least-squares problem and its mathematical
derivation; in Sec. 3.3 we illustrate the well known ICP algorithm for
point cloud registration and finally, in Sec. 3.4, we explore the concept of graph-based
SLAM.

I
3.1

Pinhole Camera Model

To understand how vision can be modeled and replicated on a computer, it is necessary
to understand the image acquisition process. The role of the camera in computer vision
is similar to that of a biological eye. A camera represents a mapping between the 3D
world (object space) and a 2D image. This mapping is commonly known as perspective
projection, and perspective geometry is fundamental for any understanding of image
analysis.
The pinhole camera model, as widely explained by R. Hartley et al. in [25], is one of
the most simple and used abstraction of a camera. With this term, we denote a simple
camera without lens, and with an infinitesimally small single aperture. It can be seen
as a light-proof box with a small hole on one side. Light coming from a scene passes
through the hole, and projects as a flipped image on the opposite side of the box. This
abstraction can be seen in Fig. 3.1, where the candle in the scene is projected reverted
on the back side of the box used to model the camera.
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Figure 3.1: Pinhole camera model abstraction.
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The geometry behind the pinhole camera model is depicted in the left image of
Fig. 3.2. Let the center of projection, or camera aperture, be the origin O of an
Euclidean coordinate system, and consider the plane X3 = −f commonly known as
image plane or focal plane. The distance f > 0 between the center of projection
and the image plane is called focal length. The point in the object space (3D) with
coordinates P = (x1 , x2 , x3 )T is mapped to the 2D point Q = (y1 , y2 )T in the image
space as the intersection of the image plane with the line passing through P and the
camera aperture O. As shown on the right picture of Fig. 3.2, from the top view of the
geometric model two similar triangles can be identified. Both triangles have parts of
the projection line (green) as their hypotenuses. From the properties relating similar
triangles, assuming x3 > 0 it follows that
y1
f
y2
−
f

−

=
=

x1
x3
x2
x3

⇒
⇒

f x1
x3
f x2
y2 = −
x3
y1 = −

which can be summarized in the more compact form




f
x1
y1
=−
x2
y2
x3

(3.1)
(3.2)

(3.3)
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Figure 3.2: Left: geometric model of a pinhole camera. Right: top view of the geometric model of a
pinhole camera.

This relation describes the mapping of a 3D point to its image space coordinates (2D).
To simplify the model, it is common to assume the image plane placed between
the focal point of the camera and the scene, thus resulting on an image that is not
flipped. In this case the image plane is called virtual image plane, and it provides a
pinhole camera model simpler to analyze with respect to the previous one. Note that
the model with the virtual image plane cannot be implemented in practice. With this
modification in mind, the relation mapping 3D points to the 2D image plane changes
as follows




f
y1
x1
=
(3.4)
y2
x2
x3

Virtual image
plane

Eq. 3.4 is a non-linear relation, however by using homogeneous coordinates it is
possible to rewrite it as a linear mapping via matrix multiplication


 ′ 
f x1
y1
 y2′  =  f x2 
x3
y3′


 x1

f 0 0 0 
x2 

=  0 f 0 0 
(3.5)
 x3 
0 0 1 0
1

The matrix in the previous equation is known as camera projection matrix , or more
simply camera matrix. Note that, since the resulting vector (f x1 , f x2 , x3 )T represents
the image point in homogeneous coordinates, in the case that x3 6= 1 the entire vector

Camera
projection matrix
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has to be homogenized. This is done by dividing all the elements of the vector by x3

 

y1
f x1 /x3
 y2  =  f x2 /x3 
(3.6)
1
1

Without loss of generality, by neglecting the last element of the previous expression we
obtain the same result of Eq. 3.4.

Principal point
Optical axis

In Eq 3.5 there is the assumption that the origin of the coordinate system of the
image plane coincides with the principal point R (see Fig. 3.2). The principal point is
defined as the intersection of the image plane with the optical axis X3. Usually, this
is not the case and the mapping relation assumes the more general form

 



f
x1
px
y1
+
(3.7)
=
x2
py
y2
x3
where (px , py )T are the coordinates of the principal point R. As before, this equation
can be rewritten as a linear mapping using homogeneous coordinates
 ′ 


y1
f x1 + x3 p x
 y2′  =  f x2 + x3 py 
y3′
x3




x1
f 0 px 0 
x2 

= 0 f py 0 
(3.8)
 x3 
0 0 1 0
1

Once more, the result must be homogenized to get rid of the homogeneous coordinates

 

y1
f x1 /x3 + px
 y2  =  f x2 /x3 + py 
(3.9)
1
1

Camera
calibration matrix

The 3 × 3 left block of the matrix in Eq. 3.8 is

f 0

K= 0 f
0 0

called camera calibration matrix K

px
py 
(3.10)
1

This matrix represents the most general mapping between points in the 3D world and
the 2D image space with a pinhole camera model. It is widely used to manipulate data
acquired with sensors like the Microsoft Kinect or the Asus Xtion.

3.1. Pinhole Camera Model
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Figure 3.3: Example of the effect of applying the function π −1 (right), described by Eq. 3.11, to the
input raw measurement (left).

3.1.1

Range Image to 3D Point Cloud and Vice Versa

Typically, 3D sensors provide an indirect measure of a point cloud. As an example,
depth cameras generate images where the value of the pixel (u, v) contains the depth
d of the object closest to the observer, and lying on a beam passing through that pixel.
These images are normally called depth or range images. To extract a 3D point cloud,
it is necessary to apply a function π −1 that depends on the intrinsic camera parameters.
In the case of a depth camera, this function can be defined as


  

x1
(u − px )d/f
u
 x2  = π −1 (u, v, d) = K−1 d  v  =  (v − py )d/f 
(3.11)
d
1
x3

where

K−1




f 0 −f px
1
= 2  0 f −f py 
f
0 0
f2

(3.12)

is the inverse of the camera calibration matrix defined by Eq. 3.10. This function is
applied to all pixels contained in the depth image, except for those whose value is zero.
In such a case, indeed, the pixels would collapse to the origin, thus to degenerated
points.
Similarly, a 3D laser provides for each point azimuth θ, elevation φ and the range
d measured at that elevation. Normally, both the azimuth and the elevation angles
are subject to discretization, and for this reason it is possible to see a 3D scan as a
range image. In this case (θ, φ) are the coordinates of a pixel on a spherical surface,

Point
unprojection
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Projection
function
Unprojection
function

and the value d of the pixel is its depth. Therefore, without loss of generality, we can
define a projection function s = π(p) that maps a point p from the Cartesian to the
measurement space. The point in the measurement space s can be either a (u, v, d)T
or (θ, φ, d)T triplet depending on the type of sensor used. Let also π −1 (s) be the
inverse of the projection function that maps a raw sensor measurement to a point in
the Cartesian space. Fig. 3.3 shows an example result of the application of the function
π −1 (right), described by Eq. 3.11, to an input range image (left) generated by a depth
camera.

3.2
Least-squares
problem

3. Fundamentals

Least-Squares Estimation

The least-squares method is a common technique used to compute approximated solutions of over determined systems (i.e. systems where there are more equations than
unknowns variables). In particular, the term “least-squares” means that the final solution minimizes the sum of the squares of each error term. With this in mind, we can
define the error ei as the difference between the current measurement generated from
the sensor, and a predicted one
ei (x) = hi (x) − zi = b
zi − zi

(3.13)

with hi (x) being the function that maps the state vector x to the predicted measurement b
zi . In general hi (x) is a non-linear function of the state, however it is possible
to approximate it in the neighborhood of a linearization point x̆ using its first order
Taylor expansion
∂hi (x)
·∆x
(3.14)
hi (x̆ + ∆x) ≃ hi (x̆) +
∂x x=x̆
{z
}
|
Ji

Jacobian Matrix

where Ji is called Jacobian matrix . Now, assuming the error to have zero mean,
and to be normally distributed with information matrix Ωi , the squared error of a
measurement depends only on the state, and it is a scalar value that can be computed
using the following expression
ei (x) = ei (x)T Ωi ei (x)

(3.15)

Given a set of N measurements, the goal is to find the state x∗ that minimizes the
error of all measurements
F (x)

z
}|
{
N
X
x∗ = argmin{
ei (x)T Ωi ei (x)}
|
{z
}
x
i

ei (x)

(3.16)
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Assuming to have a good initial guess x̆ of the optimum solution, we can rewrite the
summands in the previous equation by using the Taylor approximation of Eq. 3.14
ei (x̆ + ∆x) = (hi (x̆ + ∆x) − zi )T Ωi (hi (x̆ + ∆x) − zi )

≃ (Ji ∆x + hi (x̆) − zi )T Ωi (Ji ∆x + hi (x̆) − zi )

= (Ji ∆x + ei )T Ωi (Ji ∆x + ei )

= ∆xT JTi Ωi Ji ∆x + 2ei Ωi Ji ∆x + eTi Ωi ei
= ∆xT Hi ∆x + 2bi ∆x + ci

(3.17)

where the matrix Hi = JTi Ωi Ji and the vector bi = eTi Ωi Ji are commonly known
def.
respectively as Hessian matrix and Coefficient vector, and ei = ei (x̆).
Substituting Eq. 3.17 in Eq. 3.16 we obtain
F (x̆ + ∆x) ≃

N
X

Hessian matrix
and Coefficient
vector

∆xT Hi ∆x + 2bi ∆x + ci

i=1

T

= ∆x

"

N
X
i=1

#

Hi ∆x + 2

"

= ∆xT H∆x + 2b∆x + c

N
X
i=1

#

bi ∆x +

"

N
X
i=1

ci

#
(3.18)

The last equation is the expression of the objective function F (x) under a linear approximation of hi (x), in the neighborhood of the initial guess x̆. In other words, if the initial
estimate is fixed, the value of the function can be approximated by a quadratic form
with respect to the increments ∆x. It is possible therefore to minimize this quadratic
equation, and compute the optimal increment ∆x∗ that applied to the current estimate
leads to the better solution
x∗ = x̆ + ∆x∗
(3.19)

Optimal
increment

The optimal increment ∆x∗ is calculated by setting the derivative of the function
F (x̆ + ∆x) (Eq. 3.18) to be equal to zero, and then solving the corresponding equation
∂(∆xT H∆x + 2b∆x + c)
= 2H∆x + 2b = 0
∂∆x

(3.20)

This results in finding the solution of the following linear system
H∆x∗ = −b

(3.21)

If the model function hi (x) is linear, the solution can be found in just one step. Since
as said before this is not the general case, it is necessary to iterate the linearization
procedure until an acceptable solution is found. Several methods that solve this problem

Gauss-Newton
and LevenbergMarquardt
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Input: state initial guess x̆ and measurements C = {hzi , Ωi i}
Output: new solution x∗

Fnew ← F (x̆)
repeat
F̆ ← Fnew
b ← 0, H ← 0
forall i = 1 . . . N do
b
zi ← hi (x̆)
ei ← b
zi − zi
Ji ←

∂hi (x)
∂x

x=x̆
T
H i ← Ji Ω i Ji
bi ← JTi Ωi ei

H ← H + Hi
b ← b + bi
end
∆x ← solve(H∆x = −b)
x̆ ← x̆ + ∆x
Fnew ← F (x̆)
until F̆ − Fnew > ǫ
x∗ ← x̆
Algorithm 1: Gauss-Newton minimization algorithm.
exist, among these we recall the Gauss-Newton (GN) and the Levenberg-Marquardt
(LM) minimization algorithms respectively described by Algorithm 1 and Algorithm 2.

3.2.1

Smooth Manifolds

All the mathematical derivations of the previous section rely on the strong assumptions
that the measurement functions are smooth, and that the state spans over an Euclidean
space. When we compute the optimal increment we sum it to the current solution. This
is supposed to work correctly in every situation as long as that sum is a legal operation
in the domain of the state variables considered. Unfortunately, in robotics, this is not
true in general since angles and rotations are often involved. Summing a triplet of Euler
angles is not properly elegant in the sense that it might lead to singular configurations.
In fact, although they admit local Euclidean mappings, rotations are not Euclidean
but they are smooth manifolds [153].
Let us consider the space of 3D rotations. A 3D rotation can be parameterized
with a rotation matrix R. However, it requires 9 parameters to represent only 3 angles.

3.2. Least-Squares Estimation
Input: state initial guess x̆ and measurements C = {hzi , Ωi i}
Output: new solution x∗

Fnew ← F (x̆)
xbackup ← x̆
λ ← computeInitialLambda(C, x̆)
repeat
F̆ ← Fnew
b ← 0, H ← 0
forall i = 1 . . . N do
b
zi ← hi (x̆)
ei ← b
zi − zi
Ji ←

∂hi (x)
∂x

x=x̆

Hi ← JTi Ωi Ji
bi ← JTi Ωi ei
H ← H + Hi
b ← b + bi
end
t←0
repeat
∆x ← solve(H∆x = −b)
x̆ ← x̆ + ∆x
Fnew ← F (x̆)
if Fnew < F̆ then
λ ← λ/2
xbackup ← x̆
t ← −1
end
else
λ←λ∗4
x̆ ← xbackup
t←t+1
end
until t < tmax ∧ t > 0
until F̆ − Fnew > ǫ
x∗ ← x̆
Algorithm 2: Levenberg-Marquardt minimization algorithm.
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Using a rotation matrix as a parameter in a least-squares problem would result in the
computation of non-valid solutions, since the orthogonality constraint is not enforced.
The alternative is to use minimal representations (see Appendix A) like Euler angles
or unit quaternions. As a drawback, however, they suffer of singularities. Luckily,
rotations are manifolds, and this means that they allow for a local parameterization
which is homeomorphic to the vector space Rn . For example, consider an arbitrary
rotation R(ϕ, θ, ψ), we can than define a mapping between the space of rotation
matrices and Euler angles, and vice versa
v = toVector (R)

(3.22)

R = fromVector (v)

(3.23)

where v = (ϕ, θ, ψ)T is the vector containing the 3 Euler angles.
If we are around the origin of v, the Euler angles are far from possible singularities,
and the Euclidean distance between two vectors v1 and v2 around the origin are closely
related to the true distance of their orientations. When we are near a singularity,
however, this situation changes and a small difference in the orientation might lead to
an abrupt difference in the local parameters v. This can represent an important issue
on a least-squares based optimization that strongly relies on the smoothness of the
problem. A possible solution to this problem is to compute a local mapping to Euler
angles that is away from singularities. In the space of rotations this can be done by
considering the reference frame so that toVector (R0 ) = 0 is the origin
v = R ⊟ R0 = toVector (R−1
0 · R)

R = R0 ⊞ v = R0 · fromVector (v)
Operators
⊟ and ⊞

(3.24)
(3.25)

The ⊟ and ⊞ are powerful operators that can be used to convert a global difference
in the manifold space in a local perturbation, and vice versa. Eq. 3.24 computes the
Euler angles of the rotation that moves R0 to R, in the reference frame of R0 . If the
two rotations have a small difference, also v will be small independently if R0 is close
to a singularity or not. Similarly, Eq. 3.25 computes a new rotation by applying a local
perturbation v to R0 .
Let suppose that the state space of our least-squares problem is a smooth manifold,
and let the values in this space to be parameterized redundantly by x, and minimally
by the vector x̃. The prediction function has both the forms hi (x) or hi (x̃). Given
the current estimate x̆, our goal is to compute the perturbation of the predicted measurements, under a small variation of the state variables: hi (x̆ ⊞ ∆x̃). Note that x̆ is
constant, however we can explore the state space by varying ∆x̃. We can therefore

3.2. Least-Squares Estimation
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Input: state initial guess x̆ and measurements C = {hzi , Ωi i}
Output: new solution x∗
Fnew ← F (x̆)
repeat
F̆ ← Fnew
b̃ ← 0, H̃ ← 0
forall i = 1 . . . N do
b
zi ← hi (x̆)
ẽi ← b
zi ⊟ zi
J̃i ←

∂hi (x̆⊞∆x̃)
∂∆x̃

∆x̃=0
∂((b
zi +∆zi )⊟zi )
Jzi ←
∂∆zi
∆zi =0
T )−1
Ω̃i ← (Jzi Ω−1
J
zi
i

H̃i ← J̃Ti Ω̃i J̃i
b̃i ← J̃Ti Ω̃i ẽi
H̃ ← H̃ + H̃i
b̃ ← b̃ + b̃i
end
∆x̃ ← solve(H̃∆x̃ = −b̃)
x̆ ← x̆ ⊞ ∆x̃
Fnew ← F (x̆)
until F̆ − Fnew > ǫ
x∗ ← x̆
Algorithm 3: Gauss-Newton minimization algorithm for manifold measurement and
state spaces.

compute the Taylor expansion of hi (x̆ ⊞ ∆x̃), with respect to ∆x̃, around ∆x̃ = 0
hi (x̆ ⊞ ∆x̃) ≃ hi (x̆) +

∂hi (x̆ ⊞ ∆x̃)
∂∆x̃
{z
|
J̃i

= hi (x̆) + J̃i ∆x̃

∆x̃=0

}

·∆x̃

(3.26)

(3.27)

Differently form the Taylor expansion of Eq. 3.14, the current linearization point is x̆,
and it is fixed. Moreover, the expansion gives us the change of the parameters as a
function of the variation of the increments, that are applied to the current linearization
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point through the ⊞ operator. Once a new solution ∆x̃∗ for the increments is found,
the perturbation must be applied to the current estimate through the ⊞ operator
x∗ = x̆ ⊞ ∆x̃∗

(3.28)

Dealing with manifold state spaces is fundamental for direct methods like GN or LM.
Local parameterizations have the advantage of increasing the convergence basin.

Non-Euclidean
measurements

Note that even the measurements can be non-Euclidean. Also in this case we can
exploit the smooth manifolds to obtain a smoother error function, that in general leads
to faster and more robust convergence. Consider the alternative error function
ẽi (x) = ẽi (b
zi , zi ) = zi ⊟ zi

(3.29)

This error function computes the displacement between the prediction and the observation in a minimal space, and it uses as reference frame the measurement zi . Since
the prediction and the measurement are in general close in the manifold space of the
observations, the displacement computed through the ⊟ will also be small and regular. As usual, we can compute the Taylor expansion of this new error, under a small
perturbation of the prediction
ẽi (b
zi + ∆zi , zi ) = (b
zi + ∆zi ) ⊟ zi ≃ b
zi ⊟ zi +

∂((b
zi + ∆zi ) ⊟ zi )
∂∆zi
{z
|
Jz i

∆zi =0

}

·∆zi (3.30)

While the computation of these derivatives looks complicated, it is possible to
simplify the process by exploiting the rule of partial derivatives, and the fact that
the evaluation point is in ∆x̃ = 0
∂hi (x̆ ⊞ ∆x̃)
∂hi (x)
=
∂∆x̃
∂x
{z
|
Ji

∂(x̆ ⊞ ∆x̃)
∂∆x̃
x=x̆
} |
{z
·

M

(3.31)
∆x̃=0

}

This means that one can derive a Jocobian on a manifold, from the non-manifold
one (Eq. 3.14), by multiplying its non-zero blocks by the derivative of the ⊞ operator
computed in x̆
J̃i = Ji M
(3.32)
We are able now to derive a manifold version of the GN and LM algorithms as shown
in Algorithm 3 and Algorithm 4.

3.3. Iterative Closest Point
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Input: state initial guess x̆ and measurements C = {hzi , Ωi i}
Output: new solution x∗

Fnew ← F (x̆), xbackup ← x̆
λ ← computeInitialLambda(C, x̆)
repeat
F̆ ← Fnew
b̃ ← 0, H̃ ← 0
forall i = 1 . . . N do
b
zi ← hi (x̆)
ẽi ← b
zi ⊟ zi
J̃i ←

∂hi (x̆⊞∆x̃)
∂∆x̃

∆x̃=0
∂((b
zi +∆zi )⊟zi )
Jzi ←
∂∆zi
∆zi =0
T −1
Ω̃i ← (Jzi Ω−1
i Jzi )

H̃i ← J̃Ti Ω̃i J̃i , b̃i ← J̃Ti Ω̃i ẽi
H̃ ← H̃ + H̃i , b̃ ← b̃ + b̃i
end
t←0
repeat
∆x̃ ← solve(H̃∆x̃ = −b̃)
x̆ ← x̆ ⊞ ∆x̃
Fnew ← F (x̆)
if Fnew < F̆ then
λ ← λ/2
xbackup ← x̆
t ← −1
end
else
λ←λ∗4
x̆ ← xbackup
t←t+1
end
until t < tmax ∧ t > 0
until F̆ − Fnew > ǫ
x∗ ← x̆
Algorithm 4: Levenberg-Marquardt minimization algorithm for manifold measurement and state spaces.
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Figure 3.4: Iterative Closest Point algorithm data flow chart.

3.3

Iterative Closest
Point (ICP)

General ICP
minimization
function

Iterative Closest Point

Registering two point clouds consists in finding an isometry transformation that maximizes the overlap between two input clouds. Among all the methods proposed to solve
this problem, the Iterative Closest Point algorithm [26] is one of the earliest and most
used techniques. ICP is an iterative algorithm that refines an initial estimate of the relative transformation. At each iteration, ICP searches for corresponding pairs of points
between the two clouds, starting from the current transform estimate. These correspondences are then used to compute an improved transformation. Fig. 3.4 depicts the
data flow chart of ICP.
More formally, let P r = {pr1:N r } and P c = {pc1:N c } be the two set of points, we
want to find the transformation T∗ that minimizes the distance between corresponding
points in the two scenes

T∗ = argmin
T

Xz
C

χ2ij

T ⊕ prj − pci

T

}|
{

Ωij T ⊕ prj − pci
|
{z
}
eij (T)

(3.33)
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In Eq. 3.33 the symbols have the following meaning:
• T is the current estimate of the transformation that maps P r in the reference
frame of P c ;
• Ωij is an information matrix that takes into account the noise statistics of the
sensor and/or the surface;
• C = {hi, ji1:M }, is a set of correspondences between points in the two clouds. If
hi, ji ∈ C, it means that the point prj in the cloud P r corresponds to the point pci
in the cloud P c ;
• ⊕ is the standard composition operator (Smith et al. [27]) that applies the transformation T to the point p. If we use the homogeneous notation for transformations and points, ⊕ reduces to the matrix-vector product.
Clearly the exact correspondences are not known. However, assuming to have a good
initial guess of the relative transform, it is common to compute an approximation of
these correspondences through some heuristic (e.g. nearest neighbor). In its most
general formulation, ICP iteratively refines the current estimate T by interleaving the
search for correspondences (data association) and the solution of Eq. 3.33 (optimization). In Sec. 3.2 we discussed the mathematical derivation of the least-squares estimation problem used to solve Eq. 3.33. At each new iteration, the data association
is recomputed after applying to the cloud P r the most recent transformation T. The
general ICP formulation is listed in Algorithm 5.
Over time ICP has been modified and extended to a large number of variants of
increased robustness and performance. These differ by the choice of the information
matrix Ωij , or by the heuristic chosen to find the correspondences. Plain ICP uses
a diagonal Ωij potentially scaled with a weight capturing the likelihood that a correspondence is correct. In its most general formulation, GICP models Ωij in order to
incorporate the surface information from both clouds
Ωij = (Σsi + RΣsj RT )−1
where
µsn =

1 X
pk
|Vn |
pk ∈Vn

Σsn =

1 X
(pk − µn )T (pk − µn ).
|Vn |

(3.34)

(3.35)

pk ∈Vn

with Vn being the set of points in the neighborhood of pn . Such a formulation, commonly known as plane-to-plane, increases the overall symmetry of the model. The
covariances Σsi and Σsj are forced to have a disk shape and to lie on the surface from
where pci and prj were sampled (Σsi and Σsj with a small eigenvalue along the normal
direction). When carrying on the minimization in Eq. 3.33, GICP replaces the points

Omega scaling
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Input: transform initial guess T and two point clouds P r = {pr1:N r },
P c = {pc1:N c }

Output: the aligning transformation T∗

cloudP reprocessing(P r , P c )
t←0
repeat
C ← f indCorrespondences(T ⊕ P r , P c )
T


P 
T ← argminT C T ⊕ prj − pci Ωij T ⊕ prj − pci
P
χ2 ← C χ2ij
until χ2 > ǫ ∧ t < tmax
T∗ ← T
Algorithm 5: Iterative Closest Point algorithm (ICP).

with their means µsi and µsj , and the information matrix Ωij with the result obtained
by applying Eq. 3.34.
Note that this formulation of GICP requires at each iteration of the algorithm a
double matrix multiplication, and a matrix inversion, for each correspondence. This
yield a significant increase in computation time, in particular when the number of
correspondences is in the order of tens of thousands, like in the case of dense point
clouds. As stated by Segal et al. in [12], when the information matrix of the reference
surface Σsj is neglected, that means Ωij = (Σsi )−1 , we obtain a limiting case of GICP
known as point-to-plane. Albeit slightly less accurate, this special case of GICP saves
computation time since Ωij stays fixed during the entire alignment. This makes the
approach particularly suitable when dealing with high frequency dense stereo sensors
like the Asus Xtion, or the Microsoft Kinect.
In all cases, the error vector eij (T) = T ⊕ prj − pci is computed as the difference
between two 3D points, and lives in R3 . Also, consider that two matching points in
two different clouds are unlikely to be exactly the same point in space. This introduces
an arbitrary error while minimizing the Euclidean distance.

3.3.1
Maximum-APosteriori
(MAP)

Iterative Closest Point Probabilistic Formulation

We can model the point cloud registration as a Maximum-A-Posteriori (MAP) estimation problem. In particular, the alignment can be seen as the estimation of the pose x
of a robot, given a set of measurements of the surrounding points. In this scenario, one
of the cloud is fixed and it represents the global world, while the other it is our current
measurement z. More formally, we want to estimate the state x∗ that maximizes the

3.3. Iterative Closest Point
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probability p(x|z)
x∗ = argmax{p(x|z)}

(3.36)

x

(Bayes Theorem) = argmax{p(z|x)p(x)}
x
)
(
N
Y
p(zi |x)
(Measurement Independence) = argmax p(x)
x

i

(

= argmin − log p(x)
x

N
Y
i

(3.37)
(3.38)
!)

p(zi |x)

(3.39)

where the last equality come from the fact that maximizing the posterior is the same
as minimizing the negative log-posterior.
Let now hi (·) be a known function called observation or measurement model that,
given a state x, returns the prediction b
zi of the measurement as if the robot is located
in x. Assuming the measurement noise ǫi to be zero-mean normally distributed with
information matrix Ωi , we can rewrite in a more explicit form the likelihood of the
measurement
1
p(zi |x) ∝ exp(− (hi (x) − zi )T Ωi (hi (x) − zi ))
(3.40)
2
and the prior
1
(3.41)
p(x) ∝ exp(− (h0 (x) − z0 )T Ω0 (h0 (x) − z0 ))
2
for some given function h0 (·), prior mean z0 and information matrix Ω0 . In our case
b
zi = hi (x) = T−1 (x) ⊕ zi
At this point, the maximum-a-posteriori probability encoded in Eq. 3.39 can be
manipulated as follows
!)
(
N
Y
p(zi |x)
(3.42)
x∗ = argmin − log p(x)
x

i

)
(N
X
= argmin
(b
zi − zi )T Ωi (b
zi − zi )
x

= argmin
x

i
(N
X
i

T

)

ei (x) Ωi ei (x)

(3.43)

(3.44)

Note that the squared l2 -norm cost function derived in Eq. 3.43 is correct only if
the measurement noise is normally distributed. If such assumption changes, and for
example the noise follows a Laplace distribution, the cost function will be the l1 -norm.
The reader might notice the similarity of the last equation with the general definition of

Observation
model
Measurement
likelihood

Prior probability
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a least-squares problem described by Eq. 3.16. For a detailed derivation of the solution
of a least-squares problem see Sec. 3.2.

3.4
Maximum-APosteriori
(MAP)

Observation
model

Graph-Based SLAM

The current state-of-the-art methods for Simultaneous Localization And Mapping model
SLAM as a Maximum-A-Posteriori estimation problem. More formally, assume that
we want to estimate an unknown variable x = {x1 , . . . , xT }. Usually, in robotics, such
variable includes the poses of the robot’s trajectory and landmarks positions. Suppose
also that a set of measurements z = {z1 , . . . , zn } is available so that each measurement can be expressed as a function of x, i.e. zi = hi (xi ) + ǫi where xi ⊆ x, hi (·) is
a known function also called observation or measurement model, and ǫi is some sort
of measurement noise. In MAP, x is computed by finding the best configuration x∗
that maximizes the posterior probability, or alternatively, the belief over x∗ given the
measurements
x∗ = argmax{p(x|z)}

(3.45)

x

(Bayes Theorem) = argmax{p(z|x)p(x)}
x
)
(
N
Y
(Measurement Independence) = argmax p(x)
p(zi |x)
x

(

= argmax p(x)
x

(

i
N
Y
i

Factor graph
formulation

(3.47)

p(zi |xi )

= argmin − log p(x)
x

)

(3.46)

N
Y
i

(3.48)
!)

p(zi |xi )

(3.49)

where the last two equalities come from the fact that zi depends only on the subset
of variables in xi , and that maximizing the posterior is the same as minimizing the
negative log-posterior.
The problem described by Eq. 3.49 can be represented by using the factor graph
formulation. More in detail, the variables map to nodes (or vertices) in the graph,
while the prior p(x) and measurement likelihood p(zi |xi ) terms correspond to factors
(or edges) representing probability constraints among sets of nodes. A first advantage
of the graph-based representation is that it gives a smart and easy visualization of the
problem, by highlighting the underlying spatial structure of the nodes. Additionally,
it allows to perform inference over complex problems with heterogeneous variables and
factors, and arbitrary connections. As a drawback, however, the level of connectivity
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Figure 3.5: Example of factor graph. Blue, green and red circles represent respectively nodes associated to robot poses, landmark positions and the intrinsic camera calibration parameters. Factors
are represented by black squares connecting sets of nodes: the “u” label marks odometry constraints,
“v” represents camera observations, “c” indicates loop closures, and “p” denotes prior factors. (Image
from [1]).

of the graph highly influences the sparsity of the SLAM problem. In fact, the less the
graph is connected the more the the problem will be sparse. Sparsity allow for fast
computation of the optimization. Fig. 3.5 shows an example of factor graph where
blue, green and red circles represent respectively nodes associated to robot poses, landmark positions and the intrinsic camera calibration parameters. Factors are depicted
with black squares connecting sets of nodes. In particular “u” labels mark odometry
constraints, “v” represents camera observations, “c” indicates loop closures, and “p”
denotes prior factors.
Assuming the measurement noise ǫi to be zero-mean normally distributed with
information matrix Ωi , we can rewrite in a more explicit form the likelihood of the
measurement
1
(3.50)
p(zi |xi ) ∝ exp(− (hi (xi ) − zi )T Ωi (hi (xi ) − zi ))
2
and the prior
1
p(x) ∝ exp(− (h0 (x) − z0 )T Ω0 (h0 (x) − z0 ))
(3.51)
2
for some given function h0 (·), prior mean z0 and information matrix Ω0 .
At this point, the Maximum-A-Posteriori probability encoded in Eq. 3.49 can be

Measurement
likelihood

Prior probability
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Figure 3.6: Detail of an edge connecting two nodes xi and xj . The factor originates from the measurement zij . From the the two nodes, we can compute the predicted measurement b
zij = hij (xi , xj ) that
represents xj seen in the frame of xi . The error eij (xi , xj ) is the offset between the expected and the
real measurement. A factor is fully described by its error function eij and by the information matrix
Ωij of the measurement that encodes its uncertainty. (Image from [17]).

manipulated as follows
∗

x

(

= argmin − log p(x)
x

= argmin
x

= argmin
x

(N
X

i
(N
X
i

N
Y
i

!)

p(zi |xi )

)

(b
zi − zi )T Ωi (b
zi − zi )
)

ei (xi )T Ωi ei (xi )

(3.52)

(3.53)

(3.54)

Note that, like for the ICP probabilistic formulation (see Sec. 3.3.1), the squared l2 norm cost function derived in Eq. 3.53 is correct only if the measurement noise is
normally distributed. If this is not the case, and for example the noise follows a
Laplace distribution, the cost function will be the l1 -norm. The reader might notice
the similarity of the last equation with the general definition of a least-squares problem
described by Eq. 3.16. Indeed, the factor graph formulation of SLAM can be reduced
to a non-linear least-squares problem, that can be solved as described in Sec. 3.2.

3.4.1

Least-Squares SLAM

Now, for sake of simplicity of the derivation of the least-squares SLAM solution, let us
assume that all factors connect only pairs of nodes. Fig. 3.6 contains a graph showing
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the various aspects of an edge that connects two vertices. Under such condition, we
can define the error associated to a factor connecting a node i, and a node j, as
eij (xi , xj ) = hij (xi , xj ) − zij = b
zij − zij

(3.55)

With this error definition, Eq. 3.54 can be rewritten as follows


F (x)



}|
{
z X

T
∗
eij (xi , xj ) Ωij eij (xi , xj )
x = argmin

|
{z
}
x


hi,ji∈C

eij (xi , xj )


 X

(hij (xi , xj ) − zij )T Ωij (hij (xi , xj ) − zij )
= argmin


x
hi,ji∈C


 X

T
(b
zij − zij ) Ωij (b
zij − zij )
= argmin


x

(3.56)

(3.57)

(3.58)

hi,ji∈C

where C is the set of pairs of indices for which a factor z exists between the state
variables xi and xj .
As in the case of a standard least-squares problem (see Sec. 3.2), we approximate
the error function by using the first order Taylor expansion around a current initial
estimate x̆
eij (x̆ + ∆x) = eij (x̆i + ∆xi , x̆j + ∆xj ) ≃ eij + Jij ∆xi

(3.59)

def.

with Jij being the Jacobian of eij (x) evaluated in x̆, and eij = eij (x̆).
Recalling the derivation in Eq. 3.17, the local approximation is given by
eij (x̆ + ∆x) = ∆xT Hij ∆x + 2bij ∆x + cij
At this point we can rewrite the sum term in Eq. 3.56 as
X
F (x̆ + ∆x) =
eij (x̆ + ∆x)
hi,ji∈C



= ∆xT 
T

X

hi,ji∈C





Hij  ∆x + 2 

= ∆x H∆x + 2b∆x + c

X

hi,ji∈C



(3.60)



bij  ∆x + 

X

hi,ji∈C



cij 

(3.61)

As usual, the previous equation is minimized by solving the linear system H∆x∗ = −b,
and the linearized solution is computed simply by integrating the increments as
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x∗ = x̆ + ∆x∗

Jacobian matrix

(3.62)

Note that the Jacobian Jij depends only on the unknown increments ∆xi and ∆xj .
This means that overall matrix will be mainly composed by zero entries except for the
parts associated to the nodes that the factors connect. More formally, the Jacobian in
this case will have the following form


node i
node i
z
z
}|
{
}|
{


∂eij (x)
∂eij (x)


0 ··· 0
0 · · · 0
(3.63)
Jij = 0 · · · 0

∂xi x=x̆
∂xj x=x̆

{z
}
{z
}
|
|
Aij

Bij

As a consequence of this sparse structure, the edge will contribute in the construction
of the matrix H, and vector b, only in the blocks related to the nodes connected by
the factor. This results on the following structure for Hij


..
.




ATij Ωij Aij · · · ATij Ωij Bij




..
..
..
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(3.64)
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..
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(3.65)

All the other entries will be zero. Since each factor will contribute only to the blocks
H[ii] , H[ij], H[ji] and H[jj] of H, and to the blocks b[i] and b[j] of b, it is possible
to perform a selective and fast update of these structures. Additionally, note that H
is symmetric and therefore we can concentrate only on the upper triangular part of
the matrix since H[ji] = HT[ij]. Consider also that, the error associated to a factor
depends on the relative position between the nodes connecting the factor itself. Since
F (x) is invariant with respect to a rigid transformation of all nodes, this makes the
linear system under determined. To overcome this problem, it is common practice to
constraint one of the increments ∆xk to be zero. This is done by adding an identity
matrix, appropriately scaled, to the diagonal block H[kk] associated to the kth node.
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Least-Squares SLAM on Smooth Manifolds

As explained in Sec. 3.2.1, applying the previous solution to SLAM problems that live
in non-Euclidean spaces would not work smoothly. However if the space we are working
on is a smooth manifold, like in most of the cases in robotics, we can define a ⊞ operator
(Eq. 3.25) that applies a local perturbation (∆x̃) in the Euclidean space to a variation
in the manifold (x). This operator let us to define the new error function
ẽij (x̆ ⊞ ∆x̃) = ẽij (x̆i ⊞ ∆x̃i , x̆j ⊞ ∆x̃j )
≃ ẽij + J̃ij ∆x̃

(3.66)

∂ẽij (x̆ ⊞ ∆x̃)
∂∆x̃

(3.67)

def.

where ẽij = ẽij (x̆) and J̃ij is
J̃ij =

∆x̃=0

The reader can notice that the previous equation depends only on the increments
∆x̃i and ∆x̃j , this allows a further expansion that brings us to the following final form
of the Jacobian
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and recalling Eq. 3.32 we get
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At this point we solve the linear system H̃∆x̃∗ = −b̃, where
X
X
H̃ =
H̃ij =
J̃Tij Ωij J̃ij
hi,ji∈C

b̃ =

X

hi,ji∈C



0 · · · 0
 (3.68)

∆x̃=0
}
(3.69)
∆x̃=0

}

(3.70)

∆x̃=0

}

(3.71)

(3.72)

hi,ji∈C

b̃ij =

X

hi,ji∈C

ẽTij Ωij J̃ij

(3.73)

Jacobian matrix
on manifolds
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Input: state initial guess x̆ = {x̆1 , · · · , x̆T } and factors C = {heij (·), Ωij i}
Output: new solution x∗ and new information matrix H∗
repeat
forall x̆i ∈ x̆ do
Mi ←

∂(x̆i ⊞∆x̃i )
∂∆x̃i

∆x̃=0

end
H̃ ← 0,

b̃ ← 0

forall heij , Ωij i ∈ C do
Aij ←

∂eij (x)
∂xi

,
x=x̆

Bij ←

∂eij (x)
∂xj

x=x̆

Ãij ← Aij Mi , B̃ij ← Bij Mj
H̃[ii] ← H̃[ii] + ÃTij Ωij Ãij , H̃[ij] ← H̃[ij] + ÃTij Ωij B̃ij
H̃[ji] ← H̃T[ij],
H̃[jj] ← H̃[jj] + B̃Tij Ωij B̃ij

b̃[i] ← b̃[i] + ÃTij Ωij eij ,
end

b̃[j] ← b̃[j] + B̃Tij Ωij eij

H[11] ← H[11] + I
∆x̃ ← solve(H̃∆x̃ = −b̃)

forall x̆i ∈ x̆ do
x̆ ← x̆ ⊞ ∆x̃
end
until ¬converged

x∗ ← x̆
H∗ ← 0
forall heij , Ωij i ∈ C do
H̃∗[ii] ← H̃[ii] + ÃTij Ωij Ãij ,

H̃∗[ij] ← H̃[ij] + ÃTij Ωij B̃ij

H̃∗[ji] ← H̃T[ij] ,
H̃∗[jj] ← H̃[jj] + B̃Tij Ωij B̃ij
end
Algorithm 6: Manifold-based Gauss-Newton SLAM algorithm that computes both
the mean, and the information matrix, of the posterior over a set of nodes.
and we apply the increments ∆x̃∗ through the ⊞ operator x∗ = x̆ ⊞ ∆x̃∗ . Algorithm 6
lists a manifold-based Gauss-Newton algorithm that computes both the mean, and the
information matrix, of the posterior over a set of nodes. We omit the non-manifold
version since it is just a reduced instance of the manifold-based one.

Part II

POINT CLOUD
REGISTRATION
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Chapter 4

Augmented Measurements to
Improve the Convergence of ICP

“Measure what is measurable,
and make measurable what is not so.”
— Galileo Galilei, 1564-1642

egistering two point clouds is a building block of many robot applications such as Simultaneous Localization And Mapping, object recognition and detection, augmented reality and many others. This problem
is commonly solved by variants of the Iterative Closest Point algorithm
proposed by Besl and McKay [26].
Researchers focused on improving the original formulation of ICP by looking for
heuristics that provide “good” correspondences. The original idea of picking up the
closest point [26] has been progressively refined to consider features, curvature and
other characteristics of the measurements. However, within ICP and its variants, the
optimization and the correspondence search are not independent. If the optimization
is robust to outliers and exhibits a smooth behavior, the chances that it finds a better
solution at the subsequent step increases. Despite the development of approaches like
Generalized ICP [12], no existing method improve the objective function of the leastsquares problem associated to the alignment.
Since point clouds are the effects of sampling a surface, the local characteristics of
such a surface play an important role in the optimization. From this point of view, the
objective function has to express some distance between surface samples, and the optimization algorithm has to determine the optimal alignment between them. A surface
sample, however, is not fully described just by 3D points, but it requires additional
cues like the surface normal, the curvature and, potentially, the direction of the edge.
GICP minimizes a distance between corresponding points, while it neglects additional
cues that can indeed play a role in determining the transformation and in rejecting

R
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outliers.
In this Chapter we present a novel variant of the objective function of ICP that
is optimized when computing the transformation. This function depends not only
on the relative point distance, but also on the difference between surface normals,
or tangents in case the point lies on an edge. We provide an iterative form for the
optimization routine and we show, through experiments performed on synthetic data
and a standard benchmarking dataset, that our approach outperforms other state-ofthe-art techniques, both in terms of convergence speed and robustness.

4.1

Extending the Measurements

Let ni be the normal of a point pi belonging to a certain surface, and τ i its tangent if
the point is part of an edge, we can then extend Eq. 3.33 as follows
T∗ = argmin
T

+

X
C

X
C

+

X
C

nci ,

nrj

Ωnij

T ⊕ prj − pci
T ⊕ nrj − nci
T ⊕ τ rj − τ ci

T

T

T

Ωpij T ⊕ prj − pci
Ωnij T ⊕ nrj − nci
Ωτij T ⊕ τ rj − τ ci





(4.1)



Here
and
represent respectively the normal of the point pci and prj , and the
information matrix of the correspondence among the two normals. Similarly, τ ci , τ rj
and Ωτij are the tangents and the information matrix of the correspondence among the
two tangents. We recall that, if T is a transformation described by a rotation matrix
R and a translation vector t, the ⊕ operator has different definitions depending on its
arguments

R · x + t if x is a point
T⊕x=
(4.2)
R·x
if x is a tangent or a normal
A Mahalanobis distance between two point clouds can be measured by considering also
the distances of corresponding normals and corresponding tangents after applying the
transformation T, as shown in Eq. 4.1.
By defining an extended point p̃ as a vector consisting of a point p, its normal n
and its tangent τ , we have a straightforward modification of the ⊕ operator as
p̃ = pT , nT , τ T

T

T ⊕ p̃ = (Rp + t)T , (Rn)T , (Rτ )T

T

Eq. 4.1 can be, then, compactly rewritten in terms of extended points as
X
T

T ⊕ p̃rj − p̃ci Ω̃ij T ⊕ p̃rj − p̃ci
T∗ = argmin
T

C

(4.3)

(4.4)

4.1. Extending the Measurements

65

where Ω̃ij = diag(Ωpij , Ωnij , Ωτij ) summarizes the contribution of Ωpij , Ωnij and Ωτij . The
function diag(a1 , . . . , ak ) stands for a diagonal matrix whose entries, starting from
the upper left corner, are a1 , . . . , ak . If the point is not sampled from a locally planar
surface, nor from an edge, a reasonable distance metric is the Euclidean distance. For
these points, we fall back to the ICP case, which is enclosed in Eq. 4.4 by setting the
information matrices of the tangent and the normal to the null matrix: Ωnij = Ωτij = 0.
When measuring the distance between two planar patches, it is reasonable to neglect
displacements along the tangent direction of the plane, while errors along the normal
direction should be more severely penalized. Additionally, the normals of the two planes
should be as close as possible. However, this constraint cannot be enforced when using
−1
only 3D points. To obtain this behavior from the error function, we can impose Ωpij
to be a disc lying on the surface around pci , as done in [12]. Since the tangent is not
defined in a planar patch, we set Ωτij = 0. Additionally, we set the covariance matrix
Ωnij −1 of the normal to have a shape which is elongated in the normal direction. In
this way the error between the normals introduces a strong momentum that “forces”
them to have the same direction. Conversely, when measuring the distance between
two edges, it is reasonable to slide them onto each other along the tangent direction.
−1
This behavior can be obtained by enforcing Ωpij to have a prolonged shape, and to
lie along the tangent direction. The tangent τ , instead, can be used to penalize two
edges not lying on the same direction by setting Ωτij to have a shape which is elongated
in the direction of τ . Since an edge has no normal, Ωnij has to be set to 0. Table 4.1
shows the different configurations of the matrices Ωpij , Ωnij and Ωτij .
The reader might notice that tangents and normals are mutually exclusive. Since
the contributions of the tangent and the normal components to the χ2ij have the same
matrix dimensions, we can further simplify the extended point p̃ by partitioning it
into an affine part p, and in a linear part l. The former is subject to translations and
rotations, the latter only to the rotation. Without loss of generality, in this way it is
possible to reduce the dimension of the error function, and to speed up the calculation.

Table 4.1: This table summarizes the components of the information matrix used in our algorithm,
depending on the type of the structure around a point. Rni and Rτi are two rotation matrices that
bring the y axis respectively along the direction of the normal ni , or the tangent τ i . ǫ is a small value
(10−3 in our experiments).

Case

Ωpij

Ωnij

planar Rni diag( 1ǫ , 1, 1)RTni
edge
none

Rτi diag( 1ǫ , 1ǫ ,
I

1)RTτi

Rni diag( 1ǫ ,
0
0

Ωτij
1
ǫ,

1)RTni

0
Rτi diag( 1ǫ , 1ǫ ,
0

1)RTτi
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We therefore define a compact form for an extended point p̃ as
p̃ = pT , lT

T

T ⊕ p̃ = (Rp + t)T , (Rl)T

T

According to the new formalism, the objective function in Eq. 4.4 becomes
X

T
T ⊕ p̃rj − p̃ci Ω̃ij T ⊕ p̃rj − p̃ci
T∗ = argmin
|
{z
}
T
C

(4.5)

(4.6)

ẽij (T)

where Ω̃ij = diag(Ωpij , Ωlij ), and the information matrices must be modified according
to Table 4.2.

4.2

Carrying Out the Optimization

In this section we present the procedure for the minimization described in Eq. 4.6 by
using a strengthened least-squares procedure. The input of this algorithm are two
sets of extended points p̃r1:n and p̃c1:m , a (noisy) set of candidate correspondences C =
hi, ji1:M and the information matrix Ω̃ij , computed according to Table 4.2. The aim
of this procedure is to find the transform T∗ that minimizes the following objective or
cost function
X
(4.7)
ẽij (T)T Ω̃ij ẽij (T)
T∗ = argmin
{z
}
|
T
C

χ̃2ij

Each correspondence contributes to the overall cost function by the scalar term χ̃2ij .
As previously explained, the minimizing T∗ of Eq. 4.7 can be found by iteratively
solving the following linear system
H∆T = −b

(4.8)

P
P
where H = C JTij Ω̃ij Jij is the Hessian matrix, b = C JTij Ω̃ij ẽij is the coefficient
vector and Jij is the Jacobian of the error function. At each iteration we compute an
Table 4.2: This table summarizes the components of the information matrix for our algorithm when
using a reduced representation.

Case

li

Ωpij

planar

ni

Rni diag( 1ǫ , 1, 1)RTni

Rni diag( 1ǫ ,

edge

τi

Rτi diag( 1ǫ ,

Rτi diag( 1ǫ ,

none

0

I

Ωlij
1
ǫ,

1)RTτi

0

1
ǫ,
1
ǫ,

1)RTni
1)RTτi
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improved solution from the previous transform T using H and b. By solving the linear
system in Eq. 4.8 we determine a perturbation ∆T which is applied to the previous
transform T in order to reduce the error. The transform T of the next iteration is thus
computed as
T = ∆T ⊕ T
(4.9)
For readers interested in further details on the derivation of Eq. 4.8 please refer to
Sec. 3.2.
In our approach, a perturbation ∆T is defined as a vector composed of two parts
(∆tT , ∆qT )T where ∆t = (∆tx , ∆ty , ∆tz )T is a translation vector, and ∆q =
(∆qx , ∆qy ∆qz )T is the imaginary part of the normalized quaternion used to represent
an incremental rotation. If ∆T = 0, the matrix perturbation form is the 4-by-4
identity matrix. Under this parameterization, the Jacobian Jij with respect to the
local perturbation ∆T is computed as


∂eij (∆T ⊕ T)
I −2[T ⊕ prj ]×
=
(4.10)
Jij =
0 −2[T ⊕ lrj ]×
∂∆T
∆T=0
where [v]× is the cross product matrix of the vector v (see Appendix B and Appendix C). In practice, by exploiting the block structure and the sparsity of the Jacobian, it is possible to compute efficiently the linear system in Eq. 4.8.
In order to be robust to the presence of outliers, which usually significantly contribute to the error, the proposed scheme has to be further modified. To reduce the
contribution of these wrong terms, we further robustify the error function by clamping
the norm of the χ2ij of each point to a maximum value. This method is known has
“winsorization”. To this end, we compute a scaling factor γij for each information
matrix Ω̃ij as

γij =

(

1
K
χ2ij

if χ2ij < K
otherwise

(4.11)

where K is a thresholding value of the χ2ij error that discriminates when a pair of corresponding points i and j is considered an outlier or not. Even if the correct correspondences are rejected at the beginning of the iterative process, these will be considered
again as the system converges towards a better solution, since their χ2ij will decrease.
Finally, to smooth the convergence we added a damping factor to the linear system
in Eq. 4.8. In practice, ∆T is found by solving the damped linear system (H+λI)∆T =
−b, since it prevents the solution to take too large steps that might be caused by nonlinearities or wrong correspondences.
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4.3

Optimization Summary

In this section we wrap-up the ideas discussed above and we provide the sketch of an
iterative algorithm for the optimization of Eq. 4.6. At each iteration our algorithm computes an improved transform from the current estimate T by executing the following
steps:
1. compute the information matrices Ω̃ij according to Table 4.2;
2. compute the error vector ẽij as shown in Eq. 4.6;
3. compute the Jacobian Jij according to Eq. 4.10;
4. compute the χ̃2ij as in Eq. 4.7 and the scaling factor γij from Eq. 4.11;
5. compute a scaled version of the Hessian and of the coefficient vector as
X
X
H=
γij JTij Ω̃ij Jij
b=
γij JTij Ω̃ij ẽij
C

C

6. solve the linear system of Eq. 4.8 to find the perturbation ∆T;
7. compute the improved transformation T as in Eq. 4.9.

4.4

Experiments

We validated our approach both on real and synthetic data. The real world experiments were conducted on a publicly available benchmarking dataset, and they show
the performances of our optimization algorithm when included in a full ICP system.
The experiments on synthetic data, instead, allow to characterize the behavior of our
approach under different levels of sensor noise and outlier ratios.

4.4.1

Real World Experiments

For the real world experiments we used the benchmarking dataset by Stuerm et al. [154].
Each test consists in a sequence of depth and RGB images acquired with a calibrated
RGB-D camera in a reference scene. Note that, even if our approach is not restricted
to the use of depth images, we decided to use this dataset since it is labeled with the
ground-truth values of the poses of the camera. We do not make use of the RGB
channels.
In order to provide input data to the algorithm illustrated in the previous section,
we processed the point cloud P generated from each depth image by extracting the local
surface characteristics of all measurements. This is done by approximating all points
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that lie within a fixed ball centered in pi with a Gaussian distribution N (µsi , Σsi ) whose
parameters are computed as described in Eq. 3.35.
For determining if a point lies on a corner, an edge or a flat surface, we analyze the
eigenvalues of its covariance matrix Σsi . If all eigenvalues have more or less the same
magnitude, we assume the point is on a corner. If one of the eigenvalues is smaller
with respect to the other two, we assume the point lies on an edge. Finally, if one of
the eigenvalues is smaller of some order of magnitude with respect to the others then
we assume the point is on a planar patch. This discrimination is necessary to compute
the correct information matrices, according to Table 4.2.
Given two clouds to be aligned, we search the correspondences using a line of
sight criterion over the depth images, we reject the correspondences whose normals
are too different, and we execute one iteration of the optimization. Note that ICP
and point-to-plane GICP are special cases that can be captured by our algorithm just
by modifying the way the information matrices are computed. To focus our analysis
on the objective function we left all parts of the system unchanged, including the
correspondence selection. This represents an advantage for plain ICP, since normally
it does not rely on the surface normals to reject wrong associations.
For each test, we incrementally aligned one frame to the previous one. For each
iteration of the alignment, we compared the difference between the current solution
and the ground-truth. Each attempted alignment produced a plot which shows the
evolution of the rotational and translational error. For compactness, we provide here
only the mean error plots obtained by averaging all errors of a run1 . The reader who
is interested in the individual plots of each alignment, can find them at http://www.
dis.uniroma1.it/~serafin/publications/icp-augmented-measurements.
In order to measure the robustness of the alignments to wrong initial guesses, we
performed several runs of the experiments by considering different levels of frame skip
rate. If we run an evaluation at a frame skip rate equal to N , this means that we
register a point cloud each N , and we discard the others. Table 4.3 shows the average
evolution of the rotational and the translational error on three different sequences, and
at different frame skip rates.
The plotted results point out that our novel objective function in general performs
better than the other approaches, in particular in terms of convergence speed. This is
true especially for the rotational part of the error since it is influenced directly by the
normals. Also in the case where no frame was skipped (first column of Table 4.3), GICP
required twice the number of iterations to converge to the results with respect to our
approach. Moreover, ICP and GICP showed much less robustness to frame skipping
(second and third column of Table 4.3).
1

With run we denote all the alignment over a single test with a certain frame skip rate.
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Table 4.3: Average evolution of the translational and rotational error for three different sequences of
the benchmarking dataset considered, at different frame skip rates. Our approach is labeled “nicp” in
the captions of the images.
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Table 4.4: Average evolution of the translational and rotational error at different outlier ratios and
levels of noise affecting the measurements of the points (standard deviation, in meters) and the normals
(standard deviation in degrees). Our approach is labeled “nicp” in the captions of the images.
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4.4.2

Experiments on Synthetic Data

We conducted experiments on synthetic data in order to assess the effects of the inliers, and of the sensor error, on our optimization function. To this end we generated
a scene consisting of about 300k 3D points with normals and tangents arranged on
surfaces. Then, we computed the correct correspondences and ideal measurements and
we corrupted them. This process has been performed by injecting a variable fraction
of random outliers and perturbing the measurements by adding Gaussian noise to the
points and normal estimates. For each setting we ran our approach, ICP and GICP,
and we plotted the evolution of the translational and rotational error. The results are
shown in Table 4.4.
Overall the experiments on synthetic data reflect the behavior of the real world
ones. Shortly, using additional information in the error function makes the approach
more robust and accelerates the convergence. This is particularly true at high rates
of outliers and sensor noise. Not surprisingly, instead, noise in the normals lowers the
performances. In the unrealistic scenario in which every normal is affected by a 20◦
error at 90% of outliers the translational estimate becomes less accurate than GICP,
but it still converges to a reasonable solution.

4.5

Conclusions

We presented a novel optimization function to register point clouds using an ICP based
algorithm that takes into account an augmented measurement vector. Statistical comparative experiments on real and synthetic data show that our approach outperforms
other state-of-the-art methods both in terms of convergence speed and robustness. As
expected, the normals and the tangents of the surfaces showed an improvement in particular in the rotational part of the error, while keeping the translational one similar
to the other approaches. A further enhancement could be obtained by finding an additional measurement, related to the translation, to be considered in the minimization
of the cost function.

Chapter 5

NICP: Dense Normal Based
Point Cloud Registration

“The truth is in the details.”
— Stephen King, The Duma Key, 2008

ince the introduction of ICP [26], many variants of increased robustness and accuracy have been proposed [8][12][155]. A common intuition
behind these state-of-the-art algorithms is the concept of registering surfaces and not points. At the base of their idea there is the observation
that point clouds are sampled representation of continuous surfaces, and
when seeking for the transformation one has to minimize the distance between corresponding surface elements rather than between corresponding points.
In accordance with this intuition, we present the Normal Iterative Closest Point algorithm, a variant of ICP that can run on-line on a multi-core CPU. The main novelty
of NICP is to use a 6D error metric that takes into account the distance between corresponding points and corresponding surface normals, and uses the surface curvature
as additional cue for data association. NICP leverages our previous analysis on error
functions based on surface properties (see Chapter 4). In that work we provided experimental evidence that considering the geometric structure around the points enlarges
the basin of attraction. NICP is reported to compare favorably to other state-of-the-art
methods on a large publicly available benchmarking dataset.
A common application of point registration methods is the tracking of the position
of a moving sensor while constructing local models of the environment. Performing
pairwise registrations between consecutive measurements leads to an unavoidable drift
in the estimate due to error accumulation. To reduce this effect, it is common to register
the current frame against a reference model that is augmented each time a successful
registration is performed. Whereas this reduces the drift, a naive implementation would
result in a linear growth of the number of points in the model that renders the execution

S
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slower over time. Common strategies to deal with the increasing number of points
consist in aggregating the measurements through dense or sparse voxel representations.
These approaches, however, do not easily cope with dynamic aspects since removing
dynamic parts of the scene requires expensive ray-casting operations.
In this Chapter, we provide a detailed description of NICP. We aim at providing
enough information to the interested readers that want to develop their own implementation of the method. Additionally, we discuss a set of algorithmic enhancements to
the original system that reduce the computation time by 50% compared to the full implementation. Being more efficient, this system can be used with multiple sensors [156]
or run on low-end computers. Moreover, we present a projection-based cloud merging
approach that allows to limit the number of points in the scene as new clouds are
added, and that naturally deals with moderate dynamics in the scene. Our merging
method is straightforward to implement and directly operates on unorganized point
clouds. We validated our approaches on a large standard benchmarking dataset, and
on real world scenarios, by performing both quantitative and qualitative experiments.
An implementation of our approach is publicly available on the web at http://www.
dis.uniroma1.it/~labrococo/nicp.

5.1

Normal ICP

Our method is a variant of ICP that deviates from the general scheme presented in
Section 3.3. Instead of considering only the Euclidean distance between points, we
exploit the local properties of the surface, characterized by the surface normals and the
local curvature, both in the search for correspondences, and in the computation of the
best alignment. In addition to that, to reduce the drift occurring when recovering the
trajectory of the sensors through pairwise alignment of consecutive measurements, we
construct a global model of the scene by integrating new point clouds.
Figure 5.1 illustrates the different stages of our system that are resumed below:
• as previously described in Sec. 3.1.1, our algorithm computes a Cartesian representation of the 3D point cloud from the raw input data, shall it be a 3D scan, a
depth image or a combination of them;
• subsequently, our method adds to each point of the cloud the properties of the
surrounding surface, namely normal and curvature (see Section 5.1.1);
• as in a traditional ICP our approach iterates the following steps to refine an initial
transform T:
– search for correspondences performed using a time efficient line of sight
criterion (Section 5.1.2).
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Figure 5.1: Data flow of our approach NICP.

– computation of the transformation that minimizes the difference between
the corresponding points and their normals (Section 5.1.3). This differs from
previous variants of ICP that minimize the distance between the euclidean
positions of corresponding points. With respect to the common point-toplane metric, our least-squares formulation allows to solve two additional
degrees of freedom in the orientation of the surfaces, thus enlarging the
basin of attraction;
• once convergence is reached, or the iterations terminate, our method merges the
current cloud into an existing model: the scene (see Section 5.1.4). In this phase,
elements belonging to dynamic objects or inconsistencies are eliminated, and
nearby points are merged to keep the size of the cloud tractable.

5.1.1

Computing Local Surface Statistics and Normals

The very first step of our method is to apply the unprojection function π −1 of Eq. 3.11
to the raw measurements to compute a Cartesian representation of the point cloud.
This is done once each time a new measurement becomes available. In case one uses
multiple sensors this procedure is performed individually for each of them, producing
one Cartesian cloud for each sensor. A point measurement obtained by a range sensor is
a sample of a piece-wise continuous surface. This is the core idea of the point-to-plane
and plane-to-plane metrics used by Chen et al. [146] and Segal et al. [12].
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We locally characterize the surface around a point pi with its surface normal ni
and curvature σi . In order to compute the normal, we extract the covariance matrix of
the Gaussian distribution Nis (µsi , Σsi ) of all the points that lie in a sphere of radius R
centered in the query point pi . In our evaluation, we found experimentally that 10 cm
is a good value for R in indoor environments. If the surface is well defined, meaning
that it is reasonably flat, it can be approximated by a plane, and only one eigenvalue
of the covariance will be substantially smaller than the other two. The surface normal
is selected as the eigenvector associated to the smallest eigenvalue and, if necessary,
reoriented towards the observer point of view.
Similar to GICP, for each point pi we compute the mean µsi and the covariance
s
Σi of the Gaussian distribution by using Eq. 3.35. To determine the set Vi of points
inside the sphere, a standard implementation of the above algorithm would require
expensive queries on a KD-tree data structure where the cloud is stored. To speed up
the calculation, we adopt an approach based on integral images, described in [6], that
allows us to compute Eq. 3.35 in constant time (see Appendix D). Once the parameters
of the Gaussian are evaluated, we get its eigenvalue decomposition as follows


λ1 0 0
Σsi = R  0 λ2 0  RT
(5.1)
0 0 λ3

In the previous equation λ1:3 are the eigenvalues of Σsi in ascending order, and R is the
matrix of eigenvectors that represent the axes of the ellipsoid that approximates the
point distribution. We use the curvature σi = λ1 / (λ1 + λ2 + λ3 ) ∈ [0, 1] to discriminate
how well the surface is fitted by a plane (see [157] for more details). The smaller it is
σ, the flatter is the surface around the point.
In the real case, due to the sensor noise, even surfaces that are perfectly planar
will not have an exact 0 curvature (or in other words the smallest eigenvalue null). To
reduce the effect of this noise, when needed, we modify the covariance matrix Σsi by
forcing a “disc” shape. This can be achieved by modifying the length of the axis of the
ellipsoid in the following way


ǫ 0 0
(5.2)
Σsi ← R 0 1 0 RT
0 0 1

where ǫ is a small coefficient, in our experiments ǫ is equal to 0.001. If the surface is
not well approximated by a local plane (the curvature is high), we do not modify Σsi .
This technique has been first introduced by GICP.
After this step, each point pi belonging to the cloud is augmented with its own
surface characteristics hµsi , Σsi , σi i. Figure 5.2 (left image) shows an example of its
typical outcome.
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Figure 5.2: Left: example of the effect of extracting the surface statistics. According to their curvature
σ, green ellipsoids correspond to points lying on flat regions while red ones to corners. Right: example
of the output generated after evaluating the data association. Correspondences are shown as violet
lines connecting matching points in the blue and green clouds.

In case one uses multiple sensors, our approach adds the surface normals and curvatures of the points individually for each point cloud. This operation is carried out
c be these clouds. By knowing the pose of
in the reference frame of the sensor. Let P1:k
each sensor K1:k with respect to the reference frame of the robot (or more in general
a common reference frame), our method computes a global cloud P c in that frame as
c , after applying the corresponding transform
the union of the points in P1:k
[
Pc =
Ki ⊕ Pic
(5.3)
Ki ∈S

with S being the set of sensors used.

5.1.2

Line of Sight Correspondence Finding

Similar to [8] and [13] we search for the correspondences by using a line-of-sight criterion. More in detail, we project the reference cloud on a depth image whose viewpoint
is the current estimate of the transformation, and points that fall in the same pixel coordinates that have compatible normals and curvature are labeled as a correspondence.
Note that this projection operation does not need to be performed for the current
cloud, since we have already the corresponding depth image. While the approach by
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itself is straightforward, it is necessary to design an efficient implementation due to the
potentially large amount of data the algorithm has to manipulate. We describe now
a procedure that reduces the memory movements and brings the clouds manipulation
to the minimum. The first assumption we make is that the point clouds are stored in
arrays not necessarily ordered in any way. To describe our procedure we first introduce the concept of index image. Given a projection model π(R3 ) → R3 defined as in
Sec. 3.1.1, an index image I is matrix where the element of coordinates (u, v) contains
the index of the point pi in the array such that π(pi ) → (u, v, d)T . If more than one
point falls in the same pixel, we store the index of the point closest to the observer and
having a normal oriented towards the center of projection (the point of view). This
operation is simply implemented using a depth buffer.
Now, let I(π, P) be an index image computed from the cloud P using the projection
function π. At the beginning of the registration process we compute the current index
image by projecting all points of the current cloud P c
I c = I(π, P c )

(5.4)

Since our optimization procedure keeps fixed the current cloud, I c does not move during
the entire alignment, thus we do not need to recompute it at every iteration.
Conversely, we need to calculate the index image I r of the reference cloud P r at each
iteration. This is necessary since, at each iteration, we have to re-map the reference
cloud in the frame of the current cloud using the most recent transform T
I r = I(π, T ⊕ P r )

(5.5)

Here ⊕ applies the transformation T to the whole cloud P r .
The reference cloud P r can be large, thus this reprojection is an expensive step.
An easy optimization consists in clipping P r around the current location once before
starting the iterations.
Let Iu,v be the value of the pixel of coordinates (u, v) in the index image I. At this
point, from I r and I c we generate a candidate correspondence for each pixel coordinates
c , Ir
(u, v) as hi, jiu,v = Iu,v
u,v . A candidate correspondence hi, ji between the points
c
r
pi and pj is rejected if one of the following constraints is verified:
• either pci or prj do not have a well defined normal;
• the distance between the point in the current cloud and the reprojected point in
the reference cloud is greater than a threshold
kT ⊕ prj − pci k > ǫd

(5.6)

• the magnitude of the log ratio of the curvatures of the points is larger than a
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threshold
| log σic − log σjr | > ǫσ

(5.7)

• the angle between the normal of the current point and the reprojected normal of
the reference point is greater than a threshold
nci · (T ⊕ nrj ) < ǫn

(5.8)

In our evaluation, we found experimentally that good values for ǫd , ǫn and ǫσ are
respectively 0.5 m, 0.95 and 1.3. Figure 5.2 (right image) illustrates an example of
the output of the correspondence selection. By using index images, we avoid copying
points, normals and covariance matrices in temporary structures, thus increasing the
whole speed of the algorithm.
In case of multiple sensors this procedure is repeated independently for each of them,
producing two index images for each sensor Ikc and Ikr , by considering the relative pose
of the sensor on the mobile base. This leads to the following formulation for equations
5.4 and 5.5
c
r
(5.9)
Ikc = I(π, K−1
Ikr = I(π, T ⊕ K−1
k ⊕P )
k ⊕P )
The remaining operations remain the same.

5.1.3

Computing the Relative Transform

Once we have evaluated a set of correspondence pairs C = hi, ji1:M , we compute the
relative transformation between the two frames by using an iterative least-squares formulation. Recall that each ith point in a cloud contains the following information:
the Cartesian coordinates pi , the surface curvature σi , the surface normal ni and the
covariance matrix Σsi .
T
and T a transformation matrix
Let p̃ be a point with normal p̃ = pT nT
parameterized by using rotation matrix R and a translation vector t. The ⊕ operator
on points with normals can be defined as


Rp + t
′
(5.10)
p̃ = T ⊕ p̃ =
Rn
This means that, given a correspondence pair and the current transform T, the error
eij (T) is a 6D dimensional vector
eij (T) = T ⊕ p̃rj − p̃ci

(5.11)
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Substituting Eq. 5.11 in Eq. 3.33 leads to the following objective function
X
eij (T)T Ω̃ij eij (T)

(5.12)

C

Here Ω̃ij is a 6 × 6 information matrix whose goal is to scale the different components
of the error. The ideal behavior we want to obtain from that matrix is to rotate
corresponding points so that their normals align, while at the same time, the distance
along the normal direction is penalized. In addition to this, it must also neglect the
distance along the plane tangents. With this in mind, we impose the translational and
normal components to be independent between each other, and we select Ω̃ij as follows
 s

Ωi 0
Ω̃ij =
(5.13)
0 Ωni
Here Ωsi = Σsi −1 is the surface information matrix around the current point pci , and
Ωni is the information matrix of the normal. If the curvature is small enough we force
Ωni to have a disk shape as follows

1
ǫ 0 0
(5.14)
Ωni ← R  0 1 0 RT
0 0 1

otherwise we impose Ωni to the identity. By generating such information matrices, a
correspondence pair is minimized by allowing the points to slide onto each other along
the tangential direction of the surface, and rotating them so that their normals align.
The reader might notice that setting Ωni to zero makes our objective function identical
to point-to-plane GICP. To reduce the effect of outliers we further robustify the error
function by clamping the norm of the χ2ij of each point to a maximum value as described
in Eq. 4.11.

Our method minimizes Eq. 5.12 by using a local parameterization of the perturbation in the following form: ∆T = (∆tx , ∆ty , ∆tz , ∆qx , ∆qy , ∆qz )T . It is composed
by the translation vector ∆t = (∆tx , ∆ty , ∆tz )T and the imaginary part of the normalized quaternion ∆q = (∆qx , ∆qy , ∆qz )T . In order to smooth the convergence
of the whole system we use a damped Gauss-Newton algorithm. This prevents the
solution to take too large steps that might be caused by non-linearities or wrong correspondences. More formally, at each iteration our approach solves the following linear
system
(H + λI)∆T = −b
(5.15)
P T
P T
Jij Ω̃ij eij (T) is the
Here, H =
Jij Ω̃ij Jij is the approximated Hessian and b =
vector of residuals. Once we computed the perturbation ∆T from Eq. 5.15, we refine

5.1. Normal ICP

81

the current transformation as
T ← ∆T ⊕ T

(5.16)

The Jacobian Jij is calculated by evaluating the derivative of Eq. 5.11 in ∆T = 0
∂eij (∆T ⊕ T)
Jij =
∂∆T



I −2[T ⊕ prj ]×
=
0 −2[T ⊕ nrj ]×
∆T=0



(5.17)

where [v]× is the cross product matrix of the vector v (see Appendix B and Appendix C). Note that, it is possible to construct efficiently the linear system in Eq. 5.15
by exploiting the block structure of the Jacobian, and its substantial sparsity.
In case of multiple sensors, we carry out a single optimization step based on all
correspondences found in all sensor frames. The aim of this optimization step is to
compute the transform of the robot origin that minimizes all correspondences. Since
all points in the clouds are expressed in a common frame, we do not need to take care
of the sensor transformations K1:k that have been already embedded in the points.

5.1.4

Point Cloud Merging

To gather a local map by tracking the pose of a robot, it is common to perform several
pairwise alignments. Each registration introduces a small error and the map can rapidly
become inconsistent. To limit this drift, performing recursive alignments on the same
model has been reported to be very effective. After registering each new measurement,
a local map is augmented with the new aligned data. This is at the base of KinFu, and
many successful 2D mapping approaches. The model generated in this way is typically
locally consistent.
A naive implementation of this strategy would result in constant growth of the
points in the reference model, and since the performance of the algorithm depends
directly on the number of points, we might expect a linear increase in per-frame computation as the time passes. Note that, many of these points are samples of the surface
very close in space. To keep the process tractable, and enhance the quality of the
model, it is common practice to apply some decimation or aggregation technique. Furthermore, each point is a measurement that comes with its own error that depends by
the sensor. In case of depth cameras typically this error grows with the distance measured. Based on the above considerations, while doing this decimation, it is frequent
to refine the point statistics.
In our current implementation we keep for each point the coefficients of a 1D normal
distribution that describes the isotropic uncertainty of the measurements in the space.
In principle, one could represent the full 3D distribution of a point noise, however, our
experiments have shown that an isotropic noise provides the best trade off between
computation time and accuracy.
The aim of a merging procedure is to fuse the points of two clouds to get a unique
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Figure 5.3: Graphical example showing the three possible cases considered by our method during the
clustering step of the merging process. In the image, kc represents the origin of the current point cloud.

consistent model, and at the same time to refine the statistics of the points. The new
model should have a regular density of measurements. A merging procedure therefore
consists of two components:
• clustering, where we partition the input clouds in sets of points that will contribute to a single one in the output cloud;
• update, where all statistics of the new point are fused to a new one.
Optionally, if the scene is dynamic we might want also to remove points from the model.
In this section we present a projection based approach for clustering that leverages
the index-image data structure presented before. This model allows us to efficiently
group the points into sets and it handles occlusions. We omit the case of multiple
sensor as it is a straightforward extension of the single sensor case.
We assume to have two aligned clouds: P r and P c , and to know the relative transform T between them. We can then compute a view of the reference as if it was
observed from the origin of P c . This is done already during the computation of the
correspondences through Eq. 5.5. In addition to the index image I r , we also compute
the range images D r and D c for both P r and P c . This operation naturally handles
occlusions. Let Du,v be the value of the pixel of coordinates (u, v) in the depth image
D. By selecting a distance threshold parameter τ , we scan the two depth images pixel
by pixel and based on the depth comparison we perform the following operations:
c − Dr
• if Du,v
u,v > τ , the new beam crosses an existing element of the reference
r
with the
surface. In absence of noise, this results in replacing the point Du,v
c
point Du,v . In other words, if we see through a point in the reference cloud we
replace it with the corresponding transformed point in the current cloud;
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Figure 5.4: Example of merging. Note the difference in the thickness of the walls due to sensor
uncertainty before the merging (left), and after (right).

r − D c > τ , the new beam ends much before a point in the previous cloud.
• if Du,v
u,v
This results in the new point to be added to the reference model as it might be
due to a new object entering in the scene;
r − D c k < τ , the two points are close, so they are likely to belong to the
• if kDu,v
u,v
same surface, and they end up in the same cluster.

Figure 5.3 illustrates these three cases.
Please note that, compared to traditional clustering approaches that rely on voxelization, this method makes use of the free space and naturally handles the removal
of old points in the scene. In the worst of the cases we have a number of clusters equal
to the number of pixels in the image.
Once we are done with the clustering, we update the noise statistics of each point
and we adjust its estimate by using an information filter as follows
Ωu,v =

N
X
i=1

Ωm
i

µu,v = Ω−1
u,v

N
X
i=1

Ωm
i · pi

(5.18)

where Ωm
i is the inverse of the covariance matrix of the i-th point pi falling in the
cluster (u, v). We replace then the estimate of each point in the reference cloud with
the mean of the cluster.
After updating the point positions, we need to recompute the normals by applying
the procedure described in Section 5.1.1. Note that only the normals within the area
of the cloud where points have been inserted or modified are recomputed. Fig. 5.4
highlights how the merging helps to remove artifacts (thick wall) generated by a naive
accumulation of the point clouds.
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pu,v-Δ
pu+Δ,v
pu-Δ,v

pu,v
pu,v+Δ

vu
nu,v

vv

Figure 5.5: Graphical example of cross product surface normal computation. The red square on the
top right is a magnification of a part of the range image shown on the left. We select a square region
on the depth image, around the query point pu,v , whose neighbor points pu+∆,v , pu−∆,v , pu,v+∆ and
pu,v−∆ are used to compute the normal through the cross product vu × vv (right bottom image).

5.2

Speeded Up Normal ICP

Thanks to its parallel implementation, NICP is able to execute in real-time. However,
this can not be ensured when NICP is used in conjunction with low-end computers or
with multiple sensors. Albeit a GPU implementation is relatively straightforward, we
focused on improving the algorithm and postponed the GPU version to a later stage.
In the remainder of this section we highlight the bottlenecks of the procedure described before, and how we addressed them to further enhance the performance.

5.2.1

Computation of the Normals and the Point Statistics

The computation of the surface statistics (Section 5.1.1), requires the solution of a
third degree polynomial for each pixel to calculate the eigenvalue decomposition of the
covariance.
A faster but less accurate alternative way, is to compute the normals directly in
the depth image, as the normalized cross product of points projecting onto adjacent
pixels (see Figure 5.5). Namely, given the point pu,v that projects in the pixel (u, v),
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we compute its normal direction as follows
n′u,v = (pu+∆,v − pu−∆,v ) × (pu,v+∆ − pu,v−∆ )

nu,v =

n′u,v
||n′u,v ||

(5.19)

Here, ∆ is an offset on the image of a few pixels. This procedure is substantially faster,
however leads to poor quality normals, that improve as ∆ increases. Typical values of
∆ range from 2 to 5 pixels. To further smooth the normal we apply a block filtering
to the normals.

5.2.2

Computing the Relative Transform

During the alignment the reference cloud is “moved” at each iteration. Since the
number of points in the reference augments over time, the computation increases accordingly. An alternative is to perform the optimization by computing the transform
T that maps the current cloud onto the reference as follows
X
T

T ⊕ pci − prj Ωij T ⊕ pci − prj
T∗ = argmin
(5.20)
T

C

This approach, combined with our projection based data association, has the major
drawback of “fixing” the reference projection. If the offset is large, the current cloud
might be dragged out of the field of view of the reference during the optimization. To
cope with this problem, we use a projection function in the correspondence search that
has a broader field of view with respect to the original one. In this way, we capture
in the reference projection a larger portion of the scene, and during the optimization
the current projection is more likely to stay in the frustum used to render the reference. With this slightly different objective function to be minimized, the Jacobian Jij
becomes


∂eij (∆T ⊕ T)
I −2[T ⊕ pcj ]×
=
(5.21)
Jij =
0 −2[T ⊕ ncj ]×
∂∆T
∆T=0
Additionally, our time enhanced version performs a set of pyramidal alignments
at increasing resolutions rather than operating at a fixed one. This has the benefit
of enlarging the convergence of attraction for data association as the pixels become
bigger, and to speed up the computation. Accuracy is preserved when performing the
alignment at higher resolutions. The reader might notice that this can be done by
simply modifying the parameters of the projection function π.

5.2.3

Point Cloud Merging

The update strategy used in the merging procedure requires to keep an information
filter per point, and then to recompute the statistics in the regions observed.
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To speed up the computation, for each point in a cloud we keep a mono dimensional
information ωu,v representing the uncertainty of both normal and point. The update
of the point and its normal is carried out in an information-like form as follows

ωu,v =

N
X

Ωm
i

−1
µpu,v = ωu,v

i=1

N
X
i=1

ω i · pi

−1
µnu,v = ωu,v

N
X
i=1

ω i · ni

(5.22)

The normals are scaled to unit norm after computing the means.

5.2.4

Optimizing Memory Access

From a hardware point of view, the main bottleneck of the procedure lies in the scattered memory access induced by the double indirection through index images. We
observed a 20% increase in performance when reordering the points before each alignment. Our point clouds are represented as unordered arrays. During all procedures,
the access to the arrays is either linear or follows the order of the pixels in the index
image. An alignment operation is likely to access the pixels in these two orders. To
guarantee a more “regular” access, before each alignment we sort the points in the
reference cloud so that the first block of the array are the points in the index image
used for computing the correspondences, in the order set by the index image.

5.3

Experiments

In Chapter 4 we performed a convergence study of the error function of Normal ICP.
In this section we aim at comparing both a pairwise and a recursive implementation
of NICP that integrates the merging procedure described before. For the remainder of
this work, we will refer to the speeded up variant of NICP introduced in Sec. 5.2 with
the name of SNICP. We used 3D laser and depth camera based benchmarking datasets.
In addition to this, we also show qualitative results of our tracking algorithm working
both in a environment with dynamic objects, and with multiple sensors.
We performed an extensive evaluation of NICP and SNICP against the state-of-theart methods: point-to-plane GICP, DVO, NDT and KinFu. We used the ROS [158]
version of DVO and NDT as suggested by the authors and available on the web, while for
KinFu we used the implementation provided by the Point Cloud Library (PCL) [159].
Since point-to-plane GICP is a special case of our algorithm, where the error in the
normal part of the optimization stage is neglected, and the correspondences are selected
based only on point distance, we used our own GICP implementation. Note that
our implementation of GICP benefits of all the data structures and the surrounding
algorithms that are used in NICP, namely the extraction of the statistics and the
calculation of the correspondences. For NDT and KinFu we used the default parameters
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found in their implementations. In the case of GICP, SNICP and NICP, instead,
we used the values indicated in the previous sections and we forced them to run all
the iterations independently by the χ2 value obtained. In particular, the number of
iterations has been set to 10 for both GICP and NICP, while SNICP was configured
to perform 3 iterations at three different levels of dimension of the input depth images
(1/4, 1/2 and full size). An aggregated list of parameters used in the experiments for
NICP can be found on the website linked before.
To measure the performance of an algorithm we used the benchmarking tools of
Sturm et al. [154], and we computed the Relative Pose Error (RPE). The RPE measures the pairwise alignment error between successive poses. More formally, given the
groundtruth transform between two consecutive point clouds Tgt , and the transform
T calculated by one of the algorithms considered in the comparison, the RPE computes the translational and rotational difference of the offset transform ∆To = T−1
gt T.
In particular, the translational error te is computed as the module of the translation
vector to of ∆To . The rotational error Re , instead, is taken as the rotation angle of
the rotation matrix Ro associated to ∆To . In the ideal case when the transform T is
exactly equal to Tgt , the transformation offset To would be the identity matrix, and
thus both the translational and rotational errors equal to zero. All datasets have been
processed on a i7-3630QM running at 2.4 GHz and with a nVidia GeForce GT 650M
graphics card. All the parameters used in the evaluation can be found on the previously
linked NICP website.
The depth camera data used in these experiments is the ETH Kinect benchmarking
dataset developed by Pomerleau et al. in [160]. Each test consists in a sequence of
depth and RGB images acquired with a RGB-D camera. For benchmarking purposes,
the ground-truth is available. The dataset covers 3 environments of increasing complexity (low, high, medium), with 3 types of motions (rotational, translational, fly) at
3 different speeds (slow, medium, fast). Using tests where the motion of the camera is
high allows to evaluate the robustness of the algorithms to poor initial guesses. Indeed
a big camera velocity implies an increasing average distance between two processed
frames. Note that, since this dataset is recorded with a high frame rate, the RPE is
computed on poses with a difference in time of 1 second.
For testing registrations on 3D laser measurements we used the benchmarking
dataset provided by Pomerleau et al. in [161]. Like for the case of depth camera
data, we evaluated the algorithms computing the RPE error. However, instead of conTable 5.1: Mean and standard deviation of the pairwise point cloud registration time for each algorithm
over all the sequences contained in the ETH Kinect dataset.

Mean
Std. Dev.

NDT
105 ms
23 ms

GICP
12 ms
1 ms

DVO
3 ms
1 ms

NICP
12 ms
1 ms

NICP
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Figure 5.6: Side views of the reconstruction of the ETH Hauptgebaeude dataset. Top-left: groundtruth. Top-right: NICP reconstruction. Bottom-left: GICP reconstruction. Bottom-right: NDT
reconstruction. NICP was able to reconstruct consistently the scene while both NDT and GICP
generated a shortened corridor (count the arcs).

sidering an interval of time of one second between two poses, we computed the error
at each frame. This has been done because the frame rate of 3D laser tests are much
lower. Also in this case the ground-truth is available.

5.3.1

Pairwise Depth Camera Tracking

In this section we show a comparison of NICP with point-to-plane GICP, DVO and
NDT on a depth camera based dataset. Whereas DVO requires the intensity channel,
thus it does not belong to the same class of the other algorithms, we included it in the
comparison since it is very fast and stable when the lighting conditions are favorable.
As shown in Table 5.1, in terms of processing time, NDT resulted to be the slowest
algorithm in computing a single registration. It required in fact about 105 ms. All
other approaches, GICP, DVO and NICP, managed to execute in real time computing
respectively a registration in about 12 ms, 3 ms and 12 ms. DVO reaches the highest
frame rate, since it processes a substantial smaller quantity of data.
Table 5.2 reports the results obtained in processing all the benchmarking sequences
of the ETH Kinect dataset with NDT, GICP, DVO and NICP. For each approach and
for each test, we processed all the images in sequence and we generated the estimated
trajectories. Green cells in the table highlight the best result for each specific test
among all the compared algorithms. NICP is almost always more accurate than NDT,
GICP and DVO. The effect of using normals in the error function minimization allows
to better reduce the rotational error and, as a result, also the translational drift benefits
from this. In part of the tests, specifically the fast ones, both the translational and
rotational errors are quite large. The cause of these large errors is that the algorithms
lost the tracking due to the significant displacements between the clouds.

5.3.2

3D Laser Data Registration

Here we show a comparison between NDT, point-to-plane GICP and NICP on the 3D
laser benchmarking dataset provided by Pomerleau et al. in [161]. We present the

NDT
0.452/0.363
1.142/2.104
0.132/0.081
0.225/0.178
0.217/0.276
0.112/0.081
0.150/0.158
0.213/0.286
0.064/0.045
0.704/0.733
0.614/1.188
0.175/0.109
0.280/0.257
0.185/0.171
0.094/0.051
0.162/0.146
0.231/0.303
0.114/0.113
0.652/0.459
0.330/0.512
0.128/0.060
0.236/0.236
0.160/0.186
0.091/0.053
0.113/0.113
0.111/0.129
0.074/0.055

GICP
0.284/0.253
0.892/0.864
0.115/0.070
0.076/0.062
0.123/0.126
0.046/0.020
0.055/0.031
0.090/0.103
0.038/0.024
0.282/0.277
0.329/0.522
0.073/0.031
0.069/0.041
0.075/0.077
0.063/0.029
0.059/0.073
0.100/0.149
0.048/0.043
0.460/0.279
0.744/0.900
0.090/0.046
0.070/0.046
0.114/0.110
0.036/0.016
0.050/0.029
0.060/0.075
0.032/0.021

DVO
1.150/1.091
0.824/0.640
0.174/0.124
0.249/0.190
0.276/0.234
0.147/0.081
0.128/0.061
0.226/0.220
0.150/0.077
1.204/0.898
1.094/0.944
0.519/0.285
0.521/0.371
0.488/0.285
0.346/0.185
0.407/0.256
0.466/0.287
0.418/0.238
1.282/0.850
0.614/0.421
0.217/0.116
0.422/0.222
0.280/0.223
0.229/0.147
0.204/0.135
0.212/0.174
0.215/0.106

NICP
0.291/0.259
0.357/0.274
0.096/0.039
0.069/0.039
0.103/0.108
0.043/0.020
0.053/0.029
0.090/0.113
0.042/0.033
0.294/0.265
0.316/0.367
0.072/0.030
0.077/0.087
0.054/0.037
0.063/0.028
0.052/0.058
0.089/0.121
0.039/0.032
0.343/0.243
0.285/0.242
0.086/0.038
0.058/0.039
0.076/0.067
0.038/0.019
0.040/0.023
0.055/0.064
0.034/0.027

NDT
17.6/11.0
29.1/42.2
6.4/2.9
9.8/6.9
10.0/3.4
5.6/3.6
4.9/3.1
5.9/3.6
2.9/1.7
19.9/37.8
26.9/41.1
6.5/3.9
6.9/5.4
8.7/3.7
4.9/3.1
4.0/3.7
5.9/4.8
3.0/1.7
35.0/33.2
15.6/14.5
6.3/3.1
11.1/14.1
8.5/3.5
3.9/2.3
3.6/2.6
4.5/2.4
3.1/2.1

GICP
20.2/19.2
35.4/33.1
5.9/4.7
4.8/3.0
8.4/3.3
2.5/1.2
3.2/1.8
4.0/2.1
1.7/0.8
12.8/12.4
20.8/22.6
4.9/2.7
3.8/2.3
7.0/2.5
3.8/2.4
2.8/3.4
4.3/2.8
2.0/1.1
33.9/32.0
27.3/29.9
5.2/2.6
4.3/2.9
8.6/3.6
2.0/0.9
2.7/1.8
3.0/1.6
1.6/0.8

DVO
41.8/34.4
24.7/20.0
5.4/3.1
9.4/6.9
8.6/6.0
4.6/2.4
4.7/2.1
6.1/5.4
4.5/2.4
36.7/30.4
29.8/23.0
14.5/8.3
13.9/9.9
12.7/9.8
8.6/5.6
14.6/9.8
11.4/8.0
9.1/5.1
38.5/28.0
18.2/12.9
5.7/2.7
12.7/9.0
6.2/4.2
6.0/3.6
6.1/3.9
5.2/4.0
6.2/3.4

NICP
24.1/21.4
14.3/12.6
5.3/2.6
5.9/4.1
8.4/3.3
2.5/1.2
3.3/1.6
3.8/1.9
1.4/0.7
14.6/14.6
15.5/11.7
5.0/2.5
4.3/3.8
6.7/2.3
3.7/2.2
2.7/2.5
3.7/2.4
1.6/0.9
29.5/27.9
13.9/8.0
5.0/2.4
4.1/2.3
7.7/2.7
2.0/0.9
2.6/1.2
2.4/1.1
1.4/0.8

Mean / Standard Deviation Rational Error [deg◦ ]

Table 5.2: Pairwise point cloud registration mean and standard deviation of the relative translational and rotational error for all
the sequences of the ETH Kinect dataset. Green cells in the table highlight the best mean result for each specific test among all
the compared algorithms (NDT, GICP, DVO, and NICP).

Sequence
high-fast-f
high-fast-r
high-fast-t
high-med-f
high-med-r
high-med-t
high-slow-f
high-slow-r
high-slow-t
low-fast-f
low-fast-r
low-fast-t
low-med-f
low-med-r
low-med-t
low-slow-f
low-slow-r
low-slow-t
med-fast-f
med-fast-r
med-fast-t
med-med-f
med-med-r
med-med-t
med-slow-f
med-slow-r
med-slow-t

Mean / Standard Deviation Translational Error [m]
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GT

NICP

GICP

NDT

Inconsistency
Figure 5.7: Side views of the reconstruction of the ETH Stairs dataset. Top-left: ground-truth. Topright: NICP reconstruction. Bottom-left: GICP reconstruction. Bottom-right: NDT reconstruction.
Both NICP and NDT consistently reconstructed the scene, GICP failed in aligning the part on the
back of the stairs.

results on two different sequences:
• ETH Hauptgebaeude captures the main building of ETH Zurich and the laser
moved basically along a straight direction in a long corridor;
• ETH Stairs is a record of the internal and external part of a building, the
laser moved along a corridor and it went outside passing through two doorways.
Between the doorways the scanner climbed five steep stairs.
The images in Fig. 5.6 and Fig. 5.7 illustrate the ground-truth, and the reconstructions obtained with NDT, GICP and NICP. While NICP was able to consistently
reconstruct both scenes from the datasets considered, GICP and NDT were not. Note
that, despite the fact that the ETH Hauptgebaeude dataset is mostly composed of
curved surfaces, NICP performed very well. NICP is an extended version of point-toplane GICP that makes use of the normals in the error function. To further stress
this aspect, we performed additional experiments on 3D laser data where we gradually
transformed GICP in NICP, by increasing the weight of the normal component. To
this end we executed NICP with different scaling factors for the information matrices
Ωnij of the normals: 0 (GICP), 0.33, 0.66 and 1 (NICP). Note that when Ωnij is null,
the block of the error vector relative to the normals is always null. This, together with
computing the correspondences based only on point distance, results in NICP behaving
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Figure 5.8: Evolution of the mean of the RPE, and its standard deviation, when incrementally increasing the weight of the surface normals in the algorithm. The first and second plots illustrate respectively
the translational and the rotational part of the error for the ETH Hauptgebaeude dataset. The third
and fourth plots illustrate respectively the translational and the rotational part of the error for the
ETH Stairs dataset.

as GICP. The more we increase this scaling factor, the more accurate is the result and
the lower the standard deviation (see Figure 5.8). These plots show that the normals
provide relevant information that contributes to improve the results and the robustness
of NICP.

5.3.3

Incremental Depth Camera Tracking

In this section we present a comparison of the incremental implementations of NICP
and SNICP against NDT, point-to-plane GICP and KinFu using the large depth camera
standard benchmarking dataset developed by Pomerleau at al. in [160] (ETH Kinect).
To allow for a fair comparison, we added to GICP and NDT the same components that
allows NICP to perform incremental registrations, and we kept the merging parameter
Table 5.3: Mean and standard deviation of the incremental point cloud registration time for each
algorithm over all the sequences contained in the ETH Kinect dataset.

Mean
Std. Dev.

NDT
183 ms
17 ms

GICP
37 ms
4 ms

KinFu
52 ms
4 ms

SNICP
18 ms
2 ms

NICP
38 ms
6 ms
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fixed to the same value for all of them in all experiments. SNICP and KinFu come
with their own merging systems.
As shown in Table 5.3, in terms of processing time, NDT was the slowest algorithm
in computing a single registration. This is mainly due to the fact that it does not scale
very well when the number of points in the scene increases. KinFu took about 50 ms
to process each new point cloud, but this low frame rate is probably caused by the
low-end graphics card in our system. GICP and NICP were able to execute close to
real-time, while SNICP resulted to be the fastest processing clouds at a rate of almost
60Hz. More precisely, SNICP is more than ∼50% faster than NICP.
Table 5.4 reports the results obtained by processing all the sequences in the dataset
with NDT, GICP, KinFu, SNICP and NICP algorithms. For each approach and for
each test, we processed all the images in sequence and we generated the estimated
trajectories. Green cells in the table highlight the best mean result for each specific
test among all the compared algorithms. As the reader can see NICP, or its time
efficient variant SNICP, are in most of the cases more accurate with respect to the
other methods. The surface normals, in conjunction with a new merging method to
recursively align point clouds, give a major contribute to increase the overall accuracy
and robustness of our approach, thus leading to better camera tracking results. The
reader might notice that in some tests, in particular the fast ones, both the translational
and rotational errors are quite large. This is due to the fact that, in such experiments,
the algorithms lost the tracking because of the large displacements between the clouds.
Table 5.4 also shows that SNICP, despite sacrificing a little of accuracy in favor of
computation time efficiency, obtains results comparable with those of NICP. Due to
project or environmental constraints, many robotics applications have to rely only on
low-end hardware or they need to use multiple sensors simultaneously. In such cases,
it is impossible to use methods like KinFu, or even NICP, since they require at least
a mid-range laptop to reach near real-time performance. Consider also that in the
case of KinFu, a nVidia graphics card is mandatory to run the algorithm, indeed it
requires CUDA parallel computing. These results highlight the fact that, by exploiting
low computational time methods, SNICP offers a very good alternative in this kind of
situations.

5.3.4

Multiple Sensor Tracking

In this experiment we tested our tracking method on a dataset acquired in the Catacombs of Priscilla in Rome during the ROVINA project, and available at the link
http://www.rovina-project.eu/research/datasets. The robot was equipped with
2 Asus Xtions mounted on the front. More in detail, assume the x axis of the robot
reference frame pointing forward, and the z axis going upward. The left and the right
Xtions were mounted at a distance of 30 cm between each other, and with a pan angle
of respectively π/6 rad and −π/6 rad. These kind of catacombs are composed by an

GICP
0.232/0.214
1.066/0.945
0.106/0.076
0.071/0.056
0.136/0.153
0.032/0.013
0.024/0.015
0.079/0.116
0.015/0.006
0.297/0.275
0.337/0.516
0.064/0.029
0.065/0.042
0.065/0.073
0.059/0.027
0.035/0.041
0.081/0.149
0.026/0.017
0.522/0.425
0.837/1.015
0.086/0.045
0.064/0.049
0.097/0.102
0.029/0.012
0.030/0.018
0.035/0.057
0.016/0.007

KinFu
0.902/0.804
1.083/0.700
0.198/0.222
0.090/0.096
0.515/0.554
0.031/0.014
0.052/0.102
0.196/0.348
0.012/0.005
0.928/0.673
0.724/0.770
0.201/0.288
0.301/0.414
0.423/0.488
0.143/0.172
0.030/0.021
0.242/0.412
0.061/0.137
1.183/0.852
0.715/0.574
0.180/0.289
0.144/0.164
0.403/0.449
0.033/0.014
0.043/0.073
0.096/0.233
0.095/0.244

SNICP
0.521/0.271
0.077/0.034
0.135/0.092
0.168/0.129
0.040/0.018
0.067/0.050
0.034/0.020
0.026/0.020
0.021/0.009
0.445/0.265
0.087/0.046
0.140/0.087
0.137/0.120
0.035/0.019
0.072/0.033
0.087/0.096
0.032/0.029
0.043/0.039
0.532/0.273
0.072/0.033
0.138/0.096
0.128/0.097
0.050/0.023
0.046/0.025
0.044/0.038
0.021/0.018
0.025/0.013

NICP
0.234/0.200
0.396/0.307
0.095/0.039
0.060/0.032
0.107/0.112
0.032/0.013
0.023/0.015
0.079/0.118
0.015/0.006
0.359/0.390
0.325/0.365
0.067/0.032
0.053/0.035
0.061/0.069
0.059/0.027
0.033/0.035
0.078/0.137
0.025/0.017
0.329/0.248
0.299/0.251
0.082/0.039
0.050/0.031
0.070/0.067
0.030/0.012
0.024/0.011
0.031/0.052
0.016/0.007

Mean / Standard Deviation Translational Error [m]
NDT
0.906/0.761
0.855/1.224
0.158/0.296
0.310/0.371
0.297/0.694
0.081/0.073
0.205/0.390
0.212/0.382
0.043/0.071
0.943/0.707
0.816/1.171
0.392/0.366
0.611/0.707
0.188/0.248
0.161/0.232
0.179/0.211
0.154/0.207
0.041/0.031
0.917/0.697
0.709/1.234
0.173/0.270
0.542/0.773
0.119/0.142
0.059/0.056
0.176/0.319
0.112/0.279
0.085/0.226

GICP
10.3/5.8
42.0/35.9
5.9/5.1
4.6/2.8
8.9/3.8
2.3/1.1
1.7/1.1
4.5/3.9
1.0/0.4
13.2/12.8
21.0/23.2
4.9/2.6
3.5/2.5
6.9/2.3
3.8/2.4
2.2/1.6
3.6/2.3
1.3/0.7
32.1/33.8
29.3/32.5
5.1/2.5
4.1/2.6
8.3/3.2
2.0/0.9
2.0/1.3
2.3/1.3
1.1/0.6

KinFu
13.4/9.1
17.3/12.5
5.2/2.6
4.2/2.2
11.2/6.6
2.3/1.1
1.3/0.7
4.0/2.7
0.9/0.4
16.1/20.3
14.1/7.4
5.4/3.3
8.8/19.4
7.3/2.4
3.7/2.0
1.5/0.7
4.1/4.6
1.5/0.9
21.1/17.2
15.9/10.2
5.0/2.4
7.0/9.2
8.2/3.3
1.9/0.9
1.9/1.1
2.7/3.9
1.1/0.6

SNICP
22.8/17.4
10.0/7.3
5.0/2.4
7.2/4.3
8.7/3.4
2.5/1.8
2.4/2.0
3.2/1.9
1.0/0.4
13.1/10.8
13.5/7.6
5.1/2.6
4.7/2.8
7.1/2.5
3.8/2.3
1.9/1.1
4.1/4.2
1.4/0.8
26.6/19.9
13.4/6.7
4.8/2.1
6.0/4.8
7.8/3.0
1.9/0.9
2.5/1.4
2.2/1.4
1.2/0.6

NICP
12.0/7.0
14.1/12.3
5.2/2.5
4.9/2.7
8.3/3.2
2.3/1.1
1.6/1.0
3.5/2.1
1.0/0.4
13.8/13.6
15.5/11.7
4.9/2.5
3.3/2.0
7.1/2.7
3.8/2.3
2.1/1.5
3.3/2.2
1.3/0.7
17.7/10.4
14.3/8.3
5.0/2.3
4.0/2.4
7.4/2.6
1.9/0.8
1.9/1.0
2.1/1.1
1.1/0.5

Mean / Standard Deviation Rational Error [deg◦ ]
NDT
43.1/46.0
37.2/44.7
7.1/8.7
13.7/13.3
18.9/32.4
3.4/2.8
8.5/21.2
15.1/30.0
1.6/1.2
30.7/42.3
35.1/43.9
11.5/11.6
13.7/19.3
8.8/5.3
8.8/17.3
5.9/15.7
5.8/6.1
1.6/1.0
39.0/31.2
24.9/33.2
6.2/4.8
26.0/42.1
8.8/3.5
2.4/1.4
4.9/10.8
4.1/5.0
2.5/4.3

Table 5.4: Incremental point cloud registration mean and standard deviation of the relative translational and rotational error for all
the sequences of the ETH Kinect dataset. Green cells in the table highlight the best mean result for each specific test among all the
compared algorithms (NDT, GICP, KinFu, SNICP and NICP).

Sequence
high-fast-f
high-fast-r
high-fast-t
high-med-f
high-med-r
high-med-t
high-slow-f
high-slow-r
high-slow-t
low-fast-f
low-fast-r
low-fast-t
low-med-f
low-med-r
low-med-t
low-slow-f
low-slow-r
low-slow-t
med-fast-f
med-fast-r
med-fast-t
med-med-f
med-med-r
med-med-t
med-slow-f
med-slow-r
med-slow-t
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Figure 5.9: Multiple sensor tracking in the catacombs of Priscilla in Rome. In this specific case 2 Asus
Xtions have been used.

underground network of very narrow corridors. While exploring the tunnels, multiple
sensors are fundamental to help the robot to avoid the possibility of blindness on turns.
Fig. 5.9 shows the result of the tracking on a part of the dataset, the magnifications
highlight the high quality of the point clouds generated. No surface reconstruction has
been applied. To give an idea of the size of the map, consider that the whole dataset has
a dimension of ∼100×50 meters, and the figure depicts a portion of ∼35×10 meters.

5.3.5

Tracking with Dynamic Objects

In this section we show some result of our tracking algorithm working in a environment
with dynamic objects. In this test case we run our tracking approach inside an office
like environment. While registering, both a chair and a person moved inside the field
of view of the camera. Despite these dynamic objects in the scene, our algorithm has
been able to track the pose of the sensor, and at the same time remove such elements
from the point cloud. Fig. 5.10 illustrates a temporal sequence of snapshot acquired
during the tracking. Red points belong to the last depth image registered.

5.3.6

Complexity Analysis

In this section we provide an analysis of the computational complexity of the algorithms
treated in this Chapter.
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Figure 5.10: Example of camera tracking in an office like environment with dynamic objects. From
left to right, and from top to bottom: a temporal sequence of snapshots acquired during the tracking.
Red points belong to the last depth image. Despite both a chair and a person moved within the field
of view of the camera, our algorithm is able to track the sensor pose and remove the dynamic objects.

The surface normal computation approach plays an important role during an alignment. Indeed, methods using Singular Value Decomposition on the neighborhood of
the points have O(k · d3 ) complexity, where k is the number of neighboring points, and
d is the dimension of the matrix on which the SVD is computed. In addition to this, it
must also be taken into account the complexity associated to the computation of the
covariance matrix of each neighborhood. When using KD-trees, this means an additional O(p · k · log(p)), where p is the number of points in the cloud, plus the KD-tree
generation time. Using integral images, instead, adds a O(n · m) complexity related
to the integral image construction, with (n, m) being the dimension of the integral
image itself. Once generated, the covariance matrix can be computed in constant time
O(1). NICP uses integral image based normal computation through SVD. Using a
cross product based method, as done in SNICP, leads to a complexity O(k), thus to a
relevant computation time reduction at the cost of less accurate surface normals.
Another part that must be analyzed is the correspondence search method. By
using a line of sight, or projective, criteria the complexity is O(n · m), where (n, m) is
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the dimension of the image where the points are projected. Using KD-trees, instead,
leads to a complexity of O(q · log(p)), with q and p being respectively the number of
queries in the KD-tree, and the number of points in the cloud. Additionally, as in the
case of the surface normal computation, we need to add also the KD-tree construction
time. Correspondences estimated using KD-trees are usually slower to compute, but
in general more accurate. In our approach we use projective correspondence search.
Finally, the last part to be analyzed is the approach used for computing the relative
transformation between the two clouds. The algorithms that solve this problem can be
divided in two main classes: direct and iterative approaches. Direct methods like the
Horn [116] formula computes the relative translation and rotation between two cloud in
one step. Unfortunately, such solutions can be applied only under the assumption that
the correspondences are known. Since this is not the general case, we must use iterative
methods. All iterative methods have linear complexity in the number of measurements.

5.4

Conclusions

We presented in detail a novel variant of ICP to recursively register point clouds. Our
method extends the measurement vector with surface normals information and it uses
a line of sight criterion to find correspondences. We discussed the relevant steps needed
for the implementation of such a system, and we also provided all the mathematical
derivations. Additionally, we introduced a method for point cloud merging that allows
to decimate the points on a cloud, while taking into account the sensor intrinsic error of
the points. Also, we extended the method to handle dynamic objects and we provided
a variant that can process data with a frame rate of ∼60Hz, on a single CPU core.
We showed experiments, on standard benchmarking datasets, comparing our approach to other state-of-the-art methods demonstrating that our algorithm offers better
results and higher robustness. We also presented tracking experiments in environments
with dynamic objects, or with multiple sensors.

Part III

LOCALIZATION AND
MAPPING
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Chapter 6

A SLAM System for Mapping
Catacombs

“The sign above the door was written in French. It read:
arrête! c’est ici l’empire de la mort.”
“That means,” he explained to Gini,
“Stop! It is here the Empire of Death.”
— Paul Aertker, Brainwashed, 2014

apping and digitizing relevant archeological sites is a key element to preserve cultural heritage and to make it accessible to the public. Current
systems typically build upon static 3D laser scanning technology that has
to be moved into archeological sites by humans. While this approach is
acceptable in general, it prevents the digitization of cultural heritage
that is inaccessible by humans such as large parts of the catacombs of Rome, Naples
or other underground sites. Autonomous robots, however, offer a great opportunity to
explore and digitize such sites without bringing humans in danger.
In this Chapter, we describe the mapping system that we developed within the European funded project ROVINA, that aims at achieving digital preservation through
mobile robots. Our target, and test scenario, is the exploration and digitization of
Roman catacombs. Catacombs are ancient Roman cemeteries that were dug several
meters below the ground level and form a large network of tunnels. They are commonly
found around the main consular Roman roads. Inside the catacombs, it is possible to
find relevant archeological material and artifacts such as frescoes, furnishings and ornaments. Besides the archeological interest, exploring the catacombs is of fundamental
importance also for safety aspects concerning the construction of new buildings. Unfortunately, catacombs are a dangerous environment due to risks related to structure
collapses, and radioactive gas radon.
Mapping catacombs poses substantial challenges to autonomous robot systems,
which prevents to use of-the-shelf SLAM solutions. Most of the structures look highly

M
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Figure 6.1: Main components of our robot. On the left, the Element mobile base by Mesa Robotics.
On the center, the custom structure built to house computers, sensors, and power supplying of the
complete platform. On the right, the assembled robot moving in a catacomb narrow area.

similar with very little texture, and the terrain is mostly uneven and subject to potential collapses. The tunnels are dark, narrow, with many turning points, and they can
develop over several kilometers. Moreover, the high humidity challenges the electronic
equipment.
Digitizing underground structures, tunnels or mines has been already addressed by
other research groups. The system described here mainly differs from previous work
because its final goal is to build a tool that can be used by archeologist and people with
different background. Thus, robustness and ease of use plays an important role. To
monitor the progress of the activity, and to foster autonomous exploration behaviors,
our mapping system can operate on-line and is able to produce a full 3D map.
In the following sections we describe the hardware platform used in the project, with
particular emphasis on the sensor used by our mapping system. To limit the number
of connections between the robot, and the controlling PC, we designed a distributed
system that makes use of on-board computers to control the sensors. Each time the
robot is dismounted, the sensors used by our system must be calibrated. For this
reason, we also describe the procedure we apply for calibrating the robot. Our mapping
system can process the output of three depth cameras simultaneously, and it follows
the well known graph-based Simultaneous Localization And Mapping formalism [17].
The nodes of the graph are local maps consisting of probabilistic point clouds obtained
by registering multiple depth images. This is done through a novel variant of the well
known Iterative Closest Point algorithm named SNICP (see Chapter 5), that improves
both robustness and accuracy.
We discuss the results of our system on field experiments that demonstrate the effectiveness of our method. The dataset collected in the catacombs are publicly available
through the ROVINA project web site http://www.rovina-project.eu.

6.2. Robot Platform Setup
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Figure 6.2: Overview of the hardware configuration of the robot.

6.1

Robot Platform Setup

Our robot consists of an Element base by Mesa Robotics equipped with a custom-built
housing installed on top of the payload bay. The basic components and the assembled
platform are displayed in Fig. 6.1.
The robot is equipped with three RGB-D cameras, whose arrangement guarantees
a minimal overlap between the observations, needed for platform calibration, while
offering a wide perception volume necessary to simultaneously capture different views
of the environment. Fig. 6.2 shows an overview of the hardware configuration.

6.2

Sensor Calibration

Each time the platform is mounted, the sensors need to be calibrated. To this end,
we designed quick calibration procedures that allow to set up the robot in a few minutes. Our mapping system heavily relies on RGB-D cameras (Microsoft Kinect or Asus
Xtion). The depth measurements of these devices are affected by substantial systematic distortions, and noise, that need to be compensated to maximize the performance
of the whole system. In the reminder of this section we first discuss how to perform the
calibration of the intrinsic distortion parameters. This has to be done only once. Subsequently, we describe our procedure to determine the relative position of the sensors
with respect to a common reference frame on the robot.

6.2.1

Depth Camera Intrinsic

Common RGB-D cameras are affected by a substantial distortion in the depth channel.
Ignoring this distortion leads to systematic drifts in the estimate of the robot pose
while mapping. The two left most images in Fig. 6.3 illustrates the top view of a
reconstruction made with a calibrated, and uncalibrated depth camera. The right pair
of images in Fig. 6.3, instead, show a top view of the depth measurements when the
camera is facing a planar wall at different distances. As the reader can see, in the
case of uncalibrated measurements, planar structures like walls that should be straight
result to be curved.
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Figure 6.3: The left pair of images show the top view of a 3D reconstruction (yellow), made with a
calibrated and an uncalibrated 3D camera, overlaid with the ground-truth (blue). Similarly, the right
pair of images image show the top view of a wall acquired at different distances with a calibrated and
an uncalibrated 3D camera.

To perform the calibration of the camera parameters we adopt the approach developed by Di Cicco et al. in [162]. This method estimates a non-parametric form of
the undistortion function, that maps each depth value du,v of a pixel of coordinates
u, v to a calibrated value d′u,v . Even if irregular, the distortion of a depth sensor is
rather continuous allowing to represent the undistortion function through a coarse grid
of multipliers mu,v . This grid contains for each depth measurement, and for each pixel,
the ratio between the calibrated and the uncalibrated values. Applying the undistortion parameters on-line is straightforward since it only requires a lookup, and a
multiplication per depth measurement.

6.2.2

Relative Position of Sensors

To determine the relative offset between the cameras, we construct a set of independent
point clouds, one for each camera, while the robot is moving. To generate these point
clouds we use the registration system described in the following section. Assuming the
robot is standing at the beginning of this operation, each sensor will produce a cloud
starting from its own reference frame. At this point we move the robot so that, at
different points in time, the field of view of the cameras fall on the same region of the
space. At the end of this step, we obtain a small reconstruction of the surrounding
environment for each camera. We arbitrary select one of these point clouds as our
reference scene, and we compute the relative transformation between it and all the
other reconstructions. This allows us to determine the relative translation and rotation
between the origins of the clouds, and thus the origin of all cameras with respect to a
reference one.
Finally, to determine the relative position of the chosen reference camera with
respect to the mobile base, we steer the robot and we estimate the motion of the
camera system in a small region based uniquely on the camera measurements. Let
C1:N be the transforms of the camera system along the path of the robot, and T1:N

6.3. Sensor Calibration
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Figure 6.4: Diagram showing the transform tree computed through our calibration procedures, and
containing the relative poses of the camera sensors. In the figure, O is the reference frame of the robot,
ci labels the camera i, and i Pj represent the pose of the camera i with respect to j. In this specific
case, 1 P3 and 1 P2 are computed through pure point cloud registrations, while O P1 is estimated by
solving Eq. 6.3.

be the path estimated by the odometry. Assuming that the position of the reference
camera system P is known, and also the system to be free from noise, we can write the
following relation
Ĉi = Ti P
(6.1)
To lessen the effect of accumulating drift, instead of using global offsets as done in the
previous equation, we can use incremental displacements between subsequent camera
motions as
Ĉi,i+1 (P) = (Ti P)−1 (Ti+1 P)
(6.2)
We can then estimate the position of the reference camera, with respect to the mobile
base, by minimizing the following metric
P∗ = argmin
P

N
X

C−1
i,i+1 Ĉi,i+1 (P)

(6.3)

i=1

Here Ci,i+1 = C−1
i Ci+1 is the relative displacement between two subsequent camera
poses. Fig. 6.4 shows a diagram depicting the transform tree containing the relative
poses of the camera sensors computed with our calibration procedures.
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Figure 6.5: Architecture of our mapping system

6.3

Mapping System

To build a consistent map model, and to localize in it, we need to solve the online Simultaneous Localization And Mapping problem. Our approach builds upon the graphbased formulation of SLAM [17], and the overall architecture of our mapping system
is illustrated in Fig. 6.5.
To solve the underlying optimization problem, we rely on the well-known g2o library [16] for robust error minimization. In order to use g2o, or any related graph-based
SLAM framework, we need to generate the nodes and edges of the pose graph that represents our minimization problem. In the graph-based SLAM formulation the edges
encode spatial constraints arising by pairwise registrations of the measurements of the
connected nodes. In this section we describe how we generate the pose graph out of
the sensor data, in other words the SLAM front-end. Our system builds a pose graph
whose nodes are local maps. Each local map is a point cloud constructed by integrating a sequence of sensor data, while the robot moves in the environment. We start a
new local map whenever the robot has traveled for a given distance (approximately 5
meters), or if consecutive observations cannot be matched for some reasons.
To create the whole pose graph, we need to solve two problems. First, we have to be
able to build consistent local maps (Sec. 6.3.1). Second, we need to find loop closures
and thus determine if the robot has revisited an already mapped area. Additionally,
we must be able to register pairs of local maps in order to validate candidate loop
closures (Sec. 6.3.2). To enable the generation of large-scale maps, the local maps are
always moved from the main memory to the disc. In this way only the underlying
graph structure, but not the local point clouds, needs to be maintained in the robot’s
main memory.
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Figure 6.6: Example of pose graph whose nodes are local maps. The top image shows a piece of the
graph generated by the local mapper. The bottom picture depicts the same graph with three nodes
highlighted (the internal trajectory T of the three local maps is visible).

6.3.1

Local Map Generation

In our system, a local map consists of a set P of 3D rich points, and the path T of
the robot from which the points have been recorded. For each reach point we compute
the 3D coordinates pi , the surface normal ni and a weight wi proportional to the
information of the point. The path T is a list of poses xi ∈ SE(3). Fig. 6.6 shows an
example of pose graph whose nodes are local maps generated by our system.
The generation of a local map is performed in an incremental fashion, and in the
remainder of this section we describe in detail the central steps of this process. We use
each triplet of depth images to extend the current local map. By using the relative
transformation between the depth cameras, computed during the calibration step, we
generate a point cloud from the triplet of depth images. Then, we register this cloud
with the previous one by taking into account also the most recent odometry and IMU
measurements. Subsequently we augment the trajectory with the new robot position.
As a last step, we merge the most recent sensor measurements with the local map built
so far. This is done by performing a per-point filtering operation.
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Generation of a Rich Point Cloud from Depth Images
Each time a set of depth images {Dkc } (one for each camera k) is available, we compute
the 3D points, the surface normals and the weights for each image and pixel in the set.
Then, based on the relative positions of the cameras, we combine these rich points in
a single cloud centered in the reference frame of the robot.
More formally, for each depth measurement dku,v , belonging to the k-th depth image
c
Dk , we compute the 3D point coordinates pku,v using the relation described in Eq. 3.11
as follows
 
u

d
pku,v = K−1
v 
(6.4)
k
u,v
k
1

where Kk is the calibration matrix, associated to the k-th depth camera, containing
the intrinsic parameters of the pinhole model. The weight wku,v = 1/dku,v of each point
is the inverse of its depth. In this way far points, that are affected by larger noise,
receive a smaller weight.
Subsequently, we compute the surface normal nku,v of each point in the depth image
as the cross product of the neighborhood as described in Eq. 5.19. Moreover, to further
reduce the effect of the noise, we average the normal estimates of neighboring points
based on the weights as
i=u+∆
X
X j=v+∆
wkij nkij
(6.5)
nku,v =
i=u−∆ j=v−∆

where ∆ is a constant value defining the size of the window on which the average is
computed. Finally, we scale all normals to unit length.
The set P of measurements composing the final local map is obtained by the union
of all rich points computed from the depth images generated by each camera
[
Pk
(6.6)
P=
k∈S

with S being the set of sensors used, and Pk the set of rich points hpku,v , nku,v , wku,v i
computed from the k-th depth image.
Registration of the Current Cloud in the Local Map
The next step of our algorithm consists in finding a transformation T∗ that maximizes
the overlap between the current cloud P c = {pc1:N c }, and the local map built so far. In
the reminder of this section we will refer to the cloud of the local map P r = {pr1:N r } as
reference cloud.
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Our approach uses a variant of the cost function described by Eq. 4.1, where we simultaneously minimize a weighted distance of corresponding points and corresponding
normals as follows


X
∗
c
r 2
c
r 2
wi wj
T = argmin
T ⊕ pi − pj Ωp + T ⊕ ni − nj Ωn
(6.7)
T

C

ij

ij

where kek2Ω = eT Ω e, C is the set of corresponding point pairs hi, ji, while Ωpij and
Ωnij are respectively the information matrices of the points, and of the normals. The ⊕
operator is defined as in Eq. 4.2. The contribution of each correspondence is scaled by
the factor wi wj that accounts for the noise in the points. Considering also the normals
has positive effects on the optimization since it allows for one single correspondence
point to resolve also two degrees of freedom in the orientation. These statements
have been already discussed in Chapter 4, where we conducted a deep analysis of the
objective function in Eq. 6.7.
Correspondence Search
To find the correspondences our system can use two different strategies: a fast approach
that relies on image projection, and a slower but more accurate alternative based
on KD-trees. During incremental tracking we use the first strategy, since temporally
subsequent perceptions are likely to be close. While for loop closures we use the KD-tree
based approach. Note that both strategies require an initial guess of T.
Image Projection The basic idea of this strategy is to obtain from the local map
a set of depth images, one for each camera sensor, as if the robot is located in T. Let
Pk be the transformation of the k-th depth camera with respect to the origin of the
robot, and let pi be a point in a cloud, we can determine the (ui , vi ) coordinates of a
pixel in the image of the camera by extending Eq. 3.8 as
 ′ 
ui
 vi′  = Kk P−1 T−1 pi
(6.8)
k
wi′

and then normalizing the resulting coordinates by the factor wi′
 ′ 


1
ui
ui
= ′
vi′
vi
wi

(6.9)

If T is known, the points in the reference and the current cloud that project on the
same pixel and in the same depth image would correspond. In practice this is never
the case. However, if T is small enough, correspondences found using this strategy
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and used in the cost function of Eq. 6.7 have shown a good and robust behavior. Our
system rejects the correspondences when points are too far in distance, or the angle
between their normals is greater than a certain threshold. To further increase the basin
of attraction, we use this approach at three different scales: 1/8, 1/4 and 1/2 of the
original image size. The correspondences are computed for all cameras, and passed
simultaneously to the optimization.
KD-tree Finding correspondences through image projection has the main shortcoming of being heavily dependent on the particular viewpoint, and in the need of a good
initial guess. Even if slower with respect to image projection, KD-trees are a more attractive alternative when the guess of the initial transform is poor. In our local maps,
however, in addition to the euclidean coordinates of the point, we also have the surface
normal components. It is therefore natural to embed this additional information in the
KD-tree structure. To this end, we store in the tree 6D vectors p̃i , consisting of a point
and its scaled normal
p̃i = (pTi αnTi )T
(6.10)
The coefficient α allows to scale the contribution of a normal, when an Euclidean metric
for the distance is used. In our default implementation we set α to be equal to 1/3
because we want a difference in the normals of 1 radiant to be punished approximately
as a difference in Euclidean distance of 1 meter.
Merging
Iterating the three steps discussed before, leads to an estimate of the transformation
T∗ that best aligns the current cloud onto the reference one. To incorporate the new
information we need to augment the local map with all the new points, transformed
according to T∗ , and to append to the trajectory T the updated robot pose. A naive
approach would result in a linear growth of the points in the local map, thus increasing
both computation time, and memory consumption.
Our merging procedure aims at updating the points in the reference point cloud P r ,
with the new points in current point cloud P c , under the knowledge of the transform T∗
that maps current onto reference. Note that, depending on the specific case, this update
operation might lead also to the removal of points in P r . Our merging approach works
by identifying a set of correspondences between the points in the two clouds. Each
corresponding pair is fused using a Kalman filter like update, while points that do not
correspond are left untouched.
To find the correspondences, we use the image projection approach described in
Section 6.3.1. Again, we render a set of depth images {Dkr } from the local map P r , as
if the robot is located in T∗ , according to the layout of the cameras. Now, let drku,v
be a pixel in the k-th reference depth image Dkr obtained by projecting the point pru,v ,
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and let dcku,v be a pixel in the k-th current depth image Dkc obtained by projecting the
point pcu,v . By selecting a threshold τ , for each pixel coordinate we distinguish the
three cases discussed in Sec. 5.1.4 that we report here for clarity purposes:
• dcku,v − drku,v > τ , in this case the reference point is closer to the observer than
the current point of at least τ . In other words the part of the current view
sees through the old point cloud. This might be due to a dynamic aspect. To
accommodate for that we remove from the reference cloud pru,v and we replace it
with pcu,v ;
• drku,v − dcku,v > τ , in this case the current point is closer to the observer than the
reference point of at least τ . This might be due to an occlusion or to a newly
perceived portion of the environment, and we add pcu,v to the reference cloud;
• kdrku,v − dcku,v k < τ , the two depth values are closer than τ . In this case we assume
they originate from the same portion of the environment, and we merge the two
based on their weights as follows
 r 

 r 
 c 
1
pu,v
pu,v
pu,v
r
c
←
wu,v
+ wu,v
(6.11)
r
r + wc
nru,v
n
ncu,v
wu,v
u,v
u,v
r
r
c
wu,v
← wu,v
+ wu,v

6.3.2

(6.12)

Loop Closing

The procedure described so far generates a sequential list of local maps, and the relative
transformations between them. These estimates, however, are affected by an unavoidable drift that can be mitigated by re-localizing the robot in places already visited
in the past. Whenever this operation succeeds, we need to accommodate the spatial
location layout of all previously computed local maps based on the new information.
The re-localization requires finding a local map generated in the past that can be successfully overlapped with the most recent one. This problem is known as loop closing,
and it is fundamental to guarantee the global consistency of the reconstructed map.
Instead of performing a brute-force exhaustive search among all the possible closures, an eventually working yet slow heuristic, our mapping system exploits two different strategies to find candidate loop closures. The first one searches for closures looking
at local maps that are spatially near to the current one. More formally, the loop closer
adds a local map in the set of candidate closures if the distance between the center of
the current local map, and the candidate one, is lower that a certain threshold.
The second strategy exploits the similarities in the robot trajectories. The core idea
is that in narrow environments where the robot has limited range of motion, like in the
case of catacombs, the path itself is a salient feature of the region of the environment
the robot is traversing. In other words, if the robot passes through the same tunnel
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Figure 6.7: Example of loop closures found by our system. Blue point clouds highlight the current
position of the robot, while green ones represents accepted loop closures. The small black arrows show
the moving direction of the robot. Note how the system is able to recover from a broken situation (2nd
picture from left) thanks to the trajectory based loop closing search (3rd and 4th pictures from left).

twice, it is likely it will be constrained to follow very similar trajectories. We can
therefore obtain a good initial guess on the similarity between two local maps just by
registering their internal path T . More formally, let P c be the most recent local map
having trajectory T c = Tc1:N consisting of transforms Tcn , and let P r be a local map in
the past having trajectory T r = Tr1:M consisting of transforms Trm . We want to find a
candidate transformation that minimizes the following cost function
X

toVector Trm −1 TTcn Ω
(6.13)
T∗ = argmin
T

I

C

where C is a set of correspondences between the poses of the two trajectories, ΩI is
the 6×6 identity matrix, and toVector (T) is a function that maps a transformation
matrix in a 6D vector (tT , qT )T consisting of the translation vector t = (tx , ty , tz )T ,
and the imaginary part q = (qx , qy , qz )T of the unit quaternion associated to the
rotation. To generate the initial set of correspondences, we exploit the sequentiality of
the trajectory, starting from one single random association.
We repeat this procedure multiple times using different initial guesses, or past local
maps, and for each one we solve the problem in Eq. 6.13. In order to reduce the
number of initial guesses, we do not consider past local maps that have an internal
trajectory which is poorly informative, like in the case of a straight path. A local
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map is labeled as informative if the eigenvalue decomposition of the covariance matrix
associated to its internal trajectory has at least 2 eigenvalues significantly greater than
zero. we proceed then with a geometric validation which consists in registering the
point clouds of the two local maps. To this end we use the procedure described in
Sec. 6.3.1, and we employ a KD-tree based correspondence search. As initial guess we
use the candidate transformation T∗ found while aligning the internal trajectories. If
the matching succeeds, we add a constraint between the two local maps to the pose
graph and we carry out an optimization step. Fig. 6.7 shows an example of our loop
closure system in action. The reader can see how, by exploiting the trajectory followed
by the robot, our method also allows to recover from broken situations such as a globally
inconsistent map.

6.3.3

Map Optimization

The approach described above does not address the on-line aspects of the problem. To
compute the local maps all data should be available at the beginning of the computation. However, a local map is only affected by the measurements in its neighborhoods.
Two local maps that are far away will share no information, thus they can be computed
independently. In particular, the local maps can be constructed incrementally while
the robot moves, and a sparser graph containing only the local maps can be optimized
on the fly. This graph is usually one or two orders of magnitude smaller than the
input problem, and thus it can be optimized on-line. In our context, since we are optimizing primarily factor graphs consisting of robot poses, we never need to remove a
vertex from the graph. This substantially simplifies the bookkeeping of the hierarchical
structure, with no major modification of the system. At any point in time, based on
the current position of the robot, our system provides a fully optimized estimate of
the robot neighborhood, which is done by executing a few rounds of the graph. The
system has been implemented within the g2o [16] framework, and it is compatible with
its API.

6.3.4

Additional Tools

The inspection and analysis of the state of the SLAM system is more complex, and
it requires the analysis of the module on an entire log rather than on the current
input. To this end we developed an advanced standalone graphical refiner tool that
allows for inspecting the pose graph by interacting with the cloud registration and the
loop closure module. In particular it is possible to edit an existing map by adding or
removing loop closure constraints between local maps. The tool is typically used at the
end of a mission to validate, and eventually correct, the 3D map that the robot has
produced online during the exploration. Fig. 6.8 shows two different screenshots of the
refining tool before and after a manual addition of a loop closure constraint.
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Figure 6.8: The SLAM loop-closure refiner tool developed with our SLAM system. From top to bottom:
the map before the refinement, and the map after the manual addition of the loop closure constraints
and the optimization.

6.4

Experiments

In this section we provide some quantitative and qualitative results of the performance
obtained by our SLAM system in the catacombs of Priscilla in Rome. To the extent of
our knowledge, it does not exist any dataset with ground-truth acquired in a catacombs
like environment. For this reason, in order to give some quantitative results of our mapping system, a ground-truth dataset has been generated for the catacombs of Priscilla.
In particular, in August 2015 an accurate topographic survey has been carried out with
a Pentax total station (right picture of Fig. 6.9). During the operative phase we cooperated with archeology experts. Instead of traditional topographic “targets”, specific
signals with special tags with information recognizable by the robot during its route
have been used. These special tags are part of the well known AprilTags developed by
Olson in [163]. The AprilTags are a visual fiducial system that can be used to compute
accurate 3D position, orientation, and identity of the tags with respect to a camera.
The tags are based on a near-optimal lexicographic coding system, and they are similar
to the well known QR-codes in the sense that they are 2D bar codes. However, since
they are designed to encode small data payloads, they can be detected more robustly
and from longer distances. The left picture of Fig. 6.9 shows some examples of tags
from the AprilTags system, while the image in the middle illustrates a snapshot of the
robot acquiring the dataset in Priscilla using AprilTags.
Based on this topographic data, we computed different measures to quantify the
global accuracy of the map generated by our system. More in detail, we used the
landmark perceptions gathered through the depth sensors, to register the model constructed by the RGB-D sensors and the one acquired with the total station. This is
showed in the left picture of Fig. 6.10. By measuring the distance between the detected
landmarks, and the measured ones, we can quantify the absolute error of the mapping
process, as illustrated in the right image of Fig. 6.10. On a map of size of more than
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Figure 6.9: From left to right: examples of tags from the AprilTags fiducial system, dataset acquisition
in Priscilla using the AprilTags fiducial system, and the Pentax total station.

50 meters, the overall mean error distance of a tag computed with our system is ∼1.8
meters, with a standard deviation of ∼0.9 meters. Note that this measure does not fully
characterize the system. Indeed a small drift in the estimated local maps might result
in globally misaligned map and, as pointed out in [164], this would potentially penalize consistent portions of the map. Additionally, the absence of loops in the Priscilla
environment results in an estimate where the positioning drift accumulates. Consider
also that the detection of the landmarks in the images is subject to depth errors in the
range of 10 centimeters.
To characterize the local accuracy of the map, we used the ground-truth of the landmark positions, and we run an optimization process that “deforms” the robot trajectory
to register the ground-truth landmarks. If no deformation occurs, the relative position
of adjacent trajectory points would be unchanged after registration. Conversely, a high
deformation results in a large “correction” of the relative poses. By measuring the
entity of such a deformation between each pair of local maps, we quantify the local
accuracy of the map. The outcome of this analysis is reported in Fig. 6.11. The reader
should note that these error values are the result of comparisons between local maps
of size of approximately 5 meters. The outliers in the results are caused by small local
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Figure 6.10: Left: top view of the detected landmarks aligned in the same frame. The units are in
meters. The red points denote the ground-truth acquired with the total station, while the blue ones
indicate the position of landmarks recovered by our on-line mapping system. Right: absolute error of
the tags detected by our SLAM system in the overall map.

maps due to sudden broken registrations. The relatively small dimensions of such local maps makes them not enough informative, thus they lead to wrong measurement
alignments. More in detail, our system generates an overall mean pose error of 0.44
meters in the translation, and ∼0.071 radians in rotation, between the center point of
a local map and its ground-truth value. The standard deviations associated to that
means are respectively ∼0.42 meters, and ∼0.22 radians.
Based on these results, experts of archeology stated that the local accuracy of the
map is adequate for presentation purposes such as virtual tourism. The topological
consistency, that is also ensured by the possibility of manually correcting the final
maps through the use of a map refining tool, allows to exploit all data recorded even
under sub-optimal conditions. The limited global accuracy is mostly due to sensor
noise and the topology of the environment that, being free from loops, does not allow
a global redistribution of the error.
To further support the validity of our mapping system we present two additional
qualitative results. The first one highlights the robustness of the underlying registration
process, that represents one of the fundamental blocks of the entire SLAM approach.
More specifically, we compared the incremental alignment of consecutive depth measurements in a corridor of the catacombs of Priscilla in Rome. Fig. 6.12 contains the
results of this experiment. While KinFu [8] (right picture) is not able to correctly
recover the path followed by the robot when turning, our registration sub-system (left
image) succeeds. The second qualitative result can be seen in Fig. 6.13, where the top
view of a full map estimate of the catacombs of Priscilla computed by our mapping
system is shown.
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Figure 6.11: Relative translational (left) and rotational (right) error of the trajectory with respect to
the ground-truth. The x axis denotes the ID number of a local map, while the y axis denotes the
relative error between two temporally subsequent local maps. Units are in meters for the translational
error, and in radians for the rotational error.

6.5

Conclusions

In this Chapter we presented in detail a full SLAM system that can be used for mapping
hard environments like catacombs. We developed a novel algorithm that exploits the
trajectory followed by the robot in the search for loop closures. The results showed by
our approach demonstrate to be good, and they are promising for further developments.
Our mapping system performed successfully in the context of the European project
ROVINA, and it played a fundamental role in obtaining an excellent evaluation from
the reviewers.
A possible extension to this framework it to use Voronoi diagrams [165], instead of
the robot trajectory. Since Voronoi diagrams are independent by the commands given
to the robot, we expect better results even in environments where the robot movements
are not constrained.
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Figure 6.12: This figure shows different views of the reconstruction of a piece of corridor in the catacombs of Priscilla in Rome using our algorithm (left) and KinFu [8] (right). More specifically, for each
quadruple of images, from left to right and from top to bottom: frontal view, side view, top view and
isometric view.

Figure 6.13: Top view of a map generated by our mapping system during a mission in the catacombs
of Priscilla.

Chapter 7

FLAT2D: 2D Fast Localization
from Approximate
Transformation

“His pattern indicates two-dimensional thinking.”
— Leonard Nimoy, Star Trek II: The Wrath of Khan, 1982.

any autonomous vehicles require fast and accurate localization estimates
to safely plan and navigate through the environment. Even a 0.5 m
lateral position error can be serious for a lane keeping application. Consumer grade GPS is insufficiently accurate to support these needs, which
has resulted in the development of algorithms based on data from LIDAR

M

and cameras.
3D LIDAR has proven particularly popular on state-of-the-art autonomous vehicles
due to its accuracy and ability to produce fast, 360◦ Field Of View (FOV) information
about the surrounding environment. Additionally, 3D LIDAR sensors are more robust
to occlusions than their 2D counterparts. However, the data from these sensors can
be challenging to use in localization applications. The dense 3D prior maps necessary
to support 3D matching operations take up large amounts of storage space, making it
impractical to locally store full 3D maps of large geographic regions. Indeed, it can take
hundreds of MBs of storage for even a small urban area. On the other hand, systems
cannot tolerate the risks incurred by fetching data on-demand from a remote source.
Assuming the storage challenges have been overcome, alignment and localization
in 6 DoFs still present challenges. Traditional 3D alignment algorithms like ICP have
poor convergence properties and require good initial registration to produce high quality
alignments. Non-uniformity in 3D LIDAR data can exacerbate convergence issues.
2D LIDAR sensors are often used in indoor robotic applications, resulting in prior
map representations that are compact and efficient to match against. However, the
117
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planar nature of these sensors makes them susceptible to errors due to occlusion by
transient obstacles, or complete failure to observe off-plane hazards. Thus, it is desirable
to find a way to use rich, robust 3D LIDAR information as efficiently as we use the
existing 2D data.
Unlike a 6 DoFs ICP approach, the system we present in this Chapter determines
only three degrees of freedom of the robot: x, y, and θ. However, roll and pitch can be
easily extracted from a low-cost accelerometer, and reasonably accurate z estimates (if
needed by an application at all) can be encoded in the prior map, since we can safely
assume the car stays on the ground.
Our approach is based on 2D scan matching against vertical structure extracted
from a 3D point cloud. The verticality constraint ensures crisp, easily matchable scans
that produce precise localization results. The structure of the Velodyne VPL-16 and
HDL-32E sensors (namely: spinning, vertical fans of laser diodes) make them particularly well suited for the rapid identification of that structure. Switching to a 2D
representation significantly reduces map storage needs.
Particle filters are often used for localization systems using prior maps. Our approach represent an alternative based on the Graph-SLAM formulation, allowing us to
leverage recovery methods such as max mixtures [166] or switchable constraints [167].
The advantages include immunity from particle depletion, and produce higher precision
solutions. In addition to this, we also benefit from the wealth of state-of-the-art 2D
methods that already exist for localization and mapping.

7.1

Extracting Structure from 3D Points

In several previous works, 3D LIDAR data is converted into 2D representations for use
in localization or navigation. Most systems have need of both of these capabilities, but
the type of structure extracted from the 3D point data differs greatly depending on the
task at hand. Navigation must identify all hazardous structure, including plants, curbs,
and other vehicles. However, the performance of SLAM and localization systems can be
negatively affected by an overabundance of structure to match. If “fuzzy,” unreliably
observable structures such as long grass, a bush, or even a sloped wall are presented
to a scan matcher, the variation between scans can result in bad alignments and poor
pose estimates.
This section introduces a pair of methods for extracting high-quality 2D structure
maps to be used primarily in localization. The first is an improvement over a baseline
strategy based on counting the number of points falling into 2D bins. The second
exploits structure in Velodyne sensors, classifying structure based on its estimated
verticality.
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Figure 7.1: An 8-bit example of our compact, bit-based voxel representation. Bits in an integer
correspond to bands of z-height. Bits are set to 1 when LIDAR points fall into their band, with the 0th
bit corresponding to the band containing the lowest observed height for that XY bin (left picture). If
new observations fall below a bin’s current z-min, previous measurements are bit-shifted to efficiently
make room for the new observations (right picture).

7.1.1

A Baseline Method for 2D Structure Extraction

Many commonly applied 2D structure extraction methods are built around a quantization of the world in XY space [73]. In the simplest case, range returns falling within
a specified z-height band relative to the ground are projected down into this grid and
marked as obstacles. This works well for hazard estimation, but is very susceptible to
noise.
Alternatively, one can partition the world into voxels, only marking structure on a
2D summary map where the number of occupied voxels in a vertical line exceeds the
specified threshold. This ensures a certain level of “verticality” (i.e. repeatability) in
the detected structure. However, one of the main drawbacks of these methods is their
inability to deal with negative obstacles. Negative obstacles may generate no or very
distant range returns, causing them to not appear in the map at all. Other issues also
arise from quantization errors due to noise affecting the sensor measurements.

7.1.2

Compact Voxel Popcount

We propose a novel voxel representation that is compact, fast, and adaptive to local
terrain height. Each XY grid cell stores a floating point minimum z-height and a 64bit integer. Each bit of this integer corresponds to a fixed-size band of vertical range.
Most systems are only concerned with potential obstacles within a relatively limited
z-range around the ground; the minimum z-height parameter allows us to focus on a
particular region of interest (i.e. 20 cm to 200 cm). When a LIDAR point is received
that is lower than the minimum z-height, the XY cell can be updated using a simple
bit shift. An 8-bit example can be seen in Fig. 7.1.
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In this formulation, the identification of vertical structure can be performed with a
popcount operation on the integer: if the number of bits set to 1 exceeds a threshold, the
cell passes a verticality test and is marked as structure. Additionally, we may efficiently
isolate smaller vertical bands of data with bitwise-AND: for example isolating obstacles
the same height as the vehicle.
Our representation may be further improved by working in polar coordinates. Most
3D LIDAR sensors operate by rotating a vertical fan of lasers, resulting in an obvious
relationship between the data and a polar coordinate frame. By binning in polar
coordinates, we avoid costly projections into Cartesian space. Similarly, quantization
error now only occurs in the range dimension, rather than in both X and Y . The Strip
Histogram Grid [83] is another instance of a polar binning method.
For sensors without this obvious structure, like nodding planar sensors, this representation has weaknesses. In particular, bins are no longer of a fixed size; instead they
grow larger as we move away from the robot. This can further sparsify distance data,
eliminating useful features for scan matching.

7.1.3

Slope-based, Multi-Class Structure Detection

We propose a second novel extension to 2D structure representation, namely, to represent multiple classes of structure in one map. In our applications, we find that it is
helpful to distinguish between hazard, an obstacle to navigation, and slammable structure, i.e. vertical structure that we can reliably scan match against. In this way, we
may support navigation and localization systems with the same data stream without
adversely affecting the performance of either. This extension can be added to the
previous popcount methods by setting a separate threshold for each type of structure.
The fan-like structure of Velodyne HDL-32E and VPL-16 sensors lends itself well
to the extraction of slope information between points. Due to the shallow angle of
observation of the laser diodes in the Velodyne sensors, slope returns on relatively
flat ground are not greatly affected by noise in the range measurements. Even small
obstacles appear as noticeable jumps in slope, making them easy to detect. In contrast
to the previous method, which looks for vertical continuity in a single cell, this method
can also detect hazards that span multiple cells, such as steeply sloped ground.
A multi-class representation of structure emerges naturally from this formulation:
structure exceeding some minimum slope should be marked as hazardous to navigation, while structure exceeding an additional slope threshold should be upgraded to
slammable structure. This is appealing, as hazards may be marked based on the capabilities of the particular system. In our indoor robot system, for example, we find
that marking navigation hazards for slopes exceeding 15◦ and slammable structure at
slopes exceeding 80◦ off the XY plane works well.
We process a single, vertical fan of range returns from the bottom up, conservatively
marking obstacles in an occupancy grid at the location of the return nearest to the
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Figure 7.2: An example map (right picture) for a scene (left picture) containing (left to right) a 16◦ ,
14.5◦ , and 10◦ ramp. Black denotes scan matching structure, red navigational hazard, light gray
unknown, and white observed free space. The slope cutoff for hazards is 15◦ . Due to noise, the
14.5◦ ramp is intermittently marked as a hazard.

robot. Additionally, we add to the scan a “dummy return” at (0, 0, 0)T , the position
of the robot, since we assume the robot to be on the ground at all times. Example
results of a 2D map constructed from a single rotation of a Velodyne VPL-16 can be
seen in Fig. 7.2.
In our system, we find that sufficient performance is achieved by measuring the slope
between 2 consecutive vertical measurements. However, particularly in applications
where sensor noise is a concern, slopes may be fit across 3 or more points. This can
have the effect of smoothing out smaller obstacles, causing them to disappear, but
likewise can improve the robustness of “slammable” detection.
Although this method could accumulate structure in a polar coordinate frame, the
goal of marking mixed-classes of structure is to support navigation and localization
simultaneously based on a unified 2D map. Navigation tasks are most commonly performed in the Cartesian space frames, so we choose to produce our 2D structure maps
in Cartesian coordinates, as well. Operating on this unified map saves computation, as
it eliminates the need to produce separate representations for each task.
This method still experiences challenges with negative obstacles due to frequent
lack of direct observability. In cases where drop offs are observable, the slope-based
classification strategy will correctly identify dangerous drop offs, but otherwise will fail
to mark a hazard.
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Figure 7.3: From left to right: no fill-in, 25 cm fill-in and 50 cm fill-in. By applying a hole fill-in
algorithm during 3D data processing, we densify the resulting 2D map data, facilitating later scan
matching. Larger amounts of fill-in greatly increase effective data density, but can negatively affect the
system’s ability to represent certain fine-detail structures (e.g. a picket fence).

7.1.4

Hole Fill-In

Although Velodyne data is more dense rotationally than vertically (0.38◦ horizontal vs.
2◦ vertical spread between observations for a VPL-16 rotating at 20 Hz), at a distance
of 15 m, points are already 10 cm apart. These holes in the data present challenges
during scan matching, which relies on having sufficient data density to detect overlap
in structure. To address this problem, we employ a straightforward technique for filling
gaps in the data.
For consecutive vertical slices, returns from each laser diode are considered in turn.
If, in both slices, the returns were marked as the same class of structure, we fill-in
a line of the same class between the corresponding cells in our 2D map. This allows
the scan matcher to make matches at longer ranges. To avoid filling structure where
none exists, we only apply fill-in to range returns that are less than a specified distance
apart. Example 2D mapping results before and after fill-in can be seen in Fig. 7.3.

7.2

SLAM and Localization

We consider two coordinate systems in which the robot can operate: local and global.
The robot’s local coordinates are determined by its open-loop odometry. The robot’s
global coordinates are the actual position of the robot in the world, e.g. as defined by
an existing global map. The goal of localization, then, is to compute a transformation
L2G that can convert local into global coordinates.
A robot may have one or more systems capable of generating L2G estimates, including but not limited to GPS and scan matching against a known map. We find
it convenient to formulate the challenge of merging these estimates as a equivalent to
solving a SLAM problem: each L2G estimator produces noisy observations in which
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Figure 7.4: A successful scan match in an indoor environment. In this example, we match observations
from the current pose (orange) against those from the prior map (teal). The red triangle denotes the
historic pose closest to our prior estimate of the robot’s current global pose.

we place a certain amount of confidence. Thus, we may find the Maximum Likelihood
Estimate (MLE) L2G by minimizing the error among these separate estimates.

7.2.1

SLAM-Graph Formulation

Our SLAM system and our localization formulate Graph-SLAM in distinct ways. The
SLAM system creates robot pose nodes at fixed intervals of motion, linking them with
relative factors from odometry, camera, and scan matching observations (detailed below). Likewise, global factors provided primary by GPS or human annotation can
be added to the graph, though our system only uses these for initial registration of
the map to satellite imagery. In conjunction with the previously described 2D structure extraction methods, this allows us to construct globally-consistent maps of the
environment.
Our particular system poses localization in terms of factor-graph optimization, as
well, where scan match results between the robot and known locations in the map
result in factor potentials on the robot’s current position. An example instance of such
a match can be seen in Fig. 7.4. Additional L2G factors can be added based on GPS
observations; these present in our system, but weighted considerably less than scan
matching factors. Fig. 7.5 depicts a simple example of a resulting factor graph. This
formulation allow the system to initialize the priors based on GPS, switching to more
precise scan matching once initialized.
Solving the resulting graph yields the present and historic L2G systems for the
robot. One advantage of formulating localization as a graph-solving problem is the
ability to incorporate concepts like max mixture edges into solutions. Max mixture
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Figure 7.5: A simple example of a factor graph for localization. In addition to standard factors based
on GPS or odometry measurements, scan matching factors are added describing transformations back
to a known map (in red). During optimization, the portion of the graph corresponding to the known
map is held fixed, allowing the localization graph to remain compact.

edges [166] allow the system to reject erroneous observations, for example, due to a
bad scan match or bad GPS fix, preventing sudden, catastrophic shifts in the L2G
estimate.
Unfortunately, this formulation does not come without a cost. The longer the vehicle is in operation, the more nodes and factors accumulate in the graph, resulting in
increasing memory consumption and slower solving times. To prevent excessive accumulation, we fix the maximum number of nodes in the graph. When new observations
would result in this threshold being exceeded, the oldest observations are removed,
allowing the localization system to operate in a fixed memory footprint and with stable
solution times.

7.3

Experiments

We deployed our mapping and localization systems on two platforms: the SmartCarts
autonomous golf cart as well as our MAGIC 2.0 mapping robot. Both platforms were
equipped with a 2.8 GHz Intel i7-4900MQ and 8 GB of RAM, with code written in C.

7.3.1

Hazard and Structure Detection

We validate our 2D structure classification on two scenes: one to demonstrate that our
hazard detection threshold maps well to real-world sloped obstacles, and another to
validate that we may classify a wide range of vertical structure, even in the presence
of partial occlusions.
To prove that our method is able to correctly distinguish between real-world navigation hazards, we created a scene containing ramps of slope 10, 14.5, and 16◦ , depicted
in the left picture of Fig. 7.2. These angles were chosen to be near the hazard threshold
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Figure 7.6: 3D point cloud data allows the robot to observe partially occluded structure (left) and
incorporate it into its maps (right). In this scene, the robot observes obstacles of increasing heights,
ranging from 10 cm to 1 m. Vertical structure is denoted in black, hazardous terrain in red, unknown
in light gray, and observed free space in white.

of 15◦ . We expect the 10 and 14.5◦ ramp will be marked as safe, while the 16◦ ramp
will be marked hazardous.
The robot captured the scene from several meters away, viewing the ramps from
their lower, ground-level ends. Our terrain classifier successfully marked the 10◦ ramp
as drivable, and the 16◦ ramp as hazardous, as expected based on the threshold. Due
to sensor noise, parts of the 14.5◦ ramp were marked as hazardous as well. This demonstrates that our hazard detection system is working correctly, but is not entirely robust
to noise.
We set up an additional scene to show that our method can preserve information
about partially occluded structure, ensuring that useful scan matching features are not
removed from the map. The scene consisted of several vertical structures ranging from
0.1 m to 1 m in height, spaced evenly apart in ascending order by height, showed in the
left picture of Fig. 7.6. The robot was placed to view this scene such that the taller
structures were partially obscured by the shorter structures.
Five bands of structure are clearly visible in front of the robot in the right picture of
Fig. 7.6. Only one band of LIDAR strikes fell on the smallest object, a 0.1 m tall box.
As a result, its vertical face was not detected and it was only marked as hazardous,
non-slammable structure. However, the rest of the structure was correctly identified as
sufficiently vertical to be marked as slammable, and accurately placed in the grid map.
This shows that our algorithm can correctly identify and denote vertical structure in
the environment for use in 2D scan matching.

7.3.2

Map Compactness

One advantage of 2D storage is the compactness of the map representation. Our occupancy grid implementation stores class labels for each cell using a single byte, with each
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Figure 7.7: Open-loop odometry during the traversal of the BBB Building at the University of Michigan
(left) compared to a trajectory generated using our localization system (right). The robot’s open-loop
odometry drifts rapidly, but the localization system is able to reliably recover the robot’s true pose
within the building.

cell corresponding to a 5×5 cm area in the world. A prior map produced by our SLAM
system can be seen in Fig. 7.7. The map covers a region of size 74×85 m. For scan
matching purposes, we employ a version of the map which preserves information about
the structure visible from a series of viewpoints of previous traversal. The resulting
scan matching map has a memory footprint of under 4 MB. After applying compression, indeed, this map only consumes 3.6 MB of disk space, compared to the original
830 MB. This is in line with our expectations; maps contain large regions of open space
which are easily compressed. Relevant sub-maps encoding particular viewpoints may
be decompressed opportunistically when memory usage is a concern.
For comparison, storing the raw 3D range returns corresponding only the selected
viewpoints requires 16.3 MB. Converting these returns to 3D points suitable for algorithms such as ICP causes the storage needs to expand to nearly 100 MB.

7.3.3

Indoor Localization

We tested our localization pipeline on our MAGIC 2.0 platform, a system designed for
dual indoor/outdoor use. The MAGIC 2.0 robot was equipped with a MEMS grade
gyro, wheel encoders, and a Velodyne VPL-16 mounted approximately 0.6 m above
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Figure 7.8: Frequency of angular errors in radians for localization based on varying thresholds of
vertical structure classification. If set too high, insufficient quantities of structure are extracted to
support reliable scan matching. If set too low, too much structure is detected to precisely constrain
scan matching results.

the ground. Additionally, we use a Fiber-Optic Gyro (FOG) to acquire ground-truth
orientation estimates over the scale of a single pass of the building. We generated a
map of the 3rd floor of our building and evaluated the localization system based on a
log of a separate, hand-driven traversal.
Results for open loop pose vs. corrected global pose can be seen in Fig. 7.7. Even
as the open-loop odometry drifts, the localization system is able to correct for these
errors, keeping the robot in the middle of the hallways at all times.
We numerically evaluate the impact of different parts of our system against results
from the FOG ground-truth, which measures rotation about θ. By contrasting the FOG
θ estimate against the global one produced by localization when employing different
occupancy grid generation pipelines, we identify the best combination of features to
implement, and the appropriate parameterizations. To quantify the quality of localization, we present distributions of theta error sampled at discrete time steps and binned
by steps of 0.005 radians of angular error (roughly equivalent to a 0.25◦ ).
Slope Threshold
First, we examine the impact of various threshold settings for vertical structure detection in the slope based method. We expect overly high and low values to negatively
impact scan matching results, resulting in low-quality localization. We tested localization for a traversal of our test environment with the structure threshold set to 70, 80,
and 85◦ . The resulting distributions of observed angular errors can be seen in Fig. 7.8.
We find that the middle threshold of 80◦ performs best. This is in line with our
expectations. Maps constructed based on the 85◦ threshold mark vertical structure
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Figure 7.9: Frequency of angular errors in radians for localization based on a polar occupancy map, a
Cartesian occupancy grid, and a Cartesian occupancy grid with fill-in applied. The polar map produces
more large-scale deviation from truth than it’s Cartesian counterpart. However, the results for the
Cartesian map are further improved by filling in the regions between vertical slices of observations,
aiding the scan matching in achieving good alignments.

less frequently, likely due to sensor noise. The scan matcher, with less or insufficient
structure to constrain its matches, produces low quality matches as a result. In contrast,
the 70◦ threshold is too permissive, marking non-vertical structure and sometimes
dilating vertical structure. The scan matcher depends on crisp structure to acquire
good matches, so this dilation hurts match (and thus localization) quality.
Slope vs. Polar Popcount
Next, we examine the impact of employing a compact, polar-coordinate-based popcount
method vs. the slope method with and without fill-in. We expect fill-in to boost performance, as distant observations can be more effectively matched by the scan matcher.
It is expected that the polar and Cartesian methods will otherwise perform similarly.
Bin size parameters were tuned to offer the best-case performances for each method.
For the slope method, grid resolution was set to 5 cm, and the slammable threshold
was set to 80◦ . Fill-in, when used, was performed for points within 25 cm of each other.
The polar popcount method was set to have bins 0.01 rads (0.5◦ ) wide in θ, and 5 cm
in range. Structure was marked in bins with at least 2 bits marked. The resulting
distribution of observed angular errors can be seen in Fig. 7.9.
Fill-in has the expected impact on the slope-based method, shifting the distribution
of error closer to 0. Unexpectedly, the polar popcount performs noticeably worse than
both slope methods, exhibiting a large tail of errors in excess of 0.05 rad (2.8◦ ). We
hypothesize that this is due to the bin size in the polar frame becoming more spread
apart at large distances. The natural spread in bins negatively impacts scan matching,
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Figure 7.10: Frequency of angular errors in radians for localization for open-loop odometry compared
to our final localization system. The orientation estimate provided by a MEMs-grade gyro drifts over
time, resulting in divergence from ground-truth of up to 0.155 rads (9◦ ). In contrast, our corrected
pose estimates are within 0.02 rads (1.1◦ ) of truth 87% of the time.

as long-range observations are smeared across wider and wider areas. This manifests
as the larger angular errors seen in the results.
Slope Method vs. Open-Loop Odometry
Finally, we present a comparison between our best-performing method from the previous analysis, and open-loop MEMs odometry. Odometry-based estimates are initially
aligned with the global coordinate frame, but then allowed to drift naturally. The
results can be seen in Fig. 7.10.
The θ estimates produced based on the robot’s MEMs grade IMU drift significantly
over the 10 minutes traversal of the building, accumulating a maximum error of nearly
0.155 rads (9◦ ). Conversely, 2D scan matching based on slope-based structure maps
is able to localize the robot within 0.02 rads (1.1◦ ) of ground-truth 87% of the time,
0.025 rads (1.4◦ ) 97% of the time, and in the worst case, deviates from ground truth
by just under 0.045 rads (2.5◦ ).

7.3.4

Computational Costs

We present timing data for the indoor dataset to evaluate how frequently our localization system is able to update pose estimates. Our method can be broken up into three
distinct stages: map building, scan matching, and graph solving.
To ensure a recent, 360◦ view of the area surrounding the robot, we produce 2D
scan matching maps after every revolution of the Velodyne. At the maximum rotation
rate allowed by the hardware, a revolution is completed every 50 ms. We are able to
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Figure 7.11: A trajectory based on open-loop odometry on a FOG-equipped golf cart (blue) vs. our
localized trajectory (green). Structure from the 2D prior map is shown in yellow. Noisy open-loop
odometry causes errors in pose estimation, but 2D scan-matching results are sufficiently accurate for
our localization system to correct the errors, keeping the vehicle safely within its lane.

process this data incrementally in real time, resulting in less than 1 ms of delay between
the completion of a revolution and publication of a map.
The resulting maps are consumed by a scan matching module, which in turn publishes its best estimate of the robot’s current pose in the global map. Scan matching
time dominates the cost of our algorithm and varies greatly based on the quality of the
initial pose estimate. The median time to acquire the best match is 140 ms, but times
as low as 100 ms, and as high as 180 ms, are common. In the rare event that no good
match is found, the search can take as long as 400 ms.
Finally, the scan matching results are incorporated into a localization graph which
solves for the current and historical robot poses. The graph is mostly sparse, resulting
in a linear growth in solve time. We find that solve time increases at a rate of roughly
1 ms per 100 historical poses in the graph. By limiting the size of the graph, we are
able to keep solve times under 5 ms. Based on this timing information, our system was
able to produce new L2G estimates at a rate of 5 Hz.
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Outdoor Localization

We also tested our localization pipeline outdoors on our SmartCarts autonomous golf
cart platform. Our vehicle was equipped with a FOG for yaw estimates, an encoder on
the left-rear wheel, and a Velodyne HDL-32E for scan matching. We registered handannotated lanes against a SLAM map of the environment gathered prior to testing. The
robot was then driven to a start location and tasked to drive autonomously between
several waypoints in the road network. A comparison of open-loop vs. localization
corrected pose can be seen for a portion of the trajectory in Fig. 7.11.
Our open loop odometry slowly accumulates error, even with high-grade sensors
like a FOG. Matching scans against a 2D structure map corrects for this error, though,
keeping the SmartCart within its lanes throughout the test.
We evaluated the speed with which we are able to process VPL-16 scan data using
our slope based approach with 25 cm fill-in. We found that our method can generate
50 × 50 m grid maps in real time when the Velodyne is rotating at 20 Hz.
For some applications such as autonomous exploration, it can be helpful to explicitly
mark free space as explicitly observed out to some range. Using a simple line-of-sight,
raycasting approach to mark this space in the grid map out to 5 m adds an additional
6 ms of post-processing per scan. Cropping the maps to remove regions without detail
takes another 3 ms.

7.4

Conclusions

Recent advances in localization for autonomous vehicles rely on matching 3D structure
in the environment, providing robustness to the effects of weather and road maintenance. However, the resulting maps are computationally costly to match against and
have large storage requirements.
In this Chapter, we presented a localization system harnessing the rich structural
data of 3D LIDAR sensors, but with the computational and storage efficiency of 2D
approaches. We introduced two methods for extracting 2D structural information from
3D LIDAR in support of 2D scan matching, as well as a novel localization method
based on graph-SLAM algorithms. We quantified the performance of these methods
in a real-world system, evaluating predicted orientation estimates against high-quality
estimates produced by a FOG. Our system consistently produces accurate position
estimates, even in the presence of partial occlusions and dynamic obstacles.

Chapter 8

3D Lines/Planes
Landmark-Based SLAM for
Autonomous Vehicles

“Google is working on self-driving cars,
and they seem to work.
People are so bad at driving cars
that computers don’t have to be that good
to be much better.”
— Marc Andreessen, The New York Times Magazine, 2011

core challenge in many autonomous vehicle applications is localization:
how can a vehicle reliably estimate its position with respect to a prior
map, so that the semantic information in that map (e.g. lane information) can be used to support driving? A good localization system should
work in a wide range of sensing conditions, produce accurate results,
be robust to false positives, and require modest amounts of information to describe
landmarks.
GPS, RGB cameras and 2D lasers are often used to solve a wide range of common
tasks that a mobile robot needs to face. However, for large-scale outdoor scenarios like
in the case of autonomous driving vehicles, these sensors are insufficient. For example,
GPS devices have resolutions too coarse to be used for localization. Moreover, they
can lose the signal in environments like tunnels or underground parking. 2D lasers can
easily go blind due to the very thin region of space they analyze. Indeed, there is high
probability for most of the beams to not return back. RGB cameras, instead, suffer
of common external noise like changes in the weather conditions. Also, they can be
totally useless in absence of sunlight. For all these reasons long range sensors, like 3D
LIDAR lasers, are currently widely employed to solve complex tasks as Simultaneous
Localization And Mapping [17][168] or obstacle avoidance [84].

A
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Common LIDAR laser sensors generates large-scale point clouds acquiring data
on all directions. Unfortunately, such point clouds tend to be very sparse. Standard
techniques like point cloud registration [26], that are normally used for localization and
mapping, fail. For this reason, to gather a sufficient amount of information, it is often
necessary to equip the robot with more than one LIDAR. On the other hand, this kind
of sensors are also very expensive. To make mobile robots like autonomous cars more
accessible, it is necessary to find ways to work with a minimal set of these sensors.
Thus, methods operating on sparse data are critical.
When dealing with sparse data, it is natural to fall back on the usage of features.
Instead of relying on the full point cloud, only few meaningful pieces of information
extracted from the data are used. A good feature extraction method should be able to
find stable and robust features. This means that, given a set of consecutive input point
clouds, the same feature must be detected in most of the frames, even in presence of
external noise. However, due to the sparsity of the input, this is a challenging task.
Common feature extraction methods, that are mainly designed to work with dense
point clouds, fail in this setting.
In this Chapter, we present a method for fast and robust extraction of general
purpose 3D features, from a single sparse point cloud. In our case the features are 3D
lines and 3D planes. Our approach attempts to fit such feature models on significant
objects extracted from the input data. An efficient isolation of region of interest in the
point cloud, and the adaptive surface normals computation, let our method to compute
stable and robust 3D features.
We validate our algorithm by showing the results of a 3D landmark SLAM system
whose input are the output features computed by our approach. We also compare
such results against the same SLAM system, but fed using the NARF [5] state-of-theart method for key-point detection. The dataset used in the experiments has been
acquired by an autonomous car equipping a single Velodyne HDL-32E LIDAR sensor,
in the MCity test facility of the University of Michigan. Additionally, we describe the
techniques we used to make the system fast enough for real-time operation.

8.1

Robust 3D Feature Extraction

In this section we describe in detail the complete processing pipeline of our algorithm.
After defining the problem of 3D feature extraction in Sec. 8.1.1, we describe the main
blocks composing the computation flow of our method (see Fig. 8.1). In particular,
in Sec. 8.1.2 we show how to remove non-vertical regions from the input point cloud
(i.e. the ground); successively, we explain in Sec. 8.1.3 how we compute the surface
normals of the points; lastly, Sec. 8.1.4 describes our point cloud segmentation, and
feature extraction procedures.
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Figure 8.1: The processing pipeline of our 3D feature extraction method.

8.1.1

Problem Formulation

Generally speaking, a good feature should exhibit properties such as:
• sensitivity: there should not be cases where no feature is detected for long periods
of time;
• repeatability: the same feature is detected over a wide range of observation conditions;
• robustness: external noise like poor illumination or changes in weather conditions
should not compromise the detection of the feature;
• distance measure: it should be possible to define and compute a distance between
features. Such a distance must be low or high depending if the two compared
features are respectively very similar, or very different.
When dealing with outdoor mobile robots, a significant number of static objects in
the surrounding environment can be approximated by geometric entities like 3D lines
(lamp posts, trunks, signals) or 3D planes (buildings, walls). The problem we address
is the robust detection of 3D line and plane features from sparse point clouds.
Note that, the geometric features selected satisfy all the fundamental properties
listed before. The sensitivity and repeatability are assured by the fact that, besides
special cases like deserts, most of the environments are always surrounded by objects
that can be approximated by lines or planes. Common external noise sources for outdoor mobile robots can be rooted, for example, to changing of illumination or weather
conditions. Since the data input of our method is a point cloud, by construction it
is mostly insensitive to these kind of noises. Also, being lines and planes well known
geometric entities, we can find functions to compute distance values between them.
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Figure 8.2: Example of our non-vertical region removal approach. The left image shows an input sparse
point cloud. The right picture depicts the same point cloud with vertical points highlighted in red.
Most of the points belonging to non-vertical regions are successfully detected and removed.

8.1.2

Non-Vertical Region Removal

Many of the objects we want to approximate with lines and planes share a common
characteristic: they have a dominant vertical component. Likewise, non-vertical areas
(e.g. the ground) tend to not be good features. We exploit this characteristic to make
the feature computation more efficient both in terms of CPU time usage, and false
positive reduction. The idea is to prune all the points in the input cloud that do not
expand along the gravity vector direction. In this way we avoid processing points that
would not generate a good feature.
In the case of Velodyne data, it is convenient to represent each point by using the
polar coordinates: a triplet composed of azimuth θ, elevation φ and the range d. As
explained in Sec. 3.1.1, both azimuth and elevation are subject to quantization and
we can see a 3D laser scan as a range image. We will refer to this kind of image as
spherical depth image.
Due to the amount of data our method needs to use, an efficient representation is
mandatory. We describe here a simple procedure that minimizes the memory movements without manipulating the cloud. We assume the point clouds are memorized
in unordered arrays. To avoid moving large amount of data we use the concept of
index image. An index image relates the Cartesian points of a cloud with the pixels
of its spherical depth image. Given the projection model π(R3 ) → R3 , defined by the
Eq. 3.11, an index image I is an image where the pixel Iu,v = i contains the index of
the point pi in the array such that π(pi ) → (u, v, d)T .
Each time the sensor generates a new point cloud, we compute its Cartesian representation P, the associated spherical depth image D P by using the projection function
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Input: P, D P and I P

Output: P, D P and I P pruned from flat regions

foreach column u in D P do
foreach row v in D P do
P 6= 0 && p
if Du,v
u,v not labeled vertical then
n←0
p ← pu,v
foreach row w in D P greater than v do
⊥
if kp⊥
u,v − puw k < ǫr then
n←n+1
p ← p ∪ puw
end
end
if n > ǫt then
label all points in p as vertical
else
delete pu,v from P
P =0
Du,v
P = −1
Iu,v
end
end
end
end
Algorithm 7: Non-vertical region removal

π, and the index image I P .

We perform the non-vertical region pruning directly in the image plane. Let pu,v
P , and p⊥ be its 2D projection on the
be the 3D point associated to the pixel Du,v
u,v
ground. Given a column u in D P , we iterate through all its rows. When we find a
valid pixel that is still not labeled as “vertical”, we count the number of remaining
⊥
points puw with w > v whose projection p⊥
uw is within a radius ǫr from pu,v . If the
number of points satisfying this condition is greater than a given threshold ǫt , we label
all of them as vertical. In the other case, we remove pu,v from the input point cloud
P = 0 and I P = −1. We proceed then to analyze the next rows until
P, and we set Du,v
u,v
the last one is reached. The whole procedure is repeated for each column of D P . At
the end of this operation P, D P and I P will contain only valid values for the points
labeled as vertical. The idea behind this approach is that, if a group of points creates
a vertical structure, then their associated pixels in the spherical depth image D P must
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Figure 8.3: Example of our surface normal computation process. The right image is a magnification
of the one on the left. The surface normals are drawn as dark green lines. Our adaptive neighborhood
selection allows to compute accurate normals also on thin objects like posts.

lie on the same column. This comes from the fact that D P is built as a quantization of
polar coordinates. Note also that the discretized nature of this method allows to detect
structures that are not perfectly vertical. Algorithm 7 describes the non-vertical region
removal, while Fig. 8.2 shows respectively its typical input (left) and outcome (right).

8.1.3

Surface Normal Computation

A point measurement gathered by a range sensor is a sample from a piece-wise continuous surface. We extend the spatial information encoded in a point pi , by locally
characterizing the surrounding surface with its normal ni . The normal ni is computed
by evaluating the covariance matrix of the Gaussian distribution Nis (µsi , Σsi ) of all the
points that lie in a certain neighborhood of the query point pi . The normal is taken as
the eigenvector associated with the smallest eigenvalue and, if needed, flipped towards
the observer’s point of view. More formally, for each point pi we compute the mean µsi
and the covariance Σsi of the Gaussian distribution as described in Eq. 3.35
A key issue is determining the size of the region over which a normal is computed.
A common technique consists in taking all the points lying within a sphere of radius
r, centered on the query point pi . Unfortunately, such heuristic would require CPU
expensive queries on a KD-Tree to determine the points inside the sphere.
To speed up the calculation we exploit the matrix structure of the spherical depth
image D P . In particular we use an approach based on integral images described in [6]
(see Appendix D). The advantage of this method is that, once the integral image is
computed, we can evaluate the quantities listed in Eq. 3.35 in constant time.
We begin by considering all the points within a rectangular region around the pixel
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of D P associated to pi . This heuristic can be seen as an approximation of the sphere of
radius r centered in pi . We then adaptively reduce this set to eliminate far-away points,
which improves the normal estimates. As an example, suppose we want to compute
the normal of a point lying on a lamp post that is located near the wall of a building.
Suppose also that we wrongly choose an interval of pixels for the normal computation
that includes part of that wall. These outliers, that most likely will be much more
than the points on the lamp post, will affect the normal direction generating unwanted
artifacts.
We solve this problem by computing adaptive intervals for each pixel in D P . To this
end we construct a new image RP , of the same size of D P , where each element contains
the exact rectangular boundaries to be used to compute the normal. We will refer to
RP with the term interval image. Given a pixel in D P , the edges of the interval are
calculated by incrementally looking at its neighborhood in all four directions: left, right,
up and down. If the depth discontinuity of the pixels on a given direction is smaller than
a certain threshold, we expand the boundaries of the region along that line. Otherwise,
we analyze the remaining directions until no more expansion is possible.
Once we have the parameters (Σsi , µsi ) of the Gaussian Nis , we compute its eigenvalue decomposition as follows


λ1 0 0
Σsi = R  0 λ2 0  RT
(8.1)
0 0 λ3
Here λs1:3 are the eigenvalues of Σsi in ascending order, and R is the matrix of eigenvectors that represent the axes of the ellipsoid approximating the point distribution.
At the end of this procedure, each point pi in P is labeled with its surface normal
ni . Fig. 8.3 shows an output example of the surface normal computation process.

8.1.4

Segmentation and 3D Feature Extraction

The last block of our processing pipeline has the goal of segmenting the points in the
cloud and, subsequently, to extract the 3D features. The general idea is to first compute
clusters, or segments, belonging to well defined objects in the scene (i.e. walls, traffic
lights, signals, lamp posts). Then, for each cluster, we perform 3D line/plane data
fitting. We determine if a cluster is well approximated with a line or a plane feature
by computing a measure of the quality of the fitting.
We use a region growing based clusterization algorithm to compute the segmentation. Again, this is performed directly on the image plane. This kind of method
incrementally checks the neighboring region of a point seed. Based on some similarity
criteria, it determines if the point neighbors should be added to the current cluster or
not. When no more points can be added, a new seed and a new cluster are generated.
The process is iterated until all the points are segmented. Our criteria to discriminate
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Figure 8.4: Left: example of our segmentation process. Each cluster is drawn with a different color.
The ground does not belong to any cluster and is shown only for clarity purposes. Most of the objects
of interest for 3D feature extraction are correctly clusterized. Right: example of 3D features extracted
by our method from a sparse point cloud. 3D lines and 3D planes (circles) are shown in orange. Most
of the walls and posts are correctly detected.

when to add a neighboring point to the current cluster is based both on the point
distance, and the angle difference of the normals.
In standard region growing approaches the initial seed is fixed, and all the neighboring points are compared with respect to it. Since our similarity measure is based also
on the distance, keeping the seed point fixed could generate multiple clusters actually
belonging to the same object. To avoid this, in our algorithm the seed is not fixed.
Instead, it changes as we move away from the initial one. In addition to this, we prune
all the clusters containing a number of points smaller than a certain threshold ǫc . This
is necessary to remove all segments too small to be a representation of an object of
interest in the surrounding environment.
More formally, a neighboring point pi of a point seed ps is added to the current
cluster if one of the following holds:
• the distance between pi and ps is lower than a threshold:
kps − pi k < ǫd

(8.2)

• the angle between the normals ni and ns is lower than a threshold:
ns · ni > ǫn

(8.3)

Algorithm 8 describes the pseudo-code that performs the region growing segmentation,
while the left picture of Fig. 8.4 shows an output example of our segmentation method.

8.1. Robust 3D Feature Extraction
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Data: P, D P and I P
Result: a set of clusters C
C←∅
for each row v in D P do
for each column u in D P do
if D P (u, v) 6= 0 && pu,v not in a cluster then
c←∅
pool ← hu, v, pu,v i
while pool is not empty do
hy, w, pyw i ← head(pool)
c ← c ∪ pyw
pool ← pool \ hy, w, pyw i
for each pij neighbors of D P (y, w) that is not in a cluster do
if kpyw − pij k < ǫd && nyw · nij > ǫn then
pool ← pool ∪ hi, j, pij i
end
end
end
if |c| > ǫc then
C ←C∪c
end
end
end
end
Algorithm 8: Point distance and normal angle based segmentation.
Once all the clusters are computed, we check which of them can be approximated
by a line or a plane. We perform this by fitting the segments with a 3D line or a 3D
plane model. Given a cluster ci , we compute the covariance matrix of the Gaussian
distribution Nic (µci , Σci ) of all the points in ci . Let λc1:3 be the eigenvalues of Σci in
ascending order, and let uc1:3 be the associated eigenvectors. The fitting line Li , and
the fitting plane πi , are extracted as follows:
Line Li is the line with origin µci , and direction uc3 ;
Plane πi is the plane with origin µci , and normal uc2 × uc3 .
The reader might notice that the eigenvectors uc1:3 give an indirect measure of the
fitting quality. Indeed, in the case of a line where the points change mainly along one
direction, we will have two eigenvalues (λc1 and λc2 ) substantially smaller with respect
to the third one (λc3 ). For a plane, instead, only one eigenvalue (λc1 ) will be significantly
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smaller then the others (λc2 and λc3 ). Consider also that, if the feature model F (in this
case a line or a plane) approximates well the cluster, than the residual error e must be
small
1 X
e=
d(Fi , pj )
(8.4)
|ci | p ∈c
j

i

where |ci | is the number of points in the cluster ci , and d(Fi , pj ) is a function returning
the Euclidean distance between the feature model F and a point pj .
Our method checks if a fitting model represents a good approximations for a cluster
by looking both at the shape of the eigenvectors uc1:3 , and the value of the residual
error e. More formally, we say that a line Li represents a valid feature if the following
constraints hold
λc1

λc1 + λc2
< ǫl ,
+ λc2 + λc3

e=

1 X
d(Li , pj ) < ǫdl
|ci | p ∈c
j

(8.5)

i

Similarly, we say that a plane πi is a valid feature if the following relations are true
λc1

λc1
< ǫp ,
+ λc2 + λc3

e=

1 X
d(πi , pj ) < ǫdp
|ci | p ∈c
j

(8.6)

i

Note that, during the cluster processing we first try to fit a line and, only in case
that fitting fails, we try with a plane. This ordering is fundamental since a plane always
represents a good fitting of a line, but not vice versa. The right picture of Fig. 8.4 shows
an output example of 3D features computed by our method.

8.2

Experiments

In this experimental evaluation we demonstrate the validity of our feature extraction
approach. We show that the stability and the robustness of the computed features can
be exploited for solving more complex tasks like localization and mapping, in particular
in the context of autonomous driving. We present comparative results of a 3D landmark
SLAM system that we feed with the lines and planes computed by our method, and
with NARF key-points.
The dataset used in this evaluation has been recorded using an autonomous car
mounting a single Velodyne HDL-32E LIDAR sensor. Such a sensor is able to generate
point clouds with a horizontal and a vertical field of view of 360 and 40 degrees respectively. The main drawback of this sensor, however, is that it features only 32 laser
beams to cover the whole vertical field of view. As a consequence the point clouds are
very sparse.
The environment where we acquired the dataset is the MCity test facility of the
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Figure 8.5: Example of 3D landmark based graph SLAM. Left: top view of the graph with our features
before the optimization. Center: top view of the graph with our features after the optimization. Right:
top view of the graph with NARF key-points after the optimization. Black, blue, red and green points
represent in the order odometry, plane, line and NARF key-point measurements. By using our features
the trajectory and the measurements are successfully updated to a global consistent state.

University of Michigan. MCity is a realistic off-road environment built for testing the
capabilities of autonomous vehicles. The evaluation has been performed using a laptop
with a i7-3630QM running at 2.4 GHz.
In the SLAM algorithm we built for these experiments, a landmark can be either a
3D line, a 3D plane or a 3D key-point. As soon as new 3D features are computed, the
SLAM system incrementally construct a graph. Each incoming feature can generate
either a new factor, or a new node, depending if we can associate it to an existing
landmark or not. If a feature is “near” to a landmark L, then we add a factor between
the last odometry node and L itself, otherwise a new landmark node is added to the
graph.
Fig. 8.5 shows an example of optimization of two graphs constructed by using the
output features of our method, and the NARF key-points. In the images the robot
trajectory is depicted in black, while measured lines, planes and NARF key-points are
colored in red, blue and green respectively. The left image illustrates the graph before
any optimization. As the reader can see, the accumulated odometry error results in
curved and doubled walls that should be straight. The same problem holds for the
lines. However, after performing the graph optimization, the trajectory of the car is
corrected, and the measurements are updated to globally consistent positions. This is
shown in the central image of Fig. 8.5. The reader could note that, in the optimized
graph, the planes can intersect giving the impression of crossing walls. This visual
effect is due to the way we represent the measurements (see Appendix A). Within our
SLAM algorithm a plane measurement is defined using the coefficients (a, b, c, d)T of
the general equation of a 3D plane. When we√draw the graph, each plane measurement
is positioned on the point at distance p = d/ a2 + b2 + c2 along the normal (a, b, c)T .
This point almost never coincides with the one where the plane was originally sensed.
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Figure 8.6: Example of 3D landmark based graph SLAM. Left: top view of the graph with our features
before the optimization. Center: top view of the graph with our features after the optimization. Right:
top view of the graph with NARF key-points after the optimization. Black, blue, red and green points
represent in the order odometry, plane, line and NARF key-point measurements. Like in the case
of Fig. 8.5, by using our features the robot’s trajectory and the other measurements are successfully
updated to a global consistent state.

The right image of Fig. 8.5, instead, depicts the optimized graph when using NARF
key-points. The robot’s trajectory results to be scattered and not globally consistent
with the movements that a non-holonomic vehicle like a car can perform. Note also how
uniform is the distribution of the NARF key-points. This is a clear evidence that the
algorithm is not able to detect unique and repeatable features. As introduced before,
this is mainly due to the sparse point clouds generated by the sensor. The robustness
and the stability of our features lead to the construction of a well-constrained graph,
and to good SLAM results.
Fig. 8.6 shows another example of landmark SLAM in a part of MCity that lacks
the presence of buildings. Despite the possibility of relying almost only on lines, the
optimization using our features is again good, and the trajectory of the robot is correctly
recovered. These results highlights again how our feature extraction algorithm is wellsuited to solve tasks like SLAM. Like in the previous case, the car’s path obtained
by optimizing the graph with NARF key-points results not globally consistent and
scattered.
We performed additional experiments to profile our method in terms of time complexity. We tracked the CPU time usage for all three processing blocks depicted in
Fig. 8.1. The left plot in Fig. 8.7 contains the mean computation time needed to
process all the point clouds of the dataset acquired in MCity. Both results with and
without non-vertical region removal are shown. Removing flat regions generates a computation time boost of almost of a factor of 2. An implementation without non-vertical
region removal barely runs in real-time (10 Hz), but our full method can process point
clouds at more than 20 Hz.
The time complexity of our algorithm is directly dependent on the number of points
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Figure 8.7: Left: mean CPU time usage of our method to extract the 3D features. Removing nonvertical regions lowers the computation time of nearly a factor of 2. Right: computational time needed
by our method to extract the 3D features when the number of points in the input cloud increases. The
CPU time grows super-linearly with the number of points in the cloud.

in the cloud. To give an idea of the impact that the cloud dimension has on the
whole process, we performed another set of experiments. In particular, we profiled the
computation time as the number of point in the input cloud increases. The results are
shown in the right plot of Fig. 8.7. As expected, the CPU time increases super-linearly
with the number of points in the cloud.

8.3

Conclusions

We presented a fast method for extraction of robust 3D features from a sparse point
cloud. We also discussed all the relevant steps needed for the implementation of such
a system, and we validated our method with an extended experimental evaluation. In
addition to this, we presented comparative results against the state-of-the-art NARF
key-point detector for 3D point clouds.
We demonstrated that, due to its stability and robustness, our algorithm is suitable
to solve more complex tasks like SLAM. All the tests have been performed on a real
dataset acquired with an autonomous car at the MCity test facility using a Velodyne
HDL-32E. In addition to all of this, our method showed to be fast, enabling real-time
use.
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Chapter 9

Conclusions and Discussion

“In literature and in life we ultimately pursue,
not conclusions, but beginnings.”
— Sam Tanenhaus, Literature Unbound, 1986

imultaneous localization and mapping is a fundamental building block
for any mobile robot. In the recent years, the demand for robots operating in large-scale environments , and for long periods of time, has
constantly grown. This is mainly connected to the need of mobile robots
working together with people, in their daily environment. As an example
it sufficient to think to the rising interest around the business of autonomous cars. This
calls for the development of long term SLAM systems capable of coping with large and
challenging environments such as entire metropolis. Moreover, considered the nature
of the problem, it is necessary to find algorithms that are robust against common noise
factors including dynamic aspects and measurement aliasing.
When dealing with 3D large-scale areas, current SLAM solutions are insufficient.
Indeed the state-of-the-art for localization and mapping is able to cope only with environments of moderate size (e.g. buildings), and for a limited span of time. This
is due to multiple reasons, including the huge jump in the dimension of the problem,
and the higher memory consumption. Moreover, application fields such as self-driving
and agricultural robots pose significant safety concerns regarding human beings. As
a consequence of this, current SLAM solutions must be extended in order to handle
noise, and to recover from possible failures.
In this thesis we focused on improving and advancing the current state-of-the-art
of specific modules composing common modern SLAM systems. In particular, we introduced a novel point cloud registration method, named Normal ICP, that exploits
the surface normal of the points directly in the minimization of the error function.
Experimental results showed that NICP is able to outperform other state-of-the-art
algorithms. We also developed a reliable and accurate loop closing detection method

S
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that uses as search heuristic the trajectory followed by the robot. Such an approach
significantly reduces the overall computation time, and it allows for recovering from inconsistent global map estimates due to miss detected closures. During the evaluation,
our approach has been able to correctly map hard and harsh large-scale environments
such as the catacombs of Priscilla in Rome. Additionally, we presented a method that
exploits 3D sensor data to build dense two dimensional measurements. By relying on
recent and well established approaches for 2D localization and mapping, these measurements are then used to perform robust indoor/outdoor 2D SLAM. Moreover, it showed
to be memory efficient which makes the approach particularly suitable for large-scale
mapping. Finally, we developed a very fast method for computing robust 3D geometric
features, in our specific case 3D lines and planes, from sparse sensor data. We evaluated
and demonstrated the efficacy of our approach by performing 3D feature based SLAM
with an autonomous car in the MCity test facility.
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Appendix A

Minimal Representations

s explained in Sec. 3.2.1, when using over-parameterized representations
in conjunction with a least-squares estimation problem, can lead to unstable results. To overcome this issue, it is common to use minimal representations for the state variables involved in the minimization problem.
A minimal representation uses the least number of parameters necessary
to describe the state space. Normally, it corresponds to the number of degrees of freedom of the least-squares variable involved in the minimization. For example, a planar
line has two degrees of freedom. This means that, a minimal representation is given by
the Hessian normal form of the equation of a 2D line

A

y sin θ + x cos θ − p = 0

(A.1)

where the parameters p and θ = atan2(sin θ, cos θ) are respectively the positive length,
and the angle of inclination, of the normal segment connecting the origin and the line
itself. In the remainder of this Appendix, we will describe the minimal representations
employed in the algorithms presented in this thesis. More in particular, we will focus
on the the state spaces of three dimensional rotations, planes and lines.

A.1

3D Rotation

A rotation in a three dimensional space has exactly three degrees of freedom. 3D orientations are commonly represented using rotation matrices, the special orthogonal group
SO(3). Having such a formalism nine different parameters, it is an over-parameterized
representation. Euler Angles are a simple and intuitive alternative that allow for simple analysis and control of orientations. In particular, they provide a compact way to
represent a 3D orientation through the combination of three rotations about different
axes.
More formally, consider the basic rotation around one of the axis of a coordinate
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Figure A.1: Tait-Bryan Euler angles convention sequence z-y-x. The original reference system is shown
in blue, while the rotated one is depicted in red. N coincides with y.

system. Using the right-hand rule, we can define the following three elemental rotations
by an angle θ about the x, y, and z axes


1
0
0
Rx (θ) =  0 cos θ − sin θ 
(A.2)
0 sin θ cos θ


cos θ 0 sin θ
Ry (θ) = 
0
1
0 
(A.3)
− sin θ 0 cos θ


cos θ − sin θ 0
(A.4)
Rz (θ) =  sin θ cos θ 0 
0
0
1

A generic rotation matrix can be obtained from these three, simply using matrix multiplications. For example
R = Rz (α)Ry (β)Rx (γ)
(A.5)
it is an intrinsic rotation whose Tait-Bryan angles are α (yaw), β (pitch) and γ (roll)
about the z, y and x axes respectively. The Tait-Bryan angles are a convention, widely
adopted in robotics, for representing Euler angles. The definitions and notations used
for Tait-Bryan angles are similar to those for proper Euler angles, with the difference
that the former represents rotations about three distinct axes (x, y and z), while the
latter uses the same axis for both the first and third elemental rotations (z, x and z).
Fig. A.1 shows a graphical example of the intermediate elemental rotations occurring

A.1. 3D Rotation
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Figure A.2: Geometric abstraction of the concept behind a quaternion. The rotating arrow indicates
the positive direction of the rotation.

when using Tait-Bryan angles.
Note that Euler angles are limited by a phenomenon called “gimbal lock”. Gimbal
lock is a singular configuration for which the rotation can not be uniquely represented
using Euler angles. The specific orientation at which a gimbal lock occurs depends on
the order of rotations used. In the case of Tait-Bryan angles, this singularity happens
when β is equal to π/2 radians. When the pitch is at that particular configuration,
changes to roll and yaw result on the same rotation.
In alternative to Euler angles, it is possible to exploit the quaternions formalism.
A quaternion is a four element vector that can be used to encode any rotation in a 3D
coordinate system. In particular, it is composed by three complex elements representing
the axis about which the rotation happens, and a real element encoding the amount
of rotation θ which will occur about that axis. More formally, a quaternion q can be
defined as
q = qx i + qy j + qz k + qw
(A.6)
where qx , qy , qz and qw are real numbers, while i, j and k are the imaginary components.
The reader might notice that a minimum of four parameters is necessary to represent
a quaternion, while a rotation has only three degrees of freedom. We can overcome
this issue by using unit quaternions. This particular subset of quaternions satisfy the
property for which the norm must be unitary
2
|q| = qx2 + qy2 + qz2 + qw
=1

(A.7)

In this case, the fourth parameter qw can be computed as a function of the other three
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as
qw =

q

1 − qx2 − qy2 − qz2

(A.8)

thus reducing the number of independent parameters from four to three, and obtaining
in this way a minimal representation. Fig. A.2 contains a graphical example showing the
geometric concept behind quaternions. Despite less intuitive, using unit quaternions
instead of matrices or Euler angles to represent 3D rotations has many advantages:
• concatenating rotations is computationally more efficient and numerically more
stable;
• extracting the angle and axis of the rotation is simpler;
• interpolation is easier;
• quaternions do not suffer from gimbal lock.

A.2

3D Line

A line in the three dimensional space has four degrees of freedom. However, in order
to understand how to represent a 3D line with a minimal set of parameters, it is first
necessary to give some prior definitions.
Consider a two element vector σ = (σ1 , σ2 )T ∈ P1 , where P1 indicates the one
dimensional projective space, we can define σ by using a 2D rotation matrix W ∈
SO(2) as


1
σ1 −σ2
W=
(A.9)
||σ|| σ2 σ1
Note that the first column of the matrix W is the vector σ itself normalized to have
unit norm. Let now θ be the update parameter, then a local update can be applied as
W = W R(θ)

(A.10)

with R(θ) being a 2D rotation matrix of angle θ. Similarly, a 3D rotation matrix
U ∈ SO(3) can be locally updated by using 3 parameters associated to any wellbehaved, locally non singular, representation such as Euler angles θ = (θ1 , θ2 , θ3 )T .
In this case the update can be applied as
U = U R(θ) = Rx (θ1 )Ry (θ2 )Rz (θ3 )

(A.11)

where Rx (θ1 ), Ry (θ2 ) and Rz (θ3 ) are elemental rotations as defined in the previous
section.

A.2. 3D Line
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Figure A.3: Geometric visualization of the Plücker representation of a 3D line.

With this mind, any arbitrary projective 3D line L̃ can be defined by the orthonormal representation [169] (U, W)
(U, W) ∈ SO(3) × SO(2)

(A.12)

where SO(3) and SO(2) indicate respectively the Lie groups of 3×3 and 2×2 rotation
matrices. Note that (U, W) is a minimal representation since SO(3) has three degrees of freedom and SO(2) exactly one. This means that such a formalism admits a
locally non singular parameterization, and thus a 3D line can be locally updated with
a minimum set of four independent parameters.
Let be now the vectors a and b the Plücker representation (see Fig. A.3) of a 3D
line L
L = (aT , bT ) = (aT , (a × P)T )T
(A.13)
where a is the unit vector representing the direction of the line, b is the moment
perpendicular to both the line direction a, and the shortest distance between the origin
and the line itself, and P is an arbitrary point lying on L. We can then define the 3×2
matrix C̃ whose QR factorization is




||a||
0
b
a×b
a
 0 ||b|| 
(A.14)
,
,
C̃ =
||a|| ||b|| ||a × b||
0
0
|
{z
}
|
{z
}
U∈SO(3)
Σ
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We recall that the QR factorization of a matrix is the decomposition of an arbitrary
matrix A into the product A = Q R of an orthogonal matrix Q, and an upper triangular matrix R. Note that U ∈ SO(3), while the non zero entries of matrix Σ can be
represented by a SO(2) as shown in Eq. A.9, thus yielding to the following matrix W


1
||a|| −||b||
W=
(A.15)
||σ|| ||b|| ||a||
where σ = (||a||, ||a||)T .
Going back from the orthonormal to the Plücker representation is a trivial task,
and it can be easily done as follows
L = (w11 uT1 , w21 uT2 )T

(A.16)

with ui being the i-th column of matrix U.
A minimal four parameter update p = (θ T , θ)T = (θ1 , θ2 , θ3 , θ)T of the line L̃
can therefore be computed as
U = U R(θ)

(A.17)

W = W R(θ)

(A.18)

Under a geometric point of view, matrix W encodes the ratio ||a||/||b||, hence the
distance d from the origin to the line. In other words, the parameter θ acts on d.
Matrix U, instead, is related to a 3D coordinate system attached to L̃. The first
parameter θ1 rotates L̃ around a circle of radius d, centered in the origin, and lying on
the plane defined by the origin and the line. Parameter θ2 rotates L̃ around a circle
of radius d, centered in the origin, and lying in a plane containing both the origin,
and the closest point Q of L̃ to the origin, and perpendicular to the line. Finally, the
parameter θ3 rotates L̃ around the axis defined by the origin and Q.

A.3

3D Plane

A plane in the 3D space has three degrees of freedom. Intuitively what we need to
describe an arbitrary 3D plane is an orientation telling the direction the plane is facing,
and the distance of the plane from the origin. To this end, consider the general equation
of a plane lying at distance p from the origin

ax + by + cz + d = 0
d
p= √
2
a + b2 + c2

(A.19)
(A.20)

A.3. 3D Plane
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Figure A.4: Geometric idea behind the minimal representation parameters of a 3D plane.

Like in the case of a planar line, we can derive from Eq. A.19 the Hessian normal
form of the plane. This can be done by defining the components of the unit normal
vector to the plane n = (nx , ny , nz )T as
nx =
ny =
nz =

a
+ b2 + c2
b
√
a2 + b2 + c2
c
√
2
a + b2 + c2
√

a2

(A.21)
(A.22)
(A.23)

Then the Hessian normal form of the plane is
n · x = −p

(A.24)

Both the general equation, and the Hessian normal form, can describe a 3D plane
using a set of four parameters. Obtaining a minimal representation from these two is
straightforward. Indeed, the normal direction of the plane can be expressed by using
the azimuth θ and elevation φ angles with respect to the origin
 
−1 ny
(A.25)
θ = tan
nx
n 
z
φ = cos−1
(A.26)
r
q
with r = n2x + n2y + n2z . The minimal representation of a plane is thus composed by
the triplet (θ, φ, p). Fig. A.4 shows the geometric idea behind such a representation.

Appendix B

Quaternion-Based Rotation
Matrix Derivative

onsider a three dimensional rotation defined through the quaternion q =
(qx , qy , qz , qw )T , then we can also define the associated rotation matrix
R(q) as a function of the quaternion’s parameters


1 − 2qy2 − 2qz2 2qx qy − 2qz qw 2qx qz + 2qy qw
(B.1)
R(q) = 2qx qy + 2qz qw 1 − 2qx2 − 2qz2 2qy qz − 2qx qw 
2
2
2qx qz − 2qy qw 2qy qz + 2qx qw 1 − 2qx − 2qy

C

Now, assuming that q is normalized, which means that q is a unit quaternion with
|q| = 1, we can rewrite the previous matrix as follow


1 − 2qy2 − 2qz2 2qx qy − 2qz q̂w 2qx qz + 2qy q̂w
R(q) = 2qx qy + 2qz q̂w 1 − 2qx2 − 2qz2 2qy qz − 2qx q̂w 
(B.2)
2qx qz − 2qy q̂w 2qy qz + 2qx q̂w 1 − 2qx2 − 2qy2 ,
where q̂w =

q
2

1 − qx2 − qy2 − qz2 .

The partial derivatives with respect to q of the rotation matrix R(q) (Eq. B.2),
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evaluated in q = (0, 0, 0, 1)T = 0, have the following form


0 0 0
∂R(q)
= 0 0 −2 = Sx
∂qx q=0
0 2 0


0 0 2
∂R(q)
=  0 0 0 = Sy
∂qy q=0
−2 0 0


0 −2 0
∂R(q)
= 2 0 0 = Sz
∂qz q=0
0 0 0

(B.3)

(B.4)

(B.5)

From these results, we note also that the derivative of the rotation of a vector
v = (vx , vy , vz )T , in q = (0, 0, 0, 1)T = 0, can be expressed as


0
2vz −2vy
S(v) = (Sx · v|Sy · v|Sz · v) = −2vz
0
2vx  = −2[v]×
(B.6)
2vy −2vx
0

where [v]× is known as the cross product matrix of the vector v.

Appendix C

Jacobian Derivation

et us define a generic point with normal as a 6D vector having the form
p = (cT , nT )T = (cx , cy , cz , nx , ny , nz )T composed by its Cartesian
coordinates c, and the associated surface normal components n. Now,
recalling the definition of the ⊕ operator described in Eq. 5.10, the perturbation of the error between two corresponding points p and p′ is

  ′
R(∆q) · ĉ + ∆t
c
e(x ⊕ ∆x) = e(t ⊕ ∆t, R ⊕ R(∆q)) =
−
(C.1)
n′
R(∆q) · n̂

L

with p̂ = T(x) ⊕ p.
The 6×6 Jacobian matrix J of the error function e(x ⊕ ∆x) is computed deriving the previous equation with respect to ∆t = (∆tx , ∆ty , ∆tz )T and ∆q =
(∆qx , ∆qy , ∆qz )T , and then evaluating the derivative in (∆t = 0, ∆q = 0)


∂e(t + ∆t, R + R(∆q)) ∂e(t + ∆t, R + R(∆q))
J =
∂∆t
∂∆q
∆t=0, ∆q=0
!
∂R(∆q)
∂R(∆q)
∂R(∆q)
I3×3
∂∆qx · ĉ
∂∆qy · ĉ
∂∆qz · ĉ
=
∂R(∆q)
∂R(∆q)
∂R(∆q)
03×3
∂∆qx · n̂
∂∆qy · n̂
∂∆qz · n̂
∆t=0, ∆q=0


I3x3 −2[ĉ]×
(C.2)
=
03x3 −2[n̂]×
where [v]× represents the cross product matrix as defined in Eq. B.6.
The reader might notice that the left block of the Jacobian matrix has a 3×3 matrix
of zeros in the bottom, this is because the normal, unlike the point coordinates, is not
translated.
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Appendix D

Integral Images

perations such as the computation of the covariance matrix over the knearest neighboring of a point, commonly necessary for the extraction of
surface normals, can be computationally expensive. However, if the data
follow some sort of organization, like in the case of the matrix structure in
depth images, it is possible to speedup this process by using the concept
of integral images.
The integral image represents a fast and powerful technique to compute the sum of
the values contained in arbitrary rectangular regions of a matrix. The base idea is the
construction of a matrix known as summed area table. In such a table, the value of a
generic element of coordinates (x, y) contains the sum of all the elements in the upper
left rectangular block of the input matrix, including the element (x, y) itself. The top
picture of Fig. D.1 shows a graphical example of the region influencing a given element
(x, y) in the summed area table.
The power of the integral images resides on the fact that, once the summed area
table is computed, it is possible to evaluate in constant time (O(1)) the sum of the
elements of an arbitrary rectangular region of the original matrix. In addition to this,
note that the summed area table can be computed parsing a single time the input
matrix. This can be easily done by knowing that an element (x, y) of the table is equal
to
S(x, y) = I(x, y) + S(x − 1, y) + S(x, y − 1) − S(x − 1, y − 1)
(D.1)

O

where S(x, y) indicates the value table element of coordinates (x, y), and I(x, y) is
the value of the element in the original matrix in position (x, y). In the case that a
coordinate is negative, like when analyzing an edge element, the value of S(·) has to be
set to zero. The bottom left and bottom right pictures of Fig. D.1 show respectively a
generic input matrix, and the associated integral image.
Once the table is constructed, we can evaluate the sum of all elements in a rectangular block of the original matrix by directly querying the integral image. More
specifically, let a rectangular region to be identified by its four vertices A, B, C and D,
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Figure D.1: Top: example showing the rectangular region influencing an arbitrary element (x, y) of
the summed area table. Bottom: integral image (right) computed from an input matrix (left). (Images
from [170]).

the summed area of such a region is computed as
S(A, B, C, D) = S(A) + S(D) − S(B) − S(C)

(D.2)

where S(A) is the value of the integral image at the element identified by the vertex
A, and similarly for the other terms. As an example, suppose we want to compute
the summed area of the rectangular region highlighted on the top picture of Fig. D.2.
Additionally, consider the summed areas defined by the vertices A, B, C and D as
illustrated in the rest of images of Fig. D.2. The summed area S(A, B, C, D) is

S(A, B, C, D) = S(A) + S(D) − S(B) − S(C) = 16 + 64 − 32 − 32 = 16

(D.3)

The reader might be curious of how, for example, these integral images can be used
to compute the mean and covariance matrix of Eq. 3.35. Without loss of generality, by
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performing some simple manipulations we obtain that
Σsi =

1 X c
(pk − µsi )(pck − µsi )T
|Vi | c
pk ∈Vi

=

1 X c cT
T
T
T
pk pk − µsi pck − pck µsi + µsi µsi
|Vi | c
pk ∈Vi

=

=

1 X c cT
1 X s cT
1 X c sT
1 X s sT
pk pk −
µi pk −
pk µ i +
µi µi
|Vi | c
|Vi | c
|Vi | c
|Vi | c
pk ∈Vi
pk ∈Vi
pk ∈Vi
pk ∈Vi


X
X
X
T
T
1 s
1 
T
1 s sT X
1
pck pck −
pck −
1
µi
µ µ
pck  µsi +
|Vi | c
|Vi |
|Vi |
|Vi | i i c
c
c
pk ∈Vi

=
=

1
|Vi |

X

pck ∈Vi

pk ∈Vi

T

T

pk ∈Vi

T

pck pck − µsi µsi − µsi µsi + µsi µsi

pk ∈Vi

T

1 X c cT
T
pk pk − µsi µsi
|Vi | c

(D.4)

pk ∈Vi

Recalling that the mean µsi is equal to
µsi =

1 X
|Vi | c

(D.5)

pk ∈Vi

and looking at Eq. D.4, the reader will notice that in order to compute the mean µsi
and the covariance matrix Σsi it is sufficient to keep track of three quantities regarding
the points that are taken into account for the calculation:
• the number of points |Vi |;
P
• the sum of the points pc ∈Vi pck ;
k

• the squared sum of the points

P

pck ∈Vi

T

pck pck .

We can therefore define an integral image whose elements are not just real numbers,
but a more complex structure that has the function of a point accumulator. This
structure has the goal of memorizing the three quantities listed before. By exploiting
the organized structure of the image, we can select a rectangular neighborhood around
a query point, and compute efficiently the mean and covariance using the rule described
in Eq. D.2.
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Figure D.2: Summed regions captured by the elements corresponding to the four vertices A (middle
left), B (middle right), C (bottom left) and D (bottom right) of the query region highlighted on the
picture on the top. (Images from [170]).
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